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SLTU-2014 Chairmen’s Message 

Automatic speech processing for under-resourced languages is a very active field of research and 
development, which has experienced significant progress during the past decade. There are almost 
7000 languages in the world and only for a small portion of them we have some spoken language 
technologies (speech recognition, text-to-speech synthesis, machine translation, etc.). Most 
languages from developing countries or minorities received only little attention so far and a lot of 
research in speech and language technologies are still needed for multilingual applications, 
especially for under-resourced languages. 

We are very pleased to welcome you to the 4th International Workshop on Spoken Language 
Technologies for Under-resourced Languages (SLTU-2014) and to the Northern Capital of Russia – 
St. Petersburg. Three previous even-year SLTU Workshops were organized: SLTU’12 in Cape 
Town (South Africa), SLTU’10 in Penang (Malaysia), and SLTU’08 in Hanoi (Vietnam). During 
this Workshop we will discuss achievements and challenges in all areas related to processing 
under-resourced and endangered languages of the world: language resources development, 
acquisition, and representation including creation of dictionaries, language models, grammars, text 
and speech corpora; automatic speech recognition and synthesis for low-resourced languages and 
dialects; multilingual spoken language processing, machine translation and spoken dialogue 
systems. 

In total, 40 high-quality papers have been selected from submissions for oral presentations at the 
Workshop and published in the SLTU-2014 Proceedings. Each paper was carefully reviewed by 2-4 
Scientific Committee members, and the Committee did an excellent job in selecting the best 
submissions for SLTU-2014. The authors and co-authors of the papers originate from 4 continents 
(Europe, Asia, Africa and North America) and 22 countries (France, Germany, Russia, South 
Africa, Japan, UK, Romania, Vietnam, Czech Republic, Finland, Spain, Belgium, Estonia, Ireland, 
Hungary, Ukraine, USA, Portugal, Italy, Tunisia, Algeria and Qatar). We are delighted to find so 
much interest in this SLTU 2014 Workshop in St. Petersburg, Russia. We have observed an 
essential increase in the quantity and the quality of the papers compared to the previous SLTU 
Workshops and we have compiled an interesting 3-day scientific programme. Also 2 outstanding 
speakers have been invited to give keynote lectures: Satoshi Nakamura (Nara Institute of Science 
and Technology, Japan) and Mark Gales (University of Cambridge, UK). We would like to thank 
all the members of the Scientific Committee and authors for their great work in making this event a 
scientifically recognized International Workshop. Additionally to scientific activities we also 
provide a nice social programme, as well as excellent possibilities for acquaintance with cultural 
and historical valuables of St. Petersburg. 

Special thanks also to all local organizers from SPIIRAS Institute, University ITMO, 
St. Petersburg State University, SPIIRAS-Service, and Monomax/Rustour service agency. Finally, 
we would like to extend our thanks to all our sponsors and supporters: ISCA association, EURASIP 
association, Russian Foundation for Basic Research (RFBR), Russian Academy of Sciences, 
“Linfo” company, etc. 

Many thanks for coming to St. Petersburg and have an excellent SLTU-2014 Workshop! 
 

Chairs of SLTU-2014 Workshop: 
Alexey Karpov (SPIIRAS, Russia), Laurent Besacier (LIG, France),  
Pascal Nocera (LIA, France) and Eric Castelli (MICA, Vietnam) 

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

10



Keynote Lecture - EURASIP Seminar 
 

TOWARDS REAL-TIME MULTILINGUAL MULTIMODAL 
SPEECH-TO-SPEECH TRANSLATION 
 

Satoshi Nakamura 
 
Nara Institute of Science and Technology (NAIST), Japan 
 
http://ahclab.naist.jp/Prof.Nakamura/index_e.html

Abstract: Speech-to-speech translation technology enables natural oral communication between 
different language speaking people. Many research projects have addressed speech-to-speech 
translation (S2ST) technology, such as ATR, VERBMOBIL, C-STAR, NESPOLE!, BABYLON, 
GALE, and EU-bridge. The speech-to-speech translation system is normally composed of 
automatic speech recognition (ASR), machine translation (MT), and speech synthesis (TTS). All of 
the modules are corpus-based and statistical model-based systems. In this talk new challenges 
toward a real-time multimodal speech-to-speech translation will be introduced. 

Biography: Satoshi Nakamura is Professor of Graduate School of Information Science, Nara 
Institute of Science and Technology, Japan, Honorarprofessor of Karlsruhe Institute of Technology, 
Germany, and ATR Fellow. He was Director of ATR Spoken Language Communication Research 
Laboratories in 2000-2008 and Vice president of ATR in 2007-2008. He was Director General of 
Keihanna Research Laboratories and the Executive Director of Knowledge Creating 
Communication Research Center, National Institute of Information and Communications 
Technology, Japan in 2009-2010. He is currently Director of Augmented Human Communication 
laboratory and a full professor of Graduate School of Information Science at Nara Institute of 
Science and Technology. He is interested in modeling and systems of speech-to-speech translation 
and speech recognition. He is one of the leaders of speech-to-speech translation research and has 
been serving for various speech-to-speech translation research projects in the world including C-
STAR, IWSLT and A-STAR. He was a project leader of the world first network-based commercial 
speech-to-speech translation service for 3-G mobile phones in 2007 and VoiceTra Project for 
iPhone in 2010. He received Yamashita Research Award, Kiyasu Award from the Information 
Processing Society of Japan, Telecom System Award, AAMT Nagao Award, Docomo Mobile 
Science Award in 2007, ASJ Award for Distinguished Achievements in Acoustics. He received the 
Commendation for Science and Technology by the Minister of Education, Culture, Sports, Science 
and Technology, and the Commendation for Science and Technology in Information Technology by 
the Minister of Internal Affair and Communications. He was also awarded Antonio Zampolli Prize 
by ELRA Association. He organized the International Workshop of Spoken Language Translation 
(IWSLT 2006) and Oriental Cocosda 2008 as a general chair. He also served as the program chair 
of INTERSPEECH 2010. He is currently Elected Board Member of International Speech 
Communication Association (ISCA), Elected Committee Member of IEEE SPS Spoken Language 
Technology Technical committee, and IEEE Signal Processing Magazine Editorial Board Member 
since April 2012. 
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Keynote Lecture - SLTU Workshop 
 

SPEECH RECOGNITION AND KEYWORD SPOTTING FOR 
LOW RESOURCE LANGUAGES: BABEL PROJECT RESEARCH  
AT CUED 

Mark Gales 
 
Cambridge University, Engineering Department, United Kingdom 
 
http://mi.eng.cam.ac.uk/~mjfg/

Abstract: Recently there has been increased interest in Automatic Speech Recognition (ASR) 
and Key Word Spotting (KWS) systems for low resource languages. One of the driving forces for 
this research direction is the IARPA Babel project. This paper describes some of the research 
funded by this project at Cambridge University, as part of the Lorelei team co-ordinated by IBM. 
A range of topics are discussed including: deep neural network based acoustic models; data 
augmentation; and zero acoustic model resource systems. Performance for all approaches is 
evaluated using the Limited (approximately 10 hours) and/or Full (approximately 80 hours) 
language packs distributed by IARPA. Both KWS and ASR performance figures are given. Though 
absolute performance varies from language to language, and keyword list, the approaches described 
show consistent trends over the languages investigated to date. Using comparable systems over the 
five Option Period 1 languages indicates a strong correlation between ASR performance and KWS 
performance. 

Biography: Mark Gales is a Professor of Information Engineering in the Machine Intelligence 
Laboratory (formerly the Speech Vision and Robotics (SVR) group) and a Fellow of Emmanuel 
College. He is a member of the Speech Research Group. Mark Gales studied for the B.A. in 
Electrical and Information Sciences at the University of Cambridge from 1985-88. Following 
graduation he worked as a consultant at Roke Manor Research Ltd. In 1991 he took up a position as 
a Research Associate in the Speech Vision and Robotics group in the Engineering Department at 
Cambridge University. In 1995 he completed his doctoral thesis: Model-Based Techniques for 
Robust Speech Recognition supervised by Professor Steve Young. From 1995-1997 he was a 
Research Fellow at Emmanuel College Cambridge. He was then a Research Staff Member in the 
Speech group at the IBM T.J.Watson Research Center until 1999 when he returned to Cambridge 
University Engineering Department as a University Lecturer. He was appointed Reader in 
Information Engineering in 2004. He is currently a Professor of Information Engineering 
(appointed 2012) and a Professorial College Lecturer and Official Fellow of Emmanuel College. 
Mark Gales is a Fellow of the IEEE and was a member of the Speech Technical Committee from 
2001-2004. He was an associate editor for IEEE Signal Processing Letters from 2009-2011 and is 
currently an associate editor for IEEE Transactions on Audio Speech and Language Processing. He 
is also on the Editorial Board of Computer Speech and Language. Mark Gales was awarded a 1997 
IEEE Young Author Paper Award for his paper on Parallel Model Combination and a 2002 IEEE 
Paper Award for his paper on Semi-Tied Covariance Matrices. He is the Principal Investigator of 
the IARPA Babel project in Cambridge University Engineering Department (CUED). 
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TOWARDS REAL-TIME MULTILINGUAL MULTIMODAL  
SPEECH-TO-SPEECH TRANSLATION 

Satoshi Nakamura 

Augmented Human Communication Laboratory 
Graduate School of Information Science 

Nara Institute of Science and Technology, Japan 
s-nakamura@is.naist.jp 

 
ABSTRACT 

 
Speech-to-speech translation technology enables natural oral 
communication between different language speaking people. 
Many research projects have addressed speech-to-speech 
translation (S2ST) technology, such as ATR [1], 
VERBMOBIL [2], C-STAR [3], NESPOLE! [4], 
BABYLON [5], GALE [6], and EU-bridge [7]. The speech-
to-speech translation system is normally composed of 
automatic speech recognition (ASR), machine translation 
(MT), and speech synthesis (TTS). All of the modules are 
corpus-based and statistical model-based systems.  In this 
talk, new challenges toward a real-time multimodal speech-
to-speech translation will be introduced. 

 
Index Terms— Speech-to-speech translation, S2ST, 

multimodal processing, multilingual systems 

1. SIMULTANEOUS SPEECH-TO-SPEECH 
TRANSLATION 

 
It is still not able to output translation results in simultaneous 
way. The reason for this is in the interaction between the 
three components of conventional speech translation 
systems: ASR, MT and TTS. Normally, the MT module is 
started after the ASR module finishes recognition and the 
TTS module is started after MT module finishes translation. 
This has caused a delay between the start of the speaker’s 
utterance to the end of synthesis. The longer sentences 
require more time for MT decoding. In contrast, human 
simultaneous interpreters generally break sentences into 
smaller chunks, resulting in a lower delay (or “ear-to-voice 
span”) [8]. 

We proposed a method for starting the translation 
process before the sentence finishes, allowing the MT 
module to start translation simultaneously [9]. The method 
uses so-called Right Probability in the phrase table used in 
phrase-based MT [10]. The Right Probability represents how 
much re-ordering of the phrases in MT could occur. We 

have developed a system which finds a chunk with a higher 
Right Probability than a threshold and translates the chunk. 
S2ST between Western languages and a non-Western 
language, such as English-from/to-Japanese, or English-
from/to-Chinese, requires technologies to overcome the 
drastic differences in linguistic structures and expressions. 
Especially their word order and their coverage of words are 
completely different, among other factors. Figure 1 shows 
the experimental data used from the Basic Travel Expression 
Corpus (BTEC) [11] for ja-en and en-ja, and NEWS [12] for 
fr-en. As the BTEC sentences are relatively short compared 
to NEWS, we also experiment with longer sentences that 
contain at least 11 words from BTEC. For evaluation 
measures, we use BLEU to measure translation accuracy 
with 12 references for ja-en, and 1 reference for fr-en. We 
also perform a manual evaluation using a 0-5 scale based on 
acceptability [13]. We calculate translation delay D as 
D = A + T. A is the ASR time per sentence, and we calculate 
this using the time of each wave file in the test set. T 
indicates the average MT decoding time per sentence. 

 

Figure 1. Translation Performance vs. Delay 
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Comparing ja-en and en-ja translation we confirmed the 
fact that both achieve similar speed accuracy curves. In 
addition, BLEU is higher overall for en-ja because Japanese 
sentences are longer than English sentences, so the number 
of matches with the reference is greater than when the target 
language is English. Finally, we compare ja-en and fr-en 
translation to investigate the effectiveness for a language 
pair with small difference of word order. As can be seen 
from the graph for fr-en, by reducing the RP threshold from 
1.0 to 0.8 we are able to achieve a decrease in delay from 
12.1s to 5.4s with an almost no drop in BLEU (19.63 to 
19.53 respectively). Even when we set the threshold lower, 
the drop in accuracy is much smaller than ja-en or en-ja 
translation, confirming that the proposed method is 
particularly effective for languages with similar word order. 

 

2. SPEECH-TO-SPEECH TRANSLATION WITH 
SPEAKING FACE MOVEMENTS 

 
Speech includes not only linguistic information but other 
information such as speaker individuality, speaking style, 
intonation, emotion, and face expression. Translation and 
preservation of these kinds of information are expected to be 
inevitable to realize ideal speech-to-speech translation. 
Voice conversion, which is nowadays popular research 
topic, was originated in early days in 1987 for a speech-to-
speech system [14].  In addition to speech individuality 
preservation in the speech-to-speech translation, we have 
developed a speaking face translation system [15].  

The block diagram of the system is shown in Figure 2. 
The original speakers face is first scanned and mapped to a 
three dimensional face model. Then the mouth part of the 
speaking face images are replaced with that of the target 
language created according to the translated phoneme 
sequence. 

 

3. SPEECH-TO-SPEECH TRANSLATION 
PRESERVING PARALINGUISTIC INFORMATION 

 
The prominence is phenomena, which a speaker emphasizes 
a part of the sentence to express their intention. The 
conventional speech-to-speech translation is not able to 
preserve this information from the original speech into the 
translated speech in the target language. We proposed a 
word-based prominence preservation method [16]. The 
system is based on a neural network model trained using 
bilingual utterances. We recorded a bilingual speech corpus 
where an English-Japanese bilingual speaker emphasizes one 
word during speech in a string of digits. The lexical content 
to be spoken was 500 sentences from the AURORA2 data 
set, chosen to be word balanced by greedy search [17]. The 
training set is 445 utterances and the test set is 55 utterances.  

Experiments have been done by asking evaluators to 
subjectively judge the strength of emphasis with the 
following three degrees: 1: not emphasized, 2: slightly 
emphasized, 3: emphasized. The overview of the experiment 
regarding the strength of emphasis is shown in Figure 3. 

 

Figure 2. Speaking Face Translation 
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Figure 3. Subjective Degree of Emphasis 
 

This figure shows that all systems show a significant 
improvement in the subjective perception of strength of 
emphasis. 
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ABSTRACT

Recently there has been increased interest in Automatic Speech
Recognition (ASR) and Key Word Spotting (KWS) systems for low
resource languages. One of the driving forces for this research di-
rection is the IARPA Babel project. This paper describes some of
the research funded by this project at Cambridge University, as part
of the Lorelei team co-ordinated by IBM. A range of topics are dis-
cussed including: deep neural network based acoustic models; data
augmentation; and zero acoustic model resource systems. Perfor-
mance for all approaches is evaluated using the Limited (approx-
imately 10 hours) and/or Full (approximately 80 hours) language
packs distributed by IARPA. Both KWS and ASR performance fig-
ures are given. Though absolute performance varies from language
to language, and keyword list, the approaches described show con-
sistent trends over the languages investigated to date. Using com-
parable systems over the five Option Period 1 languages indicates
a strong correlation between ASR performance and KWS perfor-
mance.
Index Terms: keyword spotting, deep neural network, low-resource
languages, multi-lingual systems.

1. INTRODUCTION

In recent years there has been an increasing interest in Automatic
Speech Recognition (ASR) and Key Word Spotting (KWS) for low
resource languages. One of the driving forces for this research direc-
tion is the IARPA Babel project [1]. The aim of the project is to de-
velop robust KWS and ASR technologies that can be rapidly applied
to any human language. To enable both rapid development of sys-
tems, and performance on languages for which there has traditionally
been little research, to be evaluated the program has focused systems
built using limited quantities of data. This paper gives an overview
of the research undertaken at the Cambridge University Engineering
Department (CUED) as part of the Lorelei team led by IBM. Three

This work was supported in part by the Intelligence Advanced Research
Projects Activity (IARPA) via Department of Defense U.S. Army Research
Laboratory (DoD/ARL) contract number W911NF-12-C-0012. The U.S.
Government is authorized to reproduce and distribute reprints for Govern-
mental purposes notwithstanding any copyright annotation thereon. Dis-
claimer: The views and conclusions contained herein are those of the authors
and should not be interpreted as necessarily representing the official poli-
cies or endorsements, either expressed or implied, of IARPA, DoD/ARL, or
the U.S. Government. The authors would like to thank the Lorelei team for
providing the KWS infrastructure and morphological decomposition. The au-
thors would like to thank the following members of the CUED Speech Group
who have contributed to the Babel project work and the systems described:
X. Chen, X. Liu, P.C. Woodland, T. Yoshioka, and C. Zhang.

main research areas will be discussed: deep neural network acous-
tic models; data augmentation; and zero resource acoustic models.
The performance of these approaches is evaluated on data released
under the Babel program. Two language packs are released for each
language: a full language pack (FLP) comprising about 80 hours of
transcribed audio data; and a limited language pack (LLP) compris-
ing about 10 hours of transcribed audio data. For the LLPs (and some
of the FLPs) additional untranscribed audio data is also available.

Speech recognition systems using neural networks have had a
long history [2]. Recently there has been renewed interest in this area
with the development of deep neural network (DNN) systems [3,
4]. Currently two configurations of DNN are commonly used. The
DNN can be used as feature extractor for a standard GMM-based
HMM system [5, 6], this approach is referred to as Tandem. The
second configuration, known as Hybrid uses the network to compute
state posteriors, which are then converted into scaled likelihoods by
normalising by the state priors. In this work both forms of network
are trained for the FLP and LLP releases. System combination for
both ASR [7, 8] and KWS [9, 10, 11] are standard approaches for
improving final system performance. In addition to the performance
of the individual system performance for both ASR and KWS, the
impact of combining these two form of DNN system is described.

Data augmentation is a class of approaches where the effective
quantity of data used to train the system is increased. In this paper
these approaches are split into two distinct groups. The first is where
only the data from the target language is considered. In this case
it is necessary to use automated approaches to increase the amount
of transcribed data. One technique is to artificially create more data
with known transcriptions, for example using acoustic data perturba-
tion [12, 13, 14] or speech synthesis [15]. Another scheme assumes
that additional, untranscribed, audio data is available. In this sce-
nario it is possible to use semi-supervised training [16, 17, 18]. An
alternative class of approaches is to make use of data from other
languages to increase the available data. This has become increas-
ingly popular as DNNs are more commonly used as they are well
suited to these schemes. Two approaches have been adopted. The
first is to build multi-lingual bottleneck features for use in a Tandem
system [6, 19, 20, 21]. Alternatively Hybrid systems, with target lan-
guage specific output layers, have also been investigated [22, 6, 23].
In this work the impact of multi-lingual bottleneck features, using
the configuration discussed in [21], will be discussed.

The above approaches have assumed that there is some tran-
scribed audio data available for the target language. For some sit-
uations, it may not be possible to transcribe any audio. The final re-
search area will be referred to as zero acoustic model resources [21].
Here it is assumed that there is no transcribed audio data, just a lim-
ited amount of language model data and a lexicon. The aim here
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is to build a language-independent (LI) acoustic model. This model
can then be used directly for ASR, or KWS. Alternatively the LI
acoustic model can be used to transcribe audio data in the target lan-
guage, which can then be used for training. This is effectively an
unsupervised acoustic model training process [24, 25].

For all experiments the core ASR toolkit, used for acoustic
feature generation, clustering, decoding and GMM-based acoustic
model training, was an extended version of the HTK-3.4.1 [26]
toolkit. The MLP training used an extended version (to allows
deeper network configurations) of ICSI’s QuickNet [27], to train
both Tandem and Hybrid systems. The results given in this paper
were generated at various stages of system development. Thus re-
sults are not necessarily consistent across tables, however within a
table all results are comparable unless otherwise stated. The focus
of this paper is acoustic modelling. The language models for all
systems used the vocabulary and training data from the audio tran-
scriptions. For all systems N-gram language models (either bigram
or trigram) were used, optionally interpolated with class-based lan-
guage models.

For all ASR systems in this work, the underlying context-
dependent states were specified using state, rather than phone-state,
roots of the decision tree. Here questions involving X-SAMPA at-
tributes and position of the phone in the word were used for both left,
right and centre context. This was found to yield additional robust
to rare phones, for example the X-SAMPA phone /kx/ in Zulu. If
phone/state-position decision tree roots are used for these rare phone,
there is insufficient data to train any context models. Effectively
these rare phones are modelled as monophones. To further improve
the ability to model rare phones, diphthongs (and triphthongs) were
split into their constituent parts, with additional markers added to
indicate that the unit was derived from a diphthong.

2. TASK DESCRIPTION

The work reported in this paper was undertaken as part pf the IARPA
Babel [1] program, which aims to foster research on speech recog-
nition and keyword spotting for low resource languages. The Ba-
bel speech corpora covers a range of diverse languages and is dis-
tributed under two configurations for each language - the “full” lan-
guage pack (FLP) and the “limited” language pack (LLP). The FLP
and LLP packs consist of approximately 80 hours and 10 hours of
speech for training, respectively. The data is recorded in “real-life”
scenarios, such as conversational telephone speech, over a range of
acoustic conditions, such as mobile phone conversation made from
car. The FLP and LLP share the same development set of about 10
hours of conversational speech. The phone set and phonetic lexicon
are supplied for every language pack and contains only those words
occurring in the transcribed audio data for that language pack.

In the Option Period 1 (OP1) phase of the project, five languages
were released for development: Assamese; Bengali; Haitian Creole;
Lao; and Zulu. The ASR and KWS experiments reported in this pa-
per are primarily conducted on these OP1 languages (both FLP and
LLP), and the performance is evaluated on the development data.
The official metric to measure the accuracy of the system perfor-
mance has been defined to be the Maximum Term Weighted Value
(MTWV), which is the best term weighted value [28] (TWV) that
can be achieved over all choices of detection threshold. The TWV is
defined as

TWV (θ) = 1− [Pmiss(θ) + βPfa(θ)] (1)

where Pmiss(θ) and Pfa(θ) denote the probability of miss and false
alarm, respectively and β is 999.9.

Below are listed the releases of the languages that are used in
the experiments. The languages marked in bold are the development
language from OP1. The languages marked with a † are used as
training languages for the multi-language and language-independent
system in sections 5.2 and 6 respectively.

Language Id Release
Cantonese† 101 IARPA-babel101-v0.4c
Assamese† 102 IARPA-babel102b-v0.5a
Bengali 103 IARPA-babel103b-v0.4b
Pashto† 104 IARPA-babel104b-v0.4aY
Turkish† 105 IARPA-babel105b-v0.4
Tagalog† 106 IARPA-babel106-v0.2f
Vietnamese 107 IARPA-babel107b-v0.7
Haitian Creole 201 IARPA-babel201b-v0.2b
Lao† 203 IARPA-babel203b-v3.1a
Zulu† 206 IARPA-babel206b-v0.1e

For all the experiments there is approximately 10 hours of audio
to recognise, and 2000 KW terms for the KWS task 1. In this paper
Token Error Rate (TER), rather than WER, is used when discussing
ASR results. For the broad range of languages investigated under the
Babel program, some languages, for example Vietnamese, do not
have references at the word level. Thus TER removes the concept
of word (though measured in the same fashion). The TER results
quoted are based on Confusion Network (CN) decoding [29] applied
to the lattices that were used for KWS unless otherwise stated.

It is worth emphasising that given the targets of the project,
KWS performance of greater than 0.3, where choices of system con-
figuration have been made they were based on KWS performance,
not ASR performance.

3. KWS SYSTEM DESCRIPTION

The focus of the research at CUED is on improving ASR systems for
low-resources languages. However, since the Babel program uses
KWS to assess performance, this section gives a brief description of
the Lorelei team KWS system, and the approaches adopted to handle
KWS with low-resource languages.

The KWS system is based on a weighted finite state transducer
(WFST) framework [30]. First an ASR system is used to gener-
ate word lattices. These lattices are then processed to generate the
word indices for the in-vocabulary (IV) search and phonetic indices
to accommodate out-of-vocabulary (OOV) search. The timing in-
formation is pushed to the output labels of the arcs of the resulting
WFSTs. The arcs in the resulting WFST after the push operation can
be expressed as a 5-tuple (p, i, o, w, q), where p and q indicate the
start and end states, i denotes the input label, which can be a word in
case of IV search or a phoneme in case of OOV search, w indicates
the posterior probability associated with the input label, and finally
o denotes the output label.

The IV queries are searched in the word index, whereas the OOV
queries are searched in the phonetic index. More specifically, for the
IV search, each query is converted to a word weighted finite state
acceptor (WFSA) and a composition operation is carried out with
the word index in order to retrieve the hit list for the query. Each hit
list is identified by the name of the audio file, the starting time of the
query, duration and the score, which is the posterior probability de-
rived from the WSFT. On the other hand, for the OOV search, each

1For Vietnamese, the base period surprise language, a more limited set of
about 900 keywords was used.
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query is first expanded to a reasonable phonetic representation using
a grapheme-to-phoneme converter, which may not give accurate pro-
nunciation for all query terms. The resulting pronunciation is then
represented as a phonetic WFSA, and a composition with the pho-
netic WFST is carried out to retrieve the hit lists for the OOV terms.
It is possible to vary the number of phone query confusions [31]. In
the simplest case no confusions are included, the identity P2P case.
For the experiments in this work the number of confusions was in
the range 100 to 50000. The IV queries that did not return hits were
searched again in the phoneme index which is known as the cascaded
search. Finally the IV, OOV and cascaded search hit lists are com-
bined and sum-to-one (STO) [30] score normalisation is applied to
make sure that sum of all normalised detection scores for each query
is 1.0.

For some languages that are morphologically rich the number
of OOV terms can become very large impacting performance. For
example for the Zulu LLP 61% of the query terms were OOV, com-
pared to 31% for the Bengali LLP. To address this problem a mor-
phological KWS can be used [32]. Here initially IV word terms are
found. Then IV morph terms are found, finally OOV morph terms
are found.

KWS Process MTWV
IV OOV Tot

Word 0.2655 0.0000 0.1033
+phone 0.2596 0.0970 0.1606
+cascade 0.2609 0.0970 0.1611
+lm0 0.2649 0.1338 0.1851
+morph 0.2615 0.2073 0.2287

Table 1: MTWV scores comparing KWS system stages for Zulu LLP.

The impact of the various stages for KWS are shown for the
Zulu LLP in Table 1. The ASR system is the Tandem system used
in section 7. The most basic search just examines the in-vocabulary
terms, a word search (Word). To handle OOV terms phone confu-
sions can be added (+phone). This handles the OOV terms, but the
performance on these terms is significantly worse than for the IV
terms. To improve IV performance, cascade search can be added
(+cascade). For Zulu this gave only a small improvement, but for
some languages, such as Vietnamese, large gains were observed. For
the OOV search, there is not expected to be any benefit from using
the language model scores from the IV terms, but these influence the
scores associated with the phones. To address this, the lattices gener-
ated by the ASR system are mapped to remove the language model
component (+lm0) for the OOV search. This improves the OOV
search. Finally by using morphological decomposition (+morph),
some of the OOV terms are mapped to be IV in terms of the mor-
phology lattices. This further improves the OOV performance. Note,
the slight variation in the IV word performance is due to shifts in the
MTWV operating point.

4. DEEP NEURAL NETWORK ACOUSTIC MODELS

In common with most state-of-the-art speech recognition system,
significant performance gains can be obtained using DNNs [3, 4]
for limited resource systems. In this work both Hybrid and Tandem
systems were constructed. The Tandem configuration used a single
network with PLP and pitch features at the input. The output of this
network was then used in a hybrid system yielding a stacked config-
uration. This is illustrated in Figure 1. All networks were initialised
with layer-by-layer discriminative pre-training [4]. Further details of

Fig. 1. Tandem and Stacked Hybrid systems

the two acoustic models are given below. The results for the individ-
ual systems, and combination, are given in section 7.

4.1. Tandem System

The development of the Tandem systems was based on [33]. An
MLP was trained using cross-entropy, and context dependent targets
defined by a phonetic decision tree. The input to the network was
9 frames of PLP with pitch2 appended, and delta, delta-deltas and
triples added. This yields a total input vector size of 504. The net-
work was configured to have a bottleneck layer of 26. The 26 dimen-
sional bottleneck features were transformed using a global semi-tied
covariance matrix [34] and then appended to HLDA projected PLP
features (39 dimensions) and pitch with delta and delta-delta param-
eters. This yields a complete feature of 68 dimensions. These are
the baseline features for the hybrid system below.

A speaker adaptive training (SAT) system using global con-
strained maximum likelihood linear regression (CMLLR) at a
speaker level [35], was then constructed incorporating both Min-
imum Phone Error (MPE) [36] training and feature-space MPE
(fMPE) [37]. The CMLLR transforms were estimated using max-
imum likelihood (ML) on the ML estimated acoustic models. These
were then fixed and MPE and fMPE estimated using these trans-
forms.

A multi-pass decoding and adaptation process was used for all
experiments in this paper:

1. speaker-independent (SI) decoding with a PLP-based MPE
system;

2. a global CMLLR transform was estimated for each speaker
using the Tandem ML-SAT model;

3. global CMLLR and MLLR transforms were estimated using
the Tandem-SAT fMPE+MPE acoustic model;

4. speaker adapted decoding using the Tandem-SAT
fMPE+MPE system and a bigram word-based language
model;

5. lattice rescore with a class-based language model and confu-
sion network (CN) generation.

2Initial experiments showed that using pitch as an input to the MLP sig-
nificantly improved the performance of tonal languages such as Lao, with
smaller improvements for non-tonal languages
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The configuration of the Tandem systems for the two language
packs was tuned to the quantities of data available.

Full Language Pack: the target number of states was set at about
6000 for both the MLP and HMM system. Five hidden layers,
including the bottleneck layer, were used. The network configu-
ration was (including input and target layers): 504x10004x26x6000.

Limited Language Pack: the target number of states was set at
about 1000 for both the MLP and HMM system. Four hidden layers,
including the bottleneck layer, were used. The network configuration
was (including input and target layers): 504x1000x5002x26x1000.

4.2. Stacked Hybrid System

As shown in Figure 1 the hybrid system was trained in a stacked
fashion. First the bottleneck MLP for the Tandem system was con-
structed. Using the ML Tandem-SAT system, and the ML-estimated
CMLLR transforms these features were transformed to be speaker
specific. Again 9 vectors, each of 68-dimensions, were then stacked
together to yield a total input vector the network of 612 features.
Speaker adapted decoding with the Hybrid system, used the trans-
forms generated at stage (2) of the Tandem decoding process to
transform the features to be speaker specific. Hybrid decoding with
a bigram language model, was then followed by the lattice rescoring
and CN generation as in step (5) of the Tandem decoding.

The configuration of the Hybrid systems for the two language
packs was tuned to the quantities of data available.

Full Language Pack: the target number of states was set at about
6000 for the MLP. Five hidden layers were used, the network con-
figuration was (including input and target layers): 612x10005x6000.

Limited Language Pack: the default target number of states was
set at about 1000 for the MLP. Four hidden layers were used as the
default network configuration, (including input and target layers):
612x1000x5003x1000.

5. DATA AUGMENTATION

When there is very limited training data, approaches that increase
the quantity of training data available have been proposed. In this
paper the approaches are split into two broad categories. The first
is data and transcription generation, where audio data is either ar-
tificially generated [12, 13, 14], or additional transcriptions gener-
ated in a semi-supervised fashion [16, 17, 18]. An alternative ap-
proach is to make use of data from other languages [6, 19, 20, 21],
multi-language resources. The form of these approaches examined
at CUED, and preliminary results, are discussed in the next two sec-
tions.

5.1. Data and Transcription Generation

Two forms of within language data augmentation were investigated:
vocal tract length perturbation; and semi-supervised training. For
vocal tract length perturbation (VTLP) [12], 8 warp factors were
randomly selected in the range 0.8 to 1.2. The data was then per-
turbed by the selected warp factor. This increased the quantity of
training data to be approximately the same as the FLP. For the semi-
supervised training, the LLP system was used to recognise the un-
transcribed data. Confidence based-selection was then used to select

about 50% of the data with no transcriptions. This data was then
added to the supervised LLP data and used to train a system. Finally
discriminative MAP of the semi-supervised system to the (super-
vised) LLP data was performed. It is also possible to combine these
two approaches to further increase the quantity of data. For further
information about the experimental configuration, and additional re-
sults, see [38].

Data Augmentation TER MTWV
HMM BN-MLP (%) Tot

— — 78.4 0.1362
— vtlp 77.1 0.1496
— semi 77.7 0.1468
— semi+vtlp 76.7 0.1446

semi semi 76.9 0.1490
semi semi+vtlp 76.1 0.1441

semi+vtlp semi+vtlp 76.1 0.1454

Table 2: %TER (no CN) and MTWV for Zulu (206) LLP perfor-
mance using data augmentation approaches - semi-supervised train-
ing (semi) and Vocal Tract Length Perturbation (vtlp) .

Table 2 shows the impact of the two data augmentation ap-
proaches on the LLP Zulu system. The acoustic model configura-
tion used for these experiments was Tandem-SAT. First considering
the ASR performance. Data augmentation for training the BN MLP
yielded performance gains. At these high TERs, 78.4%, the gains
from semi-supervised training were smaller than those from VTLP.
However combining the two approaches yielded additional gains.
Applying semi-supervised approaches to also training the acoustic
model HMM gave further gains. However for this task combining
both semi-supervised training and VTLP to train the HMM did not
yield gains over just using semi-supervised training.

The performance on KWS was not as consistent as the ASR per-
formance. Again using any form of data augmentation yielded a
performance gain. However the best performing system used only
VTLP data augmentation.

5.2. Multi-Language Resources

Rather than artificially generating data or transcriptions, it is also
possible to make use of data from other languages. In this work only
the Tandem configuration was used and the MLPs used to extract
the bottleneck features were trained on multi-lingual data, the LLPs
from seven training languages described in section 2 were used for
this purpose.

 State Position

 Tagalog  Pashto  Cantonese

Fig. 2. Context Dependent MLP Targets

When training these multi-language networks there are two
forms of targets that can be used, illustrated in Figure 2. The option
on the left is where the MLP targets are context-dependent (though
context independent targets can be used) and language-specific, for
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example [20]. Thus the normalisation summation (shown in blue)
acts on single language. This approach is useful as there is no re-
quirements for consistency in the phonetic labels from the individual
languages. The network will attempt to generate a projection layer
that maximises the average within-language discrimination over the
training languages.

The second approach, and the one adapted in these experiments,
is to have a single decision tree that covers all languages [21]. This
requires that there is a consistent phonetic labelling scheme for all
languages, which is the case for Babel where X-SAMPA is used.
Now the normalisation term is over all context dependent targets.
Thus the projection layer is optimised to discriminate between all
context-dependent labels. The rationale for this approach is that
when the network is to be applied to an unseen language, the phone-
set and important phonetic context structure is unknown when the
MLP are being trained. By maximising discrimination over all pos-
sible context dependent phones, it is hoped that any unseen phonetic
contexts will also be easily separated.

Language Id BN TER MTWV
MLP (%) Tot

Assamese† 102 UL 68.0 0.2132
ML 66.4 0.2382

Zulu† 206 UL 75.8 0.1274
ML 74.4 0.1396

Bengali? 103 UL 68.6 0.2392
ML 67.0 0.2551

Haitian 201 UL 62.2 0.4054
Creole ML 61.1 0.4266

Vietnamese 107 UL 69.3 0.1851
ML 68.2 0.1908

Table 3: %TER and MTWV LLP performance using Target Lan-
guage BN features (UL) or Multi-Language BN (ML). † indicates
that the language was seen in the ML BN training data, ? indicates
“identity” phone-mapping OOV search.

Table 5.2 shows the ASR and KWS results for languages seen
in the training data (Assamese and Zulu) and languages not seen
in the training data (Bengali, Haitian Creole and Vietnamese). The
combination of the seven languages yields comparable quantities of
data to a single language FLP. Thus for these experiments the FLP
BN MLP configuration, 504×10004×26×6000, was used. For all
languages, even those that are not represented in the training data,
performance gains are obtained for both ASR and KWS.

The systems shown above have only included a limited amount
of data from each language. Additional gains have been obtained
by including data from the FLPs, and also “fine-tuning” to the target
language [39].

6. “ZERO ACOUSTIC MODEL RESOURCE” SYSTEMS

Using phonetic labels from X-SAMPA, for example, it is possible to
generate lexicons that have the same set of labels for all languages.
However even if the X-SAMPA label is consistent across two lan-
guages the realisation of that phone may vary significantly between
languages. This limitation impacts the ability to generate language-
independent (LI) acoustic models. Despite this, it is still an interest-
ing goal to see what performance can be obtained using state-of-the-
art approaches for language-independent modelling as well as inves-

tigating whether these approaches can be used to bootstrap acoustic
models in an unsupervised fashion.

Fig. 3. Cumulative Phone Occurrences against Language Release

One of the first issues to be considered when constructing these
LI acoustic models is the phone coverage. Figure 3 shows the cumu-
lative phone coverage over the ten languages considered. The order-
ing is the base period development languages (101,104,105,106), the
base period surprise language (107) and then the five option period 1
development languages (102,103,201,203,206). Note for these plots
diphthongs (and triphthongs) are split into their constituent units. It
is clear from the plot that the phone coverage has not yet converged.
Indeed the overall X-SAMPA attribute file at CUED comprises 215
entries, of which only 62% have currently been seen.

Fig. 4. Language Independent Acoustic Models

The overall structure of the LI acoustic models is shown in Fig-
ure 4. The same decision tree is used for the targets of the BN-MLP
and the acoustic model, though this is not a requirement. The states
for unseen phones for the target language are determined using the
phonetic attributes from X-SAMPA. It is possible to use language
questions in the decision tree construction process. For the results in
this section language questions were not used. For additional details
of the experimental set-up see [40].

As discussed in section 2 seven languages were used as training
data for the LI acoustic model (these were the same languages as
used to train the BN features in the previous section). The LLPs for
each of the languages were used. For the three unseen languages,
the number of unseen phones were: Vietnamese (107) 7; Bengali
(103) 12; and Haitian Creole (201) 2. To handle this issue, the state-
position roots to the decision trees were used. Thus unseen phones
were mapped to leaf nodes using X-SAMPA phone attributes. The
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language model training data and lexicon were taken from the LLPs
for the training languages. To avoid any bias from using the tran-
scriptions from the LLP to train the language model, the LLP tran-
scribed data was not used. For all experiments a Tandem-SAT sys-
tem was used.

System TER MTWV
(%) IV OOV Tot

Haitian Creole (201)
LD fMPE 61.7 0.4673 0.2347 0.4317
LI fMPE 77.2 0.2250 0.0966 0.2058
UN ML 71.4 0.2907 0.1462 0.2691

Bengali (103)
LD fMPE 68.5 0.3173 0.0987 0.2504
LI fMPE 81.1 0.1929 0.0775 0.1573
UN ML 75.9 0.2068 0.0913 0.1723

Vietnamese (107)
LD† fMPE 69.3 0.1962 0.1081 0.1851
LI fMPE 87.6 0.0255 0.0268 0.0257
UN ML 84.9 0.0086 0.0357 0.0174

Table 4: LLP performance using Language Dependent (LD), Lan-
guage Independent (LI), and Unsupervised (UN) models. † indicates
that plp features were used as the input to the BN MLP.

Table 4 shows the performance of the LI acoustic models against
the language dependent acoustic models (LD) on the three unseen
languages. As expected the performance of the LI acoustic models
is significantly worse in terms of both ASR and KWS performance
for all languages. For Vietnamese (107) the performance is very
poor. For additional analysis of these results see [40].

In addition Table 4 shows the performance of using the LI acous-
tic models to bootstrap a new language in a completely unsuper-
vised fashion. In this preliminary work the transcriptions from the LI
acoustic models were used in the standard system build framework.
Using these unsupervised transcriptions for discriminative training
(either MPE or fMPE) degraded performance 3. The MLP to obtain
the bottleneck features was not retrained, so the multi-lingual BN
features from section 5.2 were used. Note none of the languages in
Table 4 were in the training data for this network. For Haitian Creole
and Bengali unsupervised trained acoustic models (UN) improved
performance, both for ASR and KWS, over the LI acoustic models.
This indicates the limitations of assuming phone consistency over
multiple languages (as used in the LI models).

For Vietnamese, where the ASR performance was significantly
worse than Haitian Creole and Bengali, there were slight gains in
TER, however no gain in KWS performance. In some way this is not
surprising as extrapolating the graph in Figure 5 at ASR performance
levels of about 85% the KWS performance is starting to just look like
noise.

The above results have been generated using transcriptions from
the LI acoustic models. It is also possible to use the unsupervised
acoustic models to retranscribe the data. This mode will be investi-
gated in future work.

3The default parameter settings for I-smoothing were used. It is possible
to tune the system to ensure than MPE does not degrade performance, but
this tuning was not done.

7. HYBRID AND TANDEM SYSTEM COMBINATION

Given the different forms of classifier being used for the Tandem
and Hybrid system, they may be expected to be complementary to
one another. To investigate this for ASR , the confusion networks
generated by the Tandem and Hybrid systems were combined us-
ing CN combination (CNC) [8]. Before combining the two sys-
tem, the posterior probability associated with the CN of each sys-
tem, based on the arc posteriors from the lattice, were mapped to re-
move any biases in the confidence measures. In this work, a simple
merging of the posting lists from each of the systems, prior to STO
normalisation, was used for combining the KWS systems together,
rather than a more complicated approach such as MTWV-weighted
CombMNZ method discussed in [30]. In initial experiments, there
was a slight degradation in performance by using the merging, rather
than CombMNZ, but it simplifies the pipeline.

To moderate the impact of the quality of data in the LLP ei-
ther Vocal Tract Length Perturbation (VTLP) was used (Bengali,
Haitian Creole, and Lao) or semi-supervised approaches (Assamese
and Zulu) were used to train the BN MLP for the Tandem system.
For both VTLP and semi-supervised training, the approaches de-
scribed in section 5.1 were used. Due to time constraints, data aug-
mentation was only applied to the Zulu Hybrid system. Here semi-
supervised training, in the same fashion as the Tandem system was
used, and the number of target states increased to 3000.

Language Id LP TER (%)
Tandem Hybrid CNC

Assamese 102 FLP 54.2 55.1 52.8
LLP 65.1 67.8 64.3

Bengali 103 FLP 54.9 56.6 54.3
LLP 67.0 69.5 66.8

Haitian 201 FLP 48.7 50.3 48.2
Creole LLP 60.5 63.4 60.4

Lao 203 FLP 48.5 51.9 48.9
LLP 61.2 65.8 61.3

Zulu 206 FLP 62.1 64.4 61.2
LLP 71.5 74.1 70.6

Table 5: %TER with CN decoding for Tandem and Hybrid and CNC
for Full (FLP) and Limited (LLP) Language Packs.

Table 5 shows the STT system performance on each of the lan-
guages, and each configuration. There are some general trends. For
these DNN systems, the Tandem system consistently outperformed
the Hybrid configuration. Part of this difference in performance may
be because of the use of cross-entropy, rather than sequence train-
ing [41]. The difference in performance was also greater for the
LLP than the FLP. This can partly be attributed to the use of data
augmentation for the Tandem system, but not the Hybrid system.
In general the combination of the Tandem and Hybrid STT results
yielded gains. The outlier for this was Lao, where the difference in
performance between the Tandem and Hybrid systems was greatest.

Table 6 shows the performance of the KWS system on each of
the languages and language packs. For the FLPs the performance of
both the Tandem and Hybrid systems was very similar, for Assamese
the Hybrid system yielded the best performance. For the LLPs there
was still a gap in performance with the Tandem system outperform-
ing the Hybrid. This was also true when comparing the Tandem with
no data augmentation to the Hybrid system. In contrast to the ASR
combination, merging posting lists improved KWS performance in
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Language Id LP MTWV
Tandem Hybrid Merge

Assamese 102 FLP 0.4660 0.4730 0.4946
LLP 0.2569 0.2360 0.2771

Bengali 103 FLP 0.5151 0.5121 0.5388
LLP 0.2992 0.2615 0.3100

Haitian 201 FLP 0.6387 0.6329 0.6602
Creole LLP 0.4648 0.4336 0.4867

Lao 203 FLP 0.5951 0.5881 0.6149
LLP 0.4262 0.3790 0.4439

Zulu 206 FLP 0.3770 0.3654 0.4084
LLP 0.2287 0.1924 0.2366

Table 6: MTWV for Tandem and Hybrid and their combination for
Full (FLP) and Limited (LLP) Language Packs.

every configuration, even for Lao LLP where there were large dif-
ferences in KWS performance. For the combined system, 8 out of
the 10 configurations achieved the program goals of 0.3 TWV. Note
these numbers are based on the MTWV, not the performance with an
automatically determined threshold. However, there is usually only
a slight degradation when the threshold is automatically determined
rather than using the MTWV.
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Fig. 5. MTWV against TER, ♦ indicates FLP,4 LLP

Given that configurations for five languages, and two language
pack sizes, have been run in a consistent framework, it is interesting
to examine the correlation between the ASR performance and the
KWS performance. Figure 5 shows the plot of MTWV against TER
(%) for all five option period 1 languages in both LLP and FLP con-
figurations. Here the CNC TER% and the Merged MTWV values
are given. The correlation between the two is high (Pearson Corre-
lation Coefficient -0.945, R2 value 0.911). From the plot it is also
clear that some languages, Haitian Creole and Lao, are simpler at
least for this task. Also the performance of Assamese on the devel-
opment Keyword List, is lower for both FLP and LLP than expected
for the ASR performance.

8. CONCLUSIONS

This paper has described some of the research undertaken at CUED
under the Babel program as part of the Lorelei team led by IBM. The
aim of the project is to develop robust KWS and ASR technologies

that can be rapidly applied to any human language. Data distributed
under the Babel project has been used throughout this paper to il-
lustrate both ASR and KWS performance. Primarily the languages
from Option Period 1 (OP1) have been used: Assamese, Bengali,
Haitian Creole, Lao and Zulu. Two sizes of language pack are dis-
tributed for each language: a Full Language Pack (FLP) with approx-
imately 80 hours of transcribed audio data; and a Limited Language
Pack (LLP) with about 10 hours of transcribed data. Three main
research areas have been described: deep neural networks (DNNs)
for acoustic modelling; data augmentation; and zero-acoustic model
resource systems. Finally contrasts between Tandem and Hybrid
DNN systems, and their combination for both ASR and KWS are
described.

It is clear from the level of performance of the systems described
in this paper, that though it is possible to construct ASR and KWS
systems that can achievable useful levels of performance, there is
still a significant amount of work required in the area of low-resource
language speech processing systems.
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ABSTRACT
As part of the MediaEval 2013 benchmark evaluation campaign, the
objective of the Spoken Web Search (SWS) task was to perform
Query-by-Example Spoken Term Detection (QbE-STD), using spo-
ken queries to retrieve matching segments in a set of audio files.
As in previous editions, the SWS 2013 evaluation focused on the
development of technology specifically designed to perform speech
search in a low-resource setting. In this paper, we first describe the
main features of past SWS evaluations and then focus on the 2013
SWS task, in which a special effort was made to prepare a challeng-
ing database, including speech in 9 different languages with diverse
environment and channel conditions. The main novelties of the sub-
mitted systems are reviewed and performance figures are then pre-
sented and discussed, demonstrating the feasibility of the proposed
task, even under such challenging conditions. Finally, the fusion
of the 10 top-performing systems is analyzed. The best fusion pro-
vides a 30% relative improvement over the best single system in the
evaluation, which proves that a variety of approaches can be effec-
tively combined to bring complementary information in the search
for queries.

Index Terms— benchmark evaluation, low-resource languages,
query-by-example spoken term detection

1. INTRODUCTION

The MediaEval benchmark evaluation proposes every year since
2010 a set of tasks on multimedia analysis. Since 2011 the task
coined as Spoken Web Search (SWS) has been proposed to partici-
pants. This task involves searching for audio content, within audio
content, using an audio query. The main difference of this evaluation
with regard to the Spoken Term Detection (STD) task conducted by
NIST in 2006 [10] and, more recently, the OpenKWS13 evaluation
[20], is that participants are not given a textual query, but instead
one or more spoken examples of a query. In general, such exam-
ples are spoken by different speakers than those appearing in the
search repository and under different environment/channel condi-
tions. Besides, SWS evaluations are multilingual, whereas NIST
STD evaluations focus on a single language, which strongly de-
termines the kind of approaches that can be effectively applied in

∗Igor Szöke was supported by the Czech Science Foundation, under post-
doctoral project No. GPP202/12/P567.

both cases. In fact, the speech datasets used in SWS evaluations
involve languages for which little resources (or no resources at all)
are available to train a supervised system, which makes the task
specially challenging. This means that standard Speech-To-Text
(STT) or Acoustic Key-Word Spotting (AKWS) systems are usually
not available on these languages and thus adaptation algorithms or
purely zero-resource approaches have to be employed.

SWS evaluations aim at pushing the limits of what can be poten-
tially done with languages or dialects that do not usually get the at-
tention of commercial systems. This effort aligns with recent interest
in the community to develop algorithms to allow for the easy and ro-
bust development of speech technology for any language, in particu-
lar for low-resource (minority) languages. Since minority languages
do not usually have enough active speakers to justify a strong in-
vestment in developing full speech recognition systems, any speech
technology that can be adapted to them can make a big difference.
SWS evaluations provide a baseline that allows groups to do research
on the language-independent search of real-world speech data, with
a special focus on low-resource languages. SWS evaluations also
provide a forum to test and discuss original research ideas and a
suitable workbench for young researchers aiming to get started on
speech technologies.

The name of the task is owned to the initial suggestion by IBM
Research India, which in 2011 provided the datasets for the first
SWS evaluation [16], containing around 3 hours of spontaneous tele-
phone voice messages in 4 languages spoken in India (Indian En-
glish, Gujarati, Hindi and Telugu), with equal amounts of data for
each language. This first SWS edition was also the first attempt to
explore how current speech technologies could cope with difficult
acoustic conditions and languages for which limited resources were
available to train standard supervised systems. The database con-
sisted on two subsets (for development and evaluation, respectively),
each including specific sets of spoken queries and search utterances.
For each given query, the submitted systems were required to pro-
vide the list of search utterances where one or more instances of that
query had been detected. Participation amounted to 5 teams, with
systems based on acoustic pattern matching and AKWS approaches.

A different dataset was used for the SWS 2012 evaluation [18],
including speech in 4 African languages (isiNdebele, Siswati, Tshiv-
enda and Xitsonga), extracted from the LWAZI corpus [7]. Like in
2011, two subsets were created, each one with around 4 hours of
searchable utterances and 100 queries. Participants had to return
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the exact locations within the utterances where each of the queries
appeared. Some queries were composed of two words with an unde-
fined amount of silence between them, which raised the importance
of building systems able to allow such gaps within query matchings
(e.g. by applying speech activity detectors to filter them out). Over-
all, 9 teams participated and submitted results to the evaluation. For
a comprehensive analysis of the techniques proposed in the first two
SWS evaluations, see [19].

The rest of the paper is organized as follows. Sections 2 and
3 describe the task and the database used in SWS 2013, respec-
tively. Section 4 reviews the metrics used to measure system per-
formance, including the normalized cross entropy metric, Cnxe, in-
troduced for the first time in this evaluation. Section 5 highlights
the main novelties in the algorithmic approaches proposed by par-
ticipants and presents a thorough analysis of the obtained results.
Section 6 presents a post-evaluation study where the top 10 best per-
forming primary systems were fused together (at the score level) to
obtain remarkable performance improvements. Finally, in Section 7
conclusions are drawn and some ground is set for future evaluations.

2. THE SWS 2013 EVALUATION SETUP

The SWS2013 evaluation had three important steps: the release of
development data to participants, the release of evaluation queries
and the deadline for systems output submission. The development
data release included the set of development queries and a set of
speech utterances for them to be searched on. Unlike in previous
years, a single set of utterances was used both for development and
for evaluation. This allowed participants to work with a large set
of audio files in which two sets of queries had to be searched for.
According to general evaluation best practices, this could be seen
as a problem, since participants could try to adapt their systems to
the data. However, the mixture of languages and acoustic conditions
in the search repository was so large that trying to adapt a system
to those conditions was not only acceptable but an interesting issue
to do research on. Given that utterances in the search repository
were shuffled and no side information was provided to participants
regarding the spoken language or the acoustic condition for each file,
any possible form of adaptation would have to rely on unsupervised
algorithms, thereby introducing an interesting line of research.

With the release of the development data, a ground-truth file was
also delivered to participants. This file indicated where each query
appeared in the search utterances. Each query was referenced using
a general query identifier, which did not disclose to participants its
transcription. Neither the transcription nor other information was
given about regions in the utterances where no query was present.
This was done in order not to disclose any information about the
language spoken in each utterance or its contents.

Besides providing a single spoken example for every query, ad-
ditional examples were also collected for two of the languages (10
examples per query for Czech and 3 examples per query for Basque).
These were clearly marked in the query set with the identifier that
these belonged to, and were given to participants as an optional task,
which aimed at analyzing the effect of enhancing their basic sys-
tems when multiple examples per query were available. In most
cases, these additional examples were not uttered by the same per-
son. When using them, participants did not know whether they all
came from the same or from different languages.

Participants received the development data at the beginning of
May 2013, and the evaluation data at the beginning of June 2013.
Results had to be submitted back to the organizers by September 9th
2013. Close to the deadline, some teams requested some more time,

so we set an extended deadline on September 15th and marked the
submissions arriving between both deadlines as late.

3. THE SWS 2013 MULTILINGUAL DATABASE

The database used for the SWS 2013 evaluation was collected thanks
to a joint effort from several participating institutions that provided
search utterances and queries on multiple languages and acoustic
conditions (see Table 1). Queries were composed of one or two
words each. The database is available to the community for research
purposes1.

Table 1. Database contents disaggregated per language.

data to search in #queries type of
Language (minutes / #utts) (dev / eval) speech

Albanian 127 / 968 50 / 50 read
Basque 192 / 1.841 100 / 100 broadcast / read
Czech 252 / 3.667 94 / 93 conversational
Isixhosa 65 / 395 25 / 25 read
Isizulu 59 / 395 25 / 25 read
NNEnglish 141 / 434 61 / 60 lecture
Romanian 244 / 2.272 100 / 100 read
Sepedi 69 / 395 25 / 25 read
Setswana 51 / 395 25 / 25 read

Total 1.196 / 10.762 505 / 503 mixed

According to the spoken language and the recording conditions,
the database is organized into 5 subsets:

African - 4 African languages: Isixhosa, Isizulu, Sepedi and
Setswana. Recordings come from the Lwazi Corpus [7].
All 4 languages were recorded in similar acoustic conditions
and contribute equally both to the search repository and the
two sets of queries. All files include read speech recorded at
8 kHz through a telephone channel. Queries were obtained
by cutting segments from speech utterances not included in
the search repository. This subset features speaker mismatch
but not channel mismatch between the search utterances and
the queries.

Albanian & Romanian - Recordings come from the University
Politehnica of Bucharest (SpeeD Research Laboratory). All
files include read speech recorded through common PC mi-
crophones, originally at 16 kHz and then downsampled to 8
kHz to keep consistency with other subsets. Queries were
obtained by cutting segments from speech utterances not in-
cluded in the search repository. This subset features speaker
mismatch and some channel mismatch between the search
utterances and the queries, since different microphones on
different PCs were used in recordings.

Basque - Speech utterances in the search repository come from the
recently created Basque subset of the COST278 Broadcast
News database [27], whereas the queries were specifically
recorded for this evaluation. COST278 data include TV
broadcast news speech (planned and spontaneous) in clean
(studio) and noisy (outdoor) environments, originally sam-
pled at 16 kHz and downsampled to 8 kHz for this evaluation.
Three examples per query were read by different speakers and

1http://speech.fit.vutbr.cz/files/sws2013Database.tgz
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recorded in an office environment using a Roland Edirol R09
digital recorder. The Basque subset features both channel
and speaker mismatch between the search utterances and the
queries.

Czech - This subset contains conversational (spontaneous) speech
obtained from telephone calls into radio live broadcasts,
recorded at 8 kHz. The fact that all the recordings contain
telephone-quality (i.e. low-quality) speech makes this subset
more challenging than others in the database. Queries (10
examples per query, most of them from different speakers)
were automatically cut (by forced alignment) from speech
utterances not included in the search repository. This subset
features speaker mismatch between the search utterances and
the queries.

Non-native English - This subset includes lecture speech in En-
glish obtained from technical conferences in SuperLec-
tures.com, speakers ranging from native to strong-accented
non-native. Originally recorded at 44 kHz, audio files were
downsampled to 8 kHz to keep consistency with other sub-
sets. Queries were automatically extracted (by forced align-
ment) from speech utterances not included in the search
repository. The original recordings were made using a high-
quality microphone placed in front of the speaker, but might
contain strong reverberation and some far-field channel ef-
fects. Therefore, besides speaker mismatch, there could be
some channel mismatch between the search utterances and
the queries.

The 9 languages selected for this database cover European and
African language families. As a special case, the non-native En-
glish database consists of a mixture of native and non-native English
speakers presenting their oral talks at different events. This sub-
set thus presents a large variability in pronunciations, as it includes
strongly accented English (e.g. from French and Chinese native
speakers, among others). Another interesting aspect of the database
is the variety of speaking styles (read, planned, lecture, spontaneous)
and the variety of acoustic (environment/channel) conditions, which
forces systems to be built with low/zero resource constraints. The
Basque subset is a good example of such mentioned variability, with
read-speech queries recorded in an office environment and a set of
search utterances extracted from TV broadcast news recordings in-
cluding planned and spontaneous speech from a completely different
set of speakers.

4. PERFORMANCE METRICS

In the SWS 2013 evaluation, four different performance metrics
were used, measuring the detection accuracy and the computational
resources required by the systems. As in previous SWS evaluations,
the Actual Term Weighted Value (ATWV) was used as the primary
metric, the other metrics being secondary or complementary. Note
that ATWV is also the reference metric in NIST Spoken Term De-
tection evaluations [10] [20]. A new ATWV working point was
defined, given by a prior that approximately matches the actual prior
in the SWS 2013 search repository, and two suitable false alarm and
miss error costs: Ptarget = 0.00015, Cfa = 1 and Cmiss = 100. As
usual, the Maximum Term Weighted Value (MTWV) —the highest
value that can be attained by applying a single threshold to system
scores— was also provided in order to evaluate miscalibration is-
sues. Though not useful in a practical setting, the Upper Bound Term
Weighted Value (UBTWV) —the highest value that can be attained
if a different threshold per query is applied to system scores— was

also computed in order to evaluate score normalization issues. Note
that if the UBTWV score for a given system is much higher than the
MTWV score, it means that scores are highly variable from query to
query and thus a single threshold cannot optimize the performance
simultaneously for all of them.

4.1. Normalized cross entropy metric

For the first time in a STD task, system performance was also eval-
uated in terms of the so called normalized cross-entropy cost, Cnxe,
which is only based on system scores, in contrast to TWV, which
evaluates system decisions. Cnxe measures the fraction of informa-
tion, with regard to the ground truth, that is not provided by system
scores, assuming that they can be interpreted as log-likelihood ra-
tios. A perfect system would get Cnxe ≈ 0 and a non-informative
system would get Cnxe = 1, whereas Cnxe > 1 would indicate a
severe miscalibration of the log-likelihood ratio scores (see [22] for
details). The Cnxe was first introduced this year as an attempt to
evaluate whether such a metric can be used as a feasible alternative
to the ATWV metric, which has received many criticisms over the
years, due to the embedded working point decisions it is build upon.

It must be noted that Cnxe is computed on system scores for a
set of trials. Each trial consists of a query q and a segment x. For
each trial, the ground truth is True or False depending on whether
q actually appears in x or not. However, in a QbE-STD task, a sys-
tem outputs scores only for a reduced subset of all the possible trials.
But in order to compare the performance of two systems, they must
refer to the same set of trials, usually the whole set of trials. There-
fore, the evaluator must do a reasonable guess of the missing scores.
It seems fair to assume that the missing scores are lower than the
minimum submited score. In SWS 2013, all the missing trials by
any given system were thus assigned the minimum score submitted
by that system. However, this choice led to the unexpected result
that Cnxe performance improved as the number of scores provided
by a system increased, because as we consider additional trials most
of them are false alarms and system scores are in most cases lower
(that is, better) than the value that we would assign them if missing.
For future SWS evaluations, this issue should be suitably addressed
and a different flavor of Cnxe should be used, avoiding the above
described bias.

Finally, since Cnxe measures both discrimination and calibra-
tion, a linear transformation minimizing Cnxe on the development
set of queries was estimated in order to get Cmin

nxe and thus the cali-
bration loss (again, see [22] for details).

4.2. Computational requirements

The computational requirements of the submitted systems, along
with a description of the computing hardware (CPU model, RAM,
OS, etc.), were self-reported by participants when returning their
system results. As stated in [22], computational requirements were
measured in terms of processing time and memory: the Real-Time
(RT) factor and the Peak Memory Usage (PMU) were expected to be
reported for both indexing (if needed) and searching. The RT factor
involves two terms: (1) the Indexing Speed Factor (ISF), defined as
the ratio of the indexing time to the source signal duation; and (2) the
Searching Speed Factor (SSF), defined as the ratio of the total time
employed in processing and searching the set of queries in the search
repository to the product of their durations. In both cases, the total
CPU time had to be reported as if all the computations were made
in a single CPU. Two PMU figures were also defined in [22], corre-
sponding to the indexing and searching phases, respectively. Most
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teams, however, reported a single RT factor and a single PMU figure
per system, usually corresponding to the searching phase.

5. SWS 2013 EVALUATION RESULTS

5.1. Overview of the submitted systems

In SWS 2013, 13 teams [1, 3, 5, 11, 8, 9, 12, 14, 15, 23, 25, 28, 29]
submitted their system outputs for scoring. From these, 9 teams de-
veloped their primary system using frame-based approaches, which,
in most cases, applied some flavor of the Dynamic Time Warping
(DTW) algorithm [13], whereas 2 teams relied only on some form
of symbol-based approach by using an Acoustic Key-Word Spot-
ting (AKWS) algorithm [24]. Finally, 2 of the teams (BUT and
L2F) combined frame-based and symbol-based algorithms, allow-
ing them to achieve some of the best results in the evaluation. These
systems provided either different ways of modeling the same infor-
mation (e.g. BUT used the same features for DTW and AKWS sub-
systems) or different information sources under the same approach
(e.g. BUT used 13 different phone decoders to extract features).

Although the aforementioned algorithms are all well known in
the literature, every SWS evaluation brings forward some interest-
ing ideas that combined with well-known techniques are able to
achieve improvements. Aside from the fusion of multiple parallel
sub-systems, the BUT system [25] also proposed a novel normaliza-
tion technique (called M-norm) [26], in order to reduce the mismatch
between scores from different queries. In the DTW implementation
by L2F [1], a two-step approach was proposed that first performed a
fast pass to find matching candidates, and then analyzed those can-
didates in more detail. A similar approach was followed by TID [5],
with a first step based on the recently proposed IRDTW algorithm
[6]. SpeeD [9] also proposed a DTW string matching algorithm, in-
cluding a novel scoring normalization technique. Although the use
of posterior probability features is well extended in the community,
some variations included the use of articulatory bottleneck features
by the IIIT-H team [15] and i-vectors by the LIA team [8]. It is
also worth mentioning the tokenizer based on Gaussian component
clustering that CUHK [29] implemented to get posterior probability
vectors. Also from the CUHK team, we highlight the use of PSOLA
to create 3 different-size queries prior to matching. Finally, it is inter-
esting to note the introduction by the GT team [3] of a low-resource
speech modeling algorithm using EHMM Models.

5.2. Analysis of performance

Figures 1 and 2 show the TWV DET curves for the primary sys-
tems submitted to SWS 2013 on the development and evaluation sets
of queries, respectively. Each system is identified by a short team
identifier or acronym, accompanied by the MTWV performance (for
most systems, ATWV was close to MTWV). Please refer to the sys-
tem papers listed in the references section to obtain more informa-
tion on each system. The Late suffix indicates that the system was
sent after the established deadline. The system labelled as primary
was not necessarily the best performing system from a given team,
though it usually was. We can see that none of the curves covers the
full range of possible false alarm vs. miss probabilities, due to teams
usually trimming the number of detections to lower their false alarm
ratio, which is one of the big sources of error in the ATWV metric.

In some cases, the performance on the evaluation set did not
degrade significantly with regard to the development set (e.g. for
CMTECH and GTTS). However, in other cases (e.g. for BUT,
CUHK and L2F) there was a remarkable degradation, revealing
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Fig. 1. DET curves for the primary systems on the development set.
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Fig. 2. DET curves for the primary systems on the evaluation set.

over-fitting issues which are difficult to explain. For instance, GTTS
and L2F employed the same calibration and fusion approach and
showed quite similar performance on the development set (on which
calibration and fusion parameters were optimized), but L2F suffered
a strong degradation on the evaluation set while GTTS did not.

Four of the five top-performing systems combined several
sources of information: the GTTS system combined 4 DTW sys-
tems based on different phone posterior features; L2F combined an
AKWS system and a DTW system; BUT combined 13 DTW and
13 AKWS systems, based on the same feature sets; and CMTECH
performed an early combination of two kinds of features within the
same DTW algorithm. Generally speaking, DTW-based algorithms
(remarkably, GTTS) performed better than AKWS algorithms on the
SWS 2013 datasets. The good performance of DTW systems could
be partly due to the robustness of the set of features and the effec-
tiveness of the fusion in extracting complementary information from
several DTW-based subsystems (each based on a different set of
features). Two of the best performing systems (L2F and BUT) used
both DTW and AKWS algorithms. In both cases, DTW systems got
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Fig. 3. ATWV, MTWV and UBTWV results on eval queries for
primary systems with positive ATWV scores

better performance than AKWS systems. Moreover, the BUT team
used the same sets of features and the same score normalization
and fusion approaches for both DTW and AKWS systems. On the
other hand, BUT reported that AKWS performed better than DTW
on subsets with stronger acoustic mismatch (Basque and non-native
English). Based on these results, we may say that DTW performs
slightly better than AKWS, but the best choice would probably be
combining both types of systems.

Figure 3 shows the stacked ATWV, MTWV and UBTWV scores
for systems with positive ATWV scores. We see how, in general,
ATWV scores are very close to MTWV scores, which means that
systems are able to generalize well once their parameters are tuned
on the development set. In addition, we see how CMTECH obtained
a UBTWV score almost equal to the MTWV. This is due to the low
number of results that this team returned (i.e. only those that were
clear matches).

Figure 4 shows the average ATWV for the 10 best-performing
systems overall (i.e. including both primary and contrastive, either
on-time or late submissions) on the 9 language-specific subsets con-
tained in the database. As may be expected, best performance was
obtained on subsets containing high-quality recordings in a lab en-
vironment (Albanian and Romanian), while the worst was obtained,
by far, on non-native English, which featured reverberant and rel-
atively far-distance recordings with highly variable pronunciations.
Results for South-African languages were on the average (slightly
better for Isixhosa and slightly worse for Setswana). In the case of
Basque, systems attained lower performance than expected, prob-
ably due to a strong mismatch between the search utterances and
the queries. Results for Czech were even worse, which was quite
surprising, since the search utterances and the queries featured the
same acoustic conditions, which were not tremendously challenging.
A possible explanation could be that Czech conversational speech
can be really fast, which caused queries to be quite short when cut
from actual conversations by using forced alignment, with no silence
around them. In fact, a Czech native speaker was able to recognize
those short queries only after listening to the whole sentences where
they appeared.

Figure 5 shows the TWV performance for systems that pro-
cessed multiple examples per query (when available). This subtask
was a novelty in SWS 2013 and only 3 teams submitted systems for it
(GTTS, GT and TID). Only two languages provided multiple exam-
ples per query: Basque and Czech, with up to 3 and 10 examples per
query, respectively. However, results in Figure 5 are shown as evalu-
ated for the whole database, since no information on what language

Fig. 4. Average ATWV per language (10 best performing systems).

Fig. 5. TWV performance for systems using multiple examples per
query (left bar: development, right bar: evaluation).

each query came from was given to participants. ATWV scores are
shown for systems using a single example (ATWV single) and sys-
tems using all the available examples per query (ATWV extended).
Besides, the Maximum TWV and the Upper Bound TWV scores are
also shown in the extended condition. In most cases (remarkably,
for GTTS), using multiple examples per query did improve perfor-
mance. The only exception was the TID system on the development
set of queries.

Figure 6 shows the performance of primary systems in terms
of the newly proposed Cnxe metric. Both the actual and the mini-
mum Cnxe values are shown. It must be noted that some systems
obtained a very bad actual Cnxe, in part due to bad calibration, but
also to the issue mentioned in Section 4. Some systems returned a
small number of detections in order to minimize the risk of increas-
ing the number of false alarms (which greatly penalizes the ATWV
metric). But the computation of Cnxe requires a score for each pos-
sible trial, so that missing trials (those for which the system does not
output a score) are assigned a default score. When the number of
system detections is very small, this can result in a non-informative
Cnxe value. On the other hand, systems returning a relatively high
number of detections (e.g. GT) attained a good result in terms of
Cnxe, since the scores provided by the system were better (on aver-
age) than those assigned by default. As noted in Section 4, though
this metric may eventually replace the TWV metrics in future evalu-
ations, the issue of missing trials must be suitably addressed (or the
task re-defined, so that systems provide scores for all the trials) for
comparisons among systems to be fair.

Finally, Table 2 shows the computational requirements —real-
time (RT) factor and peak memory usage (PMU)— of the primary
systems submitted to SWS 2103. These values were self-reported by
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Table 2. Self-reported Real-Time (RT) factor and Peak memory Us-
age (PMU) for the primary systems submitted to SWS 2013.

Team name RT PMU (MB) Approach

UNIZA [14] 2.2E-2 10 Symbol
GT [3] 3.0E-3 50 Symbol
L2F [1] 3.4E-1 75 Frame+Symbol
TID [5] 1.3E-4 110 Frame
GTTS [23] 1.7E-2 200 Frame
BUT [25] 2.0E-1 210 Frame+Symbol
LIA [8] 1.3E-4 1229 Frame
TUKE [28] 4.8E-3 1843 Frame
SPEED [9] 6.0E-5 7270 Frame
IIIT-H [15] 4.1E-4 10240 Frame
CUHK [29] 1.8E-2 10240 Frame
CMTECH [12] 5.6E-3 11776 Frame
ELIRF [11] 2.8E-3 12288 Frame

Mean 8.4E-2 2700 –

participants, using different machines and procedures, so strong con-
clusions cannot be drawn from them. Generally speaking, the PMU
for pure symbol-based systems was much smaller than that of frame-
based systems, simply because the former just need to load the nec-
essary models in memory to conduct Viterbi (or similar) decoding,
instead of storing similarity matrices and performing dynamic pro-
gramming. Among systems using DTW-based algorithms, GTTS,
BUT and TID reported competitive memory requirements. In par-
ticular, TID DTW-like implementation [5] was designed to avoid
storage of any similarity matrix. On the other hand, RT values are
usually smaller for frame-based systems. An exception to this is
the GT system, which uses an Ergodic-HMM model which is able
to generate a 3D lattice structure, whose speed is above average for
symbol-based systems. In general, we believe that RT values must
be greatly improved to make QbE-STD search on real-life data in-
teresting for commercial applications.

6. FUSION STUDY

Inspired by the improvements in performance attained by some of
the participants when fusing systems based on different algorithms
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or features, a late (score-level) fusion study was performed by incre-
mentally fusing the 10 best-performing primary systems, under the
calibration/fusion approach described in [2], which was successfully
applied by GTTS and L2F in their submissions [23] [1].

The fusion procedure first aligns the detections of several sys-
tems, then retains some of them through majority voting and finally
hypothesizes the scores for any missing trials (typically by using the
minimum system score per query). In this way, the original STD
task is converted into a verification task. Then, like in other verifica-
tion tasks, a linear combination of system scores is estimated on the
development set through linear logistic regression. As a result, the
combined scores are well calibrated and the optimal Bayes detection
threshold, given by the application parameters (prior and costs), is
applied (see [2] for details).

Figure 7 shows the ATWV/MTWV evolution on the evaluation
set when fusing the N best primary systems, for N = 2, 3, . . . , 10.
Systems were fused in order of performance (see Fig. 2). The per-
formance for the best individual system is shown too (N = 1). Most
of the improvement was already obtained for N = 5, but ATWV
kept improving until N = 8 (ATWV: 0.5213) and the best MTWV
was obtained for N = 9 (MTWV: 0.5231), meaning a 30% relative
improvement over the best individual system. A more in-depth study
of fusions is planned which will try all the combinations of systems
or a greedy selection approach such as that proposed in [21], in order
to determine which kind of systems are worth fusing.

7. CONCLUSIONS AND FUTURE PERSPECTIVES

The Spoken Web Search (SWS) task, carried out within the Me-
diaEval benchmark campaign, consists of finding instances of a
spoken query in a set of spoken documents (the search repository).
The speech database supporting the evaluation typically features
several low-resource languages and includes recordings under dif-
ferent (sometimes challenging) acoustic conditions. Participants
must build systems that can cope with this variability without know-
ing what language each utterance corresponds to. This means that
systems must be designed for a low-resource setting.

For the SWS 2013 evaluation (the third in the series), a database
was prepared consisting of a search repository of around 20 hours,
with more than 10.000 utterances, and two sets of more than 500
spoken queries. Speech data were recorded through different types
of channels in different environments and featured 9 different lan-
guages. A record in participation was attained, with 13 teams sub-
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mitting at least one system.

In this paper, besides presenting the setup, datasets and perfor-
mance measures of the SWS 2013 evaluation, we have analyzed
the results obtained by the submitted systems and presented a post-
evaluation study where the 10 best-performing systems were incre-
mentally fused (at the score level), obtaining a 30% relative improve-
ment over the best-performing individual system, proving the bene-
fits of combining independent or complementary sources of infor-
mation or different modeling approaches.

Given the increasing interest for this task in the community, we
are already planning a new edition of the SWS evaluation, renamed
QUESST, i.e. Query by Example Spoken Search Task, within the
Mediaeval 2014 benchmark campaign. This year, we will continue
tackling the problem of low-resource settings and will introduce a
component of variability between queries and references, allowing
for a limited amount of acoustic insertions to still be considered
matches.
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Černocký and Lucas Ondel, “Calibration and Fusion of Query-
by-Example systems - BUT SWS 2013”, in Proc. IEEE
ICASSP, Florence, Italy, May 4-9, 2014.

[27] An Vandecatseye, Jean-Pierre Martens, Joao Neto, Hugo
Meinedo, Carmen Garcia-Mateo, Javier Dieguez, France Mi-
helic, Janez Zibert, Jan Nouza, Petr David, Matus Pleva, Anton
Cizmar, Harris Papageorgiou and Christina Alexandris, “The
COST278 pan-European Broadcast News Database”, in Proc.
LREC 2004, pp. 873-876, Lisbon, 2004.
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ABSTRACT

This paper presents investigations of features which can be
used to predict Code-Switching speech. For this task, fac-
tored language models are applied and implemented into a
state-of-the-art decoder. Different possible factors, such as
words, part-of-speech tags, Brown word clusters, open class
words and open class word clusters are explored. We find
that Brown word clusters, part-of-speech tags and open-class
words are most effective at reducing the perplexity of factored
language models on the Mandarin-English Code-Switching
corpus SEAME. In decoding experiments, the model con-
taining Brown word clusters and part-of-speech tags and the
model also including open class word clusters yield the best
mixed error rate results. In summary, the factored language
models can reduce the perplexity on the SEAME evaluation
set by up to 10.8% relative and the mixed error rate by up to
3.4% relative.

Index Terms— language modeling, factored language
models, Code-Switching speech

1. INTRODUCTION

The term Code-Switching (CS) denotes speech which con-
tains more than one language. Speakers switch their lan-
guage while they are talking. This phenomenon mainly ap-
pears in multilingual communities, such as immigrant com-
munities. However, it increasingly occurs in former monolin-
gual cultures due to globalization. In many countries, speak-
ers switch between their native language and English within
their utterances. This is a challenge for speech recognition
systems which are typically monolingual. While there have
been promising approaches to handle Code-Switching in the
field of acoustic modeling, language modeling is still a great
challenge. The main reason is a shortage of training data.
Whereas about 60h of training data might be sufficient for the
estimation of acoustic models, the transcriptions of these data
are not enough to build reliable language models. Hence, the
Code-Switching task can be regarded as under-resourced, es-
pecially in the context of language modeling.
This paper explores the use of factored language models to
reduce this difficulty. The main advantages of factored lan-

guage models compared to traditional n-gram approaches are
the integration of features and the possibility of generalized
backoff. They can improve language model results especially
for languages with small training data sets. Hence, they are
applied to the Code-Switching task in this study. The main
contributions of this paper are the integration of factored lan-
guage models into a dynamic decoder and the investigation
of different features for the task of Code-Switching. The lan-
guage models are evaluated in terms of perplexity and mixed
error rate which is a combination of word error rate and char-
acter error rate.

2. RELATED WORK

This section describes previous work in the field of Code-
Switching, language modeling for Code-Switching and fac-
tored language models. Furthermore, a study of obtaining
vector representations for words is presented since they will
be used to create additional features in this paper.

2.1. Code-Switching

In [1, 2, 3], it is observed that Code-Switching occurs at
positions in an utterance where it does not violate the syn-
tactical rules of the involved languages. On the one hand,
Code-Switching can be regarded as a speaker dependent phe-
nomenon [4, 5]. On the other hand, particular CS patterns are
shared across speakers [6]. It can be observed that part-of-
speech (POS) tags may predict Code-Switching points more
reliably than words themselves. The authors of [7] predict CS
points using several linguistic features, such as word form,
language ID, POS tags or the position of the word relative
to the phrase. The best result is obtained by combining the
features. The authors of [8] compare four different kinds of
n-gram language models to predict Code-Switching. They
discover that clustering all foreign words into their POS
classes leads to the best performance.
In [9], we adapted recurrent neural network language models
to Code-Switching by adding features to the input vector and
factorizing the output vector into language classes. These
models do not only reduce the perplexities but also the mixed
error rates when they are applied to rescore n-best lists.
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2.2. Factored language modeling

Due to the possibility of integrating various features into
factored language models, it is possible to handle rich mor-
phology in languages like Arabic [10, 11]. In [12], the authors
explore the perplexities of different factored language models
on the Arabic CallHome corpus. Different features are inves-
tigated, such as words, morphological classes, word stems,
word roots and vowel patterns. The authors of [11] also work
on developing language models for Arabic. They use the
GALE corpus and discover that a combination of morpho-
logical decomposition and factored language modeling yields
the best results.
We performed initial experiments with factored language
models for Code-Switching speech in [13]. It is shown that
they outperform n-gram language models. Especially for the
case of backoff to 2-grams, they prove their superior qual-
ity. The best performance is achieved by combining their
estimates with recurrent neural network probabilities.

2.3. Semantic word representations

In [14], the authors explore the linguistic information in the
word representation learned by a recurrent neural network.
They discover that the network is able to capture both syntac-
tic and semantic regularities. For example, the relationship of
the vectors for “man” and “king” is the same as the relation-
ship of the vectors for “woman” and “queen”. In this paper,
these word representations will be used to derive features for
factored language models.

3. FACTORED LANGUAGE MODELING

Factored language models (FLMs) consider vectors of fea-
tures (e.g. words, morphological classes, word stems or clus-
ters) [12, 15]. The following equation expresses that a word
wt is regarded as a collection of factors f 1

t , f 2
t , ... f

K
t :

wt ≡
{
f 1
t , f 2

t , ... f
K
t

}
= f 1:K

t (1)

Hence, not only words are used to predict the next word but
a sequence of factors. The advantage of regarding factor his-
tories instead of word histories is that usually there are fewer
different factors than different words. Hence, the coverage of
factor histories in training texts may be greater than that of
equally long word histories. This is especially important for
short training texts. Nevertheless, it is unlikely to see all fac-
tor history combinations. In case of unseen histories, general-
ized backoff is performed. Some of the factors in the history
are dropped. For each omitted factor, a backoff result is cal-
culated. If there is more than one result, the probabilities are
combined, for instance using their average, their sum, or their
product.

4. FEATURES FOR CODE-SWITCHING SPEECH

One design choice of factored language models is the selec-
tion of appropriate features. This section describes the fea-
tures used in this paper.

4.1. Part-of-speech tags

Based on the results of previous studies [9, 13], part-of-
speech tags are used as features for Code-Switching. To
obtain part-of-speech tags of the mixed-speech training text,
the tagging process as described in [9, 16] is applied. First,
it selects a matrix and an embedded language [17]. In the
corpus used in this paper, Mandarin is the matrix language
and English the embedded language. Second, language is-
lands are extracted. A language island is a sequence of three
or more consecutive words of the embedded language. These
language islands are passed to a monolingual English part-
of-speech tagger [18] while all the remaining text is passed
to a Mandarin part-of-speech tagger [19]. The idea is to pro-
vide the taggers with as much context as possible. Since the
single English words in the Mandarin segments are falsely
tagged as nouns in most cases, a post-processing step is ap-
plied. All English words which are not language islands are
selected and their tags are replaced by the tags provided by
the English part-of-speech tagger.

4.2. Brown word clusters

Due to missing references, the accuracy of the part-of-speech
tagging process cannot be evaluated. The tags may contain er-
rors and, therefore, the prediction of Code-Switching events
based on these features may not be optimal. Therefore, the
unsupervised clustering method by Brown et al. [20] is ap-
plied as an alternative to POS tagging. It assigns words to
classes based on their distributions in a training text. Hence,
its results may be more robust than part-of-speech tags in the
case of Code-Switching. In initial experiments, Brown clus-
ters with different numbers of classes are evaluated as factors
in factored language models. The best perplexity results on
the development set are achieved with 70 classes. Therefore,
a cluster size of 70 is used in the following experiments.

4.3. Open class words

In addition to syntactical and distributional features, seman-
tic information could be used in the factored language mod-
els. Since the Code-Switching corpus used in this paper con-
tains no topic assignments, open class words are used to pro-
vide additional semantic information. Typically, words can
be categorized into closed class words (function words) and
open class words (content words). Closed class words specify
grammatic relations rather than semantic meaning. Examples
are conjugations, prepositions and determiners. The class of
those words is called closed since their number is finite and
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typically no new words are added to them. On the other hand,
open class words express meaning, such as ideas, concepts or
attributes. Their class is called open since it can be extended
with new words, such as “Bollywood“. It contains, for exam-
ple, nouns, verbs, adjectives and adverbs [21]. In this study,
the last preceeding open class word is determined for each
word and added as a feature.

4.4. Open class word clusters

Finally, the open class words are clustered in order to sum-
marize them into classes similar to topics. In order to create
semantic classes, recurrent neural networks are applied (see
Section 2.3). They are trained on monolingual English and
Mandarin Gigaword text data1 to increase the available train-
ing data. Afterwards, the word representation vectors are ex-
tracted and clustered into k classes using the Graclus imple-
mentation [22] of spectral clustering [23]. Given a similarity
graph of the vectors, it performs a multilevel algorithm which
consists of three steps: coarsening, base-clustering and refine-
ment. In the first step, the similarity graph is transformed into
graphs with a smaller number of nodes at different levels until
5 · k nodes remain at the lowest level. At each level, nodes are
combined to so-called supernodes depending on the weight
of the edge between them and on their degree. In the sec-
ond step, bisection clustering is performed on the coarsened
graph. Finally, the graph is uncoarsened again. At each level,
the lower level clustering results are used as initialization for
weighted kernel k-means clustering.
If monolingual recurrent neural networks are trained as de-
scribed above, clustering their word vectors results in mono-
lingual English and monolingual Mandarin classes. In order
to create bilingual clusters, a bilingual text is created by con-
catenating English and Mandarin text lines. During training
of the recurrent neural network language model, the network
is reset after each line. Hence, word vectors for both lan-
guages are combined in a single network. However, the reset
ensures that the languages are not mixed since the English and
Mandarin lines may not depend on each other. After training,
the word vectors are extracted and clustered using Graclus.
This results in bilingual word classes which will be called
“BL spectral clusters” in the following. Another possibility
to obtain bilingual classes is the usage of the Code-Switching
corpus as training text for the recurrent neural network. Both
approaches are compared in the following experiments.
In order to evaluate the usefulness of semantic classes in con-
trast to distribution based classes, the open class words of the
monolingual texts and the Code-Switching corpus are clus-
tered with the Brown method as well. To be able to distin-
guish them from the Brown clusters described in Section 4.2,
they will be referred to as “oc Brown clusters”.

1English Gigaword: LDC2011T07, Mandarin Gigaword: LDC2011T13

4.4.1. Examplary clustering results

In the following, some clustering results for English words are
provided. The Brown clustering method assigns words like
“sponsored”, “granted” and “funded” to the same class but it
also clusters words like “girlfriend” and “shack”. The spec-
tral clustering method, on the other hand, clusters “girlfriend”
with “grandfather”, “grandmother”, “daddy”, “nephew” and
“aunt”. It further finds semantic similarities like “gym”,
“swim”, “ski” and “skiing” and it assigns “championships”,
“elephants”, “olympics” and “stadium” to the same class.
However, it also results in classes containing words like
“death”, “died”, “confirmed” and “apartment”. For those
words, the Brown clustering methods detects no reasonable
classes, either. Hence, both methods contain both meaningful
and arbitrary-looking classes. This could be improved by
using more training data.

5. EXPERIMENTS

This section first describes the data corpus used in this pa-
per. Afterwards, results of an initial analysis of the different
features are presented. Finally, perplexity results and mixed
error rate results of the different FLMs are shown.

5.1. Data corpus

SEAME (South East Asia Mandarin-English) is a conver-
sational Mandarin-English CS speech corpus recorded from
Singaporean and Malaysian speakers by [24]. It was used
for the research project “Code-Switch” jointly performed by
Nanyang Technological University (NTU) and Karlsruhe In-
stitute of Technology (KIT). The recordings consist of spon-
tanously spoken interviews and conversations of about 63
hours. For this task, we deleted all hesitations and divided the
transcribed words into four categories: English words, Man-
darin words, particles (Singaporean and Malaysian discourse
particles) and others (other languages). These categories are
used as language information in the language models. The
average number of CS points between Mandarin and English
is 2.6 per utterance. The duration of monolingual segments
is quite short: The average duration of English and Mandarin
segments is only 0.67 seconds and 0.81 seconds respectively.
In total, the corpus contains 9,210 unique English and 7,471
unique Mandarin words. We divided the corpus into three
disjoint sets (training, development and test set) and assigned
the data based on several criteria (gender, speaking style, ra-
tio of Singaporean and Malaysian speakers, ratio of the four
categories, and the duration in each set). Table 1 lists the
statistics of the corpus.

5.2. Feature analysis

Before the features described in Section 4 are used for lan-
guage modeling, their Code-Switching rates are evaluated.
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Table 1. Statistics of the SEAME corpus
Training set Development set Evaluation set

# Speakers 139 8 8
Duration(hrs) 59.2 2.1 1.5
# Utterances 48,040 1,943 1,018
# Token 525,168 23,776 11,294

The Code-Switching rate for a feature is calculated by divid-
ing its frequency in front of Code-Switching points by its fre-
quency in the entire text.

CS rate =
frequency in front of CS point

total frequency
(2)

The Code-Switching rate can be regarded as the probability
that the feature triggers a Code-Switching event. Table 2
shows the range of the Code-Switching rates for the different
features.

Table 2. Overview of the maximum Code-Switching rates
of different potential trigger features

Feature Man→ En CS En→Man CS
Words ≤ 53.43% ≤ 56.25%
Part-of-speech tags ≤ 43.13% ≤ 47.78%
Brown word cluster ≤ 52.73% ≤ 72.67%
Open class words ≤ 33.33% ≤ 54.53%
Open class clusters ≤ 34.44% ≤ 56.66%

In average, the Brown word clusters seem to be the most
promising features for the prediction of Code-Switching
points.

5.3. Perplexity experiments

For each feature and several feature combinations, a factored
language model is built and evaluated. The backoff parame-
ters are manually optimized on the SEAME development set.
Table 3 presents the perplexity results of the different lan-
guage models. The language models contain words and the
features mentioned in the table as conditioning factors. The
time steps of the factors range from one to two time steps in
the past. This has been chosen based on experimental results.

Consistent with the feature analysis results, the Brown word
clusters lead to the greatest perplexity reductions. The best
perplexities are obtained by combining them with part-of-
speech tags and open class words. While clustering seems
to help when applied to all words, it does not improve the
performance when it is applied to open class words only.
In the following part, the different clustering methods for
open class words as described in Section 4 are evaluated in
detail. For this purpose, factored language models are built
using words, part-of-speech tags, Brown word clusters and
open class word clusters as factors. They are then evaluated in
terms of perplexity on the SEAME development set. Table 4

Table 3. Summary: PPLs of different FLMs
“oc” abbreviates the term “open class”

Model PPL dev PPL eval
Baseline (3-gram) 268.39 282.86
POS 260.70 267.86
POS + LID 257.62 264.20
Brown clusters 257.17 265.50
Brown clusters + POS 249.00 255.34
Brown clusters + LID 260.39 268.71
Brown clusters + POS + LID 251.39 259.05
Oc words 278.12 281.31
Oc words + Brown clusters + POS 247.18 252.37
Oc clusters + Brown clusters + POS 247.24 252.60

presents the results of these experiments. For each method,
different clustering sizes are tested. If the SEAME training
text is used for clustering, the classes are called CS classes.
Otherwise, they are referred to as EN- and MAN-classes.

Table 4. PPL results using different open class word cluster-
ing methods

Model PPL dev PPL eval
Oc words (unclustered, about 16k oc words) 247.18 252.37
Oc Brown cluster 400 CS classes 250.06 255.08
Oc Brown cluster 2000 CS classes 248.07 253.01
Oc Brown cluster 4000 CS classes 247.52 252.44
Oc Brown cluster 6000 CS classes 247.47 252.53
Oc Brown cluster 200 EN + 200 MAN classes 251.42 256.71
Oc Brown cluster 1000 EN + 1000 MAN classes 248.40 253.78
Oc Brown cluster 2000 EN + 2000 MAN classes 247.89 252.84
Oc Brown cluster 3000 EN + 3000 MAN classes 247.56 252.61
Spectral cluster 1000 CS classes 251.61 255.87
Spectral cluster 2000 CS classes 250.53 254.65
Spectral cluster 3000 CS classes 249.97 254.65
Spectral cluster 1000 EN + 1000 MAN classes 248.93 254.07
Spectral cluster 2000 EN + 2000 MAN classes 248.31 252.94
Spectral cluster 3000 EN + 3000 MAN classes 248.02 252.69
BL spectral cluster 500 classes 248.12 253.35
BL spectral cluster 800 classes 247.24 252.60

The results show that none of the clustering methods is able
to improve the model using unclustered open class words.
Furthermore, the more classes are used, the better are the
perplexity results. More classes mean less words per class
and, therefore, approximate the unclustered words. An expla-
nation for this could be the increased branching factor after a
cluster compared to the branching factor after a word. Within
the different clustering methods, the bilingual spectral clus-
ters perform the best, followed by the oc Brown clusters built
with the Code-Switching corpus. While the clusters based on
the Code-Switching corpus contain all possible words of the
development and evaluation set (apart from out-of-vocabulary
words), the clusters built from the monolingual data cannot
cover all words of the Code-Switching vocabulary. For ex-
ample, the BL spectral 800 classes do not contain about 2200
of 3000 open class words of the development set and 1300
of 2000 of the evaluation set. This could be another reason
why the clusters do not reduce the perplexity values achieved
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by the model with the unclustered open class words. In the
following decoding experiments, the bilingual spectral cluster
with 800 classes is used as open class word clusters since it
provided the best perplexity results.

5.4. Decoding experiments

5.4.1. Description of the ASR system

For decoding, the state-of-the-art decoder BioKIT is used. It
is a dynamic decoder. The acoustic model is speaker indepen-
dent and applies a fully-continuous 3-state left-to-right HMM.
The emission probabilities are modeled with bottleneck fea-
tures [25]. The phone set contains all English and Man-
darin phones including tags for continuous speech (+noise+,
+breath+, +laugh+) and an additional phone +particle+ to
model Singaporean and Malaysian particles. For context de-
pendent acoustic modeling, the decision tree splitting process
is stopped at 3,500 quintphones. Then, merge-and-split train-
ing is applied followed by three iterations of Viterbi training.
To obtain a dictionary, the CMU English [26] and Mandarin
pronunciation dictionaries [27] are merged into one bilingual
pronunciation dictionary. The number of dictionary entries
is 56k. Additionally, we apply several rules from [28] which
might delete or change a phone to generate pronunciation
variants for Singaporean English. As a baseline language
model, a trigram language model is built from the SEAME
training transcriptions using the SRILM toolkit [29]. This
model is interpolated with two monolingual language models
that has been created from 350k English sentences from NIST
and 400k Mandarin sentences from the GALE project which
has been collected from online newspapers. More informa-
tion about the baseline decoding system can be found in [30].
As an evaluation measure, we use the mixed error rate [30]. It
is a combination of word error rates for English segments and
character error rates for Mandarin segments. Due to this, the
performance can be compared across different segmentations
of Mandarin.

5.4.2. Integration of FLMs into the decoding process

In order to perform decoding experiments with factored lan-
guage models, the BioKIT decoder is extended to support
such language models and generalized backoff. The best re-
sults are obtained when using a traditional n-gram language
model for language model lookahead and combining the
factored language model probabilities and the n-gram model
probabilities at every word end. For combination, linear inter-
polation is applied. Figure 1 shows mixed error rate results on
the development set for different interpolation weights using
the factored language model with words and part-of-speech
tags as factors. These weight experiments are performed on a
subset of the development set (on about 20% of all sentences)
in order to reduce computational efforts. They result in a
factored language model weight of 0.55.

Fig. 1. Mixed error rate results for different FLM weights
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Table 5 presents the mixed error rate results for decoding
with the different factored language models. For each factor
combination, the factored language model with the least per-
plexity on the development set is used. The factored language
models are used with a language model weight of 60 while
for the baseline 3-gram model, the language model weight is
set to 50. This has been chosen based on experimental results.

Table 5. Mixed error rate results for the different FLMs when
the FLMs are interpolated with the baseline 3gram using an
FLM interpolation weight of 0.55

Model MER dev MER eval
Decoder-baseline 3-gram 39.96% 34.31%
POS 39.47% 33.46%
POS+LID 39.66% 33.30%
Brown clusters 39.45% 33.93%
Brown clusters + POS 39.30% 33.60%
Brown clusters + POS + LID 39.39% 33.16%
Oc words + Brown clusters + POS 39.33% 33.15%
ML spectral 800 oc clusters + Brown cl + POS 39.30% 33.16%

To be able to better interpret the results and improvements
provided by the factored language models, an analysis is
performed. The mixed error rates of the baseline model and
the FLM Brown clusters + POS are compared in detail. The
results show that the FLM improves the recognition both for
monolingual segments and for Code-Switching points. In par-
ticular, the mixed error rate for English segments is reduced
from 59.40% to 57.52%. The mixed error rate for Mandarin
segments is changed from 36.48% to 36.12%. Especially, the
number of Mandarin insertions is improved and less English
words are confused with Mandarin words. While the base-
line model recognizes 1724 words at Code-Switching points
correctly, the decoding with the FLM leads to 1737 correct
words at Code-Switching points.
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6. CONCLUSION

This paper described our investigations of features for Code-
Switching language modeling. They were tested as factors in
factored language models and evaluated in terms of language
model perplexity and mixed error rate. The combination of
words, Brown word clusters, part-of-speech tags and open
class words yielded the best perplexity results on the SEAME
development set. The corresponding factored language model
reduced the perplexity by 10.8% relative on the evaluation set.
Clusters of open class words were also investigated as factors
but did not yield any improvement in terms of perplexity over
individual open class words. In order to perform decoding ex-
periments, factored language models were integrated into the
state-of-the-art dynamic decoder BioKIT. They were used in
combination with a traditional 3-gram language model. The
factored language model containing Brown word clusters and
part-of-speech tags as factors and the model also including
open class word clusters achieved the best mixed error rate
results. The mixed error rates could be improved by up to
3.4% relative.

7. REFERENCES

[1] S. Poplack, Syntactic structure and social function of
code-switching, vol. 2, Centro de Estudios Puertor-
riqueños,[City University of New York], 1978.

[2] E.G. Bokamba, “Are there syntactic constraints on code-
mixing?,” World Englishes, vol. 8, no. 3, pp. 277–292,
1989.

[3] P. Muysken, Bilingual speech: A typology of code-
mixing, vol. 11, Cambridge University Press, 2000.

[4] P. Auer, “From codeswitching via language mixing
to fused lects toward a dynamic typology of bilingual
speech,” International Journal of Bilingualism, vol. 3,
no. 4, pp. 309–332, 1999.

[5] N.T. Vu, H. Adel, and T. Schultz, “An investigation of
code-switching attitude dependent language modeling,”
in Proc. of SLSP, 2013.

[6] S. Poplack, “Sometimes I’ll start a sentence in span-
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ADAPTING MULTILINGUAL NEURAL NETWORK HIERARCHY TO A NEW LANGUAGE
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ABSTRACT

The neural network based features became an inseparable part of
state-of-the-art LVCSR systems. With the increasing accent on fast
development of ASR system on limited resources, there is an ef-
fort to alleviate the need of large amount of transcribed in-domain
data. One successful way is to use data from other languages. We
present extensive evaluation of several strategies to adapt hierarchi-
cal neural network in search for the most effective one. To avoid
the bias towards one target language, our strategies were evaluated
on five languages. Also, several multilingual neural network hierar-
chies were trained on two sets of languages. Thus the results provide
solid insight into the problem of adapting hierarchical system.

Index Terms— feature extraction, Bottle-Neck features, neural
network adaptation, multilingual neural networks, Stacked Bottle-
Neck structure

1. INTRODUCTION

Quick delivery of ASR system for a new language is one of the
challenges in the community. Hand in hand with the quick deliv-
ery comes limitation of available resources. Such scenario calls not
only for automated construction of systems, that have been carefully
designed and crafted “by hand” so far, but also for effective use of
available resources. This is particularly important for features ob-
tained from neural networks (NNs). The pressure on this part comes
from two sides: First, the neural networks are sensitive to amount
of training data. In order to perform well, they need to be trained
on large amount transcribed data. Unfortunately, the data collection
and annotation is the most time- and money-consuming procedure.
Second, since feature extraction is the first step in the whole speech
to text (STT) system, the time one can spend on training the feature
extractor is limited. On the other hand, feature extraction is the cru-
cial step and quality of the features determines the performance of
whole STT system.

This naturally raises the question whether features of sufficient
quality can by obtained from different sources. The first study of
portability of NN-based features was done in [1] where NNs trained
on English data were applied to Mandarin and Levantine Arabic to
produce probabilistic features. Consistent word error rate (WER)
reduction was observed for both languages. In both cases however,

∗This work supported by the Intelligence Advanced Research Projects
Activity (IARPA) via Department of Defense US Army Research Labora-
tory contract number W911NF-12-C-0013. The U.S. Government is autho-
rized to reproduce and distribute reprints for Governmental purposes notwith-
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clusions contained herein are those of the authors and should not be inter-
preted as necessarily representing the official policies or endorsements, ei-
ther expressed or implied, of IARPA, DoD/ARL, or the U.S. Government.
The work was also supported by the IT4Innovations Centre of Excellence
CZ.1.05/1.1.00/02.0070. M. Karafiat was supported by Grant Agency of the
Czech Republic post-doctoral project No. P202/12/P604.

the amount of training data would be itself sufficient for training
good neural networks (100 and 70 hours respectively).

Our work [2] studied the possibility to train a multilingual NN
to be used to derive features for a new language. Several approaches
to create the target phoneme set for the multilingual training were
explored. We have shown that concatenation of phoneme sets is a
safe and simple approach (further denoted as one softmax). How-
ever, performing merging on phoneme sets of individual languages
can be beneficial depending on the language set and desired features.

The integral way of obtaining multilingual (or lang.-independent)
NN based (bottle-neck) features is presented in [3, 4]. Here, the NN
is trained on several languages which makes the main body of the
NN language-independent while the last – output – layer is divided
into language-dependent parts. Only one part of the output (N th)
layer corresponding to the language of a particular input-output
training pair is active. Thus the outputs of the (N − 1)th layer pro-
vide information which should be equally useful for classification
of any of the language-specific targets used in the training. This
leads to truly multilingually trained weights in NN except for the
language-specific parts of the output layer. This approach will be
further denoted as block softmax. This technique was modified by
Heigold et al. in [5] and tested in multilingual DNN hybrid system.

When comparing the two approaches, we should note that one
output layer (one softmax) for all language-specific targets performs,
together with classification of the input vectors, indirectly also lan-
guage identification as it has to distinguish between similar (or the
same) targets from different languages.

All the above techniques assume no data for the target language,
which is somewhat unrealistic scenario as there has to be some tran-
scribed data to train the acoustic model on. And since there is the
data, forced alignment can be done on them and the input-output
pairs can be used to adapt the neural network for feature extraction.

It should be also noted, that none of the techniques above led
to significant improvement over the monolingual NN trained on the
target language data only. On the other hand, adding target language
data to multilingual training brought consistent improvement. This
shows how important it is to present the target acoustic space during
the NN training.

The adaptation to target language brings issues with language-
specific phonemes. Vu et al. [6, 7] suggest to solve this problem
by approximation of such phonemes by several phonemes from the
source languages that, in combination, have the characteristic of the
target phoneme. Then, NN is retrained on target language using only
the outputs (phonemes) belonging to it.

The adaptation of NN trained on large amount of data from one
language to target domain with little data by final fine-tuning was
proposed in [8] and extended to multilingual NN in [9]. This ap-
proach eliminates the necessity of identification and approximation
of new phonemes.

Our latest work [10] presents several strategies of adaptation of
Stacked Bottle-Neck (SBN) (originally called “Universal Context”)
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Table 1. Characteristics of used languages
Language # dialects tonal? Phonology Morphology

Cantonese 5 yes (7) 19 consonants, 8 vowels, 11 diphthongs analytic, very limited affixation
Pashto 4 no 30 consonants, 7 vowels affixes on nouns, verbs, and adjectives; some

stem allomorphy
Tagalog 3 no 19 consonants, 15 vowels, 11 diphthongs verbs take prefixes, suffixes, infixes, reduplica-

tion for focus, aspect, mode, voice
Turkish 7 no 25 consonants, 1 semivowel, 16 vowels agglutinating, vowel harmony, inflectional
Vietnamese 4 yes (6) 25 consonants and 45 vowels, 12 monoph-

thongs, 25 diphthongs, 8 triphthongs
analytic, very limited affixation

Bengali (BE) 3 no 33 consonants, 2 semivowels, 10 vowels (8
monophthongs and 2 diphthongs) and 9 nasal
vowels (7 monophthongs and 2 diphthongs)

Fusional, 4 noun cases, some noun classifiers;
3 politeness levels in 2nd person: intimate,
neutral, formal

Assamese
(AS)

3 no 30 consonants, 9 vowels (7 monophthongs and
2 diphthongs), 9 nasal vowels (7 monoph-
thongs and 2 diphthongs)

Fusional, fairly extensive noun classifier sys-
tem, 6 noun cases; three politeness levels as in
Bengali

Haitian Cre-
ole (HA)

3 no 20 consonants, and 12 vowels (11 monoph-
thongs and 1 diphthong)

analytic, minimal derivational morphology, no
inflectional morphology

Lao (LA) 1 yes (6) 19 consonants, 2 semivowels, 22 vowels (18
monophthongs, 9 long, 4 diphthongs)

analytic, no inflectional morphology, 4 levels
of politeness

Zulu (ZU) 1 yes (3) 28 consonants, 9 clicks, 2 semi-vowels, 7 vow-
els

agglutinative, with extensive inflection

NN hierarchy [11]. The SBN structure achieves significantly better
performance than single NN and it is widely used these days.The
question which naturally raised in case of NN hierarchy is which
NN should be adapted, or if one of them can be trained on target
data only. We have observed that different adaptation strategies can
lead to 2% absolute WER difference. Unfortunately, the obtained
results were not consistent which might be assigned to the property
of jackknifing experiments - different training set and different test
set.

To obtain stronger evidence, we have designed a new set of ex-
periments. We have defined two sets of training languages and we
evaluate the techniques on five languages. Thus the drawn concus-
sions stay on solid ground.

2. EXPERIMENTAL SETUP

2.1. Data

The IARPA Babel Program data1 simulate a case of what one could
collect in limited time from a completely new language: it consists
of two parts: scripted (speakers read text through telephone channel)
and conversational (spontaneous telephone conversations). The dev
data contains conversational speech only. Two training scenarios are
defined for each language – Full Language Pack (FLP), where all
collected data are available for training; and Limited Language Pack
(LLP) which consist only of one tenth of FLP. Vocabulary and lan-
guage model (LM) training data are also defined with respect to the
Language Pack. They basically consists of transcripts of the given
data pack.

For multilingual training, the FLP data from the first year of
the program are used. Those are Cantonese language collection
release IARPA-babel101-v0.4c (CA), Pashto IARPA-babel104b-
v0.4aY (PA), Turkish IARPA-babel105-v0.6 (TU), Tagalog IARPA-
babel106-v0.2g (TA) and Vietnamese IARPA-babel107b-v0.7 (VI).
These languages will be further referred as source languages.

1Collected by Appen http://www.appenbutlerhill.com

Table 2. Evaluation data statistics. The LM and dictionary statistics
are taken from LLP which is used to train HMM system. The OOV
rate is reported with respect to LLP.
Language AS BE HA LA ZU

FLP speakers 726 793 752 789 743
FLP hours 69.5 74.1 72.3 71.6 57.4
LLP speakers 120 120 120 120 120
LLP hours 7.8 8.9 7.9 8.1 8.4
LM sentences 11814 11763 9861 11577 10644
LM words 75610 84334 93131 93328 60832
dictionary 8729 9497 5333 3856 14962
# tied states 1179 1310 1257 1453 1379
dev speakers 120 121 120 119 119
dev hours 6.4 6.9 7.4 6.6 7.4
# words 51931 56221 81087 81661 50053
OOV rate [%] 8.3 8.5 4.1 1.8 22.4

The evaluation (target) languages are the ones delivered in the
second year: Assamese IARPA-babel102b-v0.5a (AS), Bengali
IARPA-babel103b-v0.4b (BE), Haitian Creole IARPA-babel201b-
v0.2b (HA), Lao IARPA-babel203b-v3.1a (LA) and Zulu IARPA-
babel206b-v0.1e (ZU). The LLP is used as adaptation data.

The characteristics of the languages are given in Tab 1 [12].
More detailed statistics for evaluation languages are given in Tab. 2.
The reported amounts of data for FLP and LLP refer to the speech
segments after dropping the silence.

2.2. NNs for feature extraction

The features obtained using Neural Networks are the Bottle-Neck
(BN) features. A structure of two 6-layer NNs is employed accord-
ing to [11]. It is depicted in Fig. 1.

The NN input features are composed of critical band energy
features and fundamental frequency features. As critical band en-
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Fig. 1. Block diagram of Bottle-Neck feature extraction. The blue parts of NNs are used only during the training. The green frames in context
gathering between the NNs are skipped. Only frames with shift -10, -5, 0, 5, 10 form the input to the second stage NN.

ergy features are used logarithmized outputs of 24 Mel-scaled filters
applied on squared FFT magnitudes. The fundamental frequency
features consists of F0 and probability of voicing estimates com-
puted according to [13] and smoothed by dynamic programming,
F0 estimates obtained by Snack tool 2 function getf0 and seven co-
efficients of Fundamental Frequency Variations spectrum according
to [14, 15]. This feature set provided consistent improvement over
previously used set of features (15 critical bands augmented with F0
and probability of voicing) for all languages.

The conversation-side based mean subtraction is applied on the
whole feature vector. 11 frames are stacked together. Hamming
window followed by DCT consisting of 0th to 5th base are applied
on the time trajectory of each parameter resulting in 204 coefficients
on the first stage NN input.

The first stage NN has four hidden layers with 1500 units each
except the BN layer. The BN layer is the third hidden layer and its
size is 80 neurons. Its outputs are stacked over 21 frames and down-
sampled before entering the second stage NN; every fifth frame is
taken. This NN has the same structure and sizes of hidden layers as
the first one. The size of BN layer is 30 neurons and its outputs are
the final outputs forming the BN features for GMM-HMM recogni-
tion system.

Neurons in both BN layers have linear activation functions as
they were reported to provide better performance [16]. Before the
features enter each NNs’ input layer, global mean and variance nor-
malization is performed.

Tied triphone states are used as NN targets. Features obtained
from NNs trained towards these targets provide consistently slightly
better performance then context-independent phone states targets.

The forced alignments were generated with provided segmenta-
tions, however it was found that they still contain large portion of
silence (50%–60%). Therefore, new segmentation, which reduced
the amount of silence to 15%-20%, was generated. We also cut out
the parts of segments which were labeled as “unknown” (generally
unintelligible speech).

2.3. Simplified recognition system

This system is used to evaluate all approaches. It is based on MLLT-
BN features only and thus directly reflects the changes in neural net-
works we made.

First, for each language, PLP-based system was trained. This
system was used for forced alignment of the data and as a initializa-
tion for system based on Bottle-Neck features. It is trained on FLP
for source languages and on LLP for evaluation languages.

2www.speech.kth.se/snack/

PLP coefficients consist of 13 parameters and their first, sec-
ond and third order derivatives. HLDA is estimated with Gaussian
components as classes to reduce the dimensionality to 39. Then the
conversation-side based mean and variance normalization is applied.
Based on these HLDA-PLP features, baseline recognition system
system is trained. It is an HMM-based cross-word tied-states tri-
phone system. The number of tied states is around 1300 for LLP
training (evaluation languages - see Tab. 2 for precise numbers) and
4000-8000 for FLP training (source languages, see Tab 3 for precise
numbers). Each state consists of 18 Gaussian mixture components.
It is trained from scratch using mix-up maximum likelihood training.
Performance of this system is poor and we do not report results for
it.

To train the system on Bottle-Neck features, the BN outputs are
transformed by Maximum Likelihood Linear Transform (MLLT),
which considers HMM states as classes. Then, new models are
trained by single-pass retraining from HLDA-PLP baseline system.
12 Gaussian components per state were found to be sufficient for
MLLT-BN features. Next, 12 maximum likelihood iterations follow
to better settle new HMMs in the new feature space.

Final word transcriptions are decoded using 3gram LM trained
only on the transcriptions of LLP training data3.

2.4. Full recognition system

The best performing SBN systems are evaluated with the full recog-
nition system. This system is based on feature level fusion by Re-
gion Dependent Transform (RDT) [17]. Three feature streams: PLP-
HLDA (39 dimensions), MLLT-BN features (30 dim.) and F0 with
delta and acceleration coefficients (3 dim.), are concatenated and
adapted using speaker-based CMLLR. This feature stream is fed to
Region Dependent transform (RDT) performing dimensionality re-
duction to 69 dimension.

In RDT framework, an ensemble of linear transformations is
trained with the discriminative Minimum Phone Error (MPE) crite-
rion. The feature space is partitioned by global GMM and one trans-
form is assigned to a each multidimensional Gaussian. Resulting
vector is computed as weighted sum of input vector transformed by
all transforms. Weights are given by Gaussian probabilities. Thresh-
olding is applied to reduce the computation.

the RDT GMM consists of 125 components, which was found
optimal in our previous experiments. The contextual information
was incorporated to improve performance of the system. For detailed
information on RDT configuration, see [18].

3This is coherent to BABEL rules, where the provided data only can be
used for system training.
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Table 3. Data for multilingual training
Language CA PA TU TA VI

FLP speakers 952 1189 980 1096 1096
FLP hours 65.0 64.7 56.6 44.1 73.9
monophone states 471 216 126 252 303
triphone states 4718 5541 3805 3475 7731

In our setup, two sets of RDTs were trained, both performed
dimensionality reduction from 72 to 69 dimensions: RDTnonSAT

on top of the original 72-dimensional features for 1st pass decoding
and RDTSAT on top of CMLLR-rotated features. The final GMM
system was trained using MPE [19] on top of SAT RDT features.

3. EXPERIMENTS

3.1. Full and Limited language packs

To obtain the baselines, the NNs were first trained in monolingual
manner on both, LLP and FLP. Training on LLP is our starting point
and it serves as the lower bound. Training on FLP shows what per-
formance it is possible to achieve with more training data and pro-
vides us with upper bound. The closer the results will be to this
value, the more the technique benefits from other resources. The re-
sults obtained with monolingual NNs are given on the firsts lines in
Tab. 4.

We can see a dramatic drop in recognition performance when
the NNs are trained just on LLP data. Note, that HMM systems are
always trained on the LLP data. The FLP data are used for training
the SBN NNs only.

3.2. Multilingual NN

The next set of experiments is focused on the performance of BN
features obtained from multilingual NNs. This case provides the
starting point for the adaptation. The NNs were trained on FLPs of
the source languages. The amounts of data available for NN training
together with number of classes are specified in Tab 3.

To be able to evaluate the effect of the number of source lan-
guages, we decided to generate two sets of them:

• Source language set 1 (SLs1) contains three language: CA,
PA and TU

• Source language set 2 (SLs2) contains all five source lan-
guages.

Two approaches to train multilingual NNs are evaluated:
The first one – one softmax – discriminates between all targets

of all languages. No mapping or clustering of phonemes was done.
This simple approach turned out to perform the best in [2]. Thus the
resulting NN has quite a large output layer containing all phonemes
from all languages with one softmax activation function.

The second approach – block softmax – divides the output layer
into parts according to individual languages. During the training,
only the part of the output layer corresponding to the language the
given target belongs to, is activated. This approach was successfully
used in [4].

In our former work [10], we have also experimented with the
Convolutive Bottleneck Network [16] technique which would allow
to retrain the whole structure in one step. But the computation ex-
penses to train the multilingual NN and also to adapt this network
were unacceptable for our scenario where fast adaptation is desired.

Table 4. WER [%] of simplified recognition system on target lan-
guages LLP based on MLLT-BN features obtained from monolin-
gual and multilingual SBN systems

WER
target language AS BE HA LA ZU

FLP monolingual SBN 61.5 62.9 57.2 55.1 68.9
LLP monolingual SBN 68.5 69.7 65.9 63.6 74.2

one softmax 70.0 70.4 69.2 65.8 74.6
SLs1 block softmax 69.0 69.6 66.8 64.7 74.1

one softmax 68.7 69.6 66.4 62.9 73.7
SLs2 block softmax 66.8 68.2 64.9 60.7 72.6

Context-independent phoneme states were used as targets for
multilingual NNs. We intended to use the states of tied context-
dependent phonemes, but so far it turned out to be unfeasible. We
were only able to train the first stage NN for SLs1.

The WER obtained with BN features from multilingual SBN
systems trained on two defined source languages sets by the two
multilingual approaches are given in Tab. 4.

The first and most striking difference is in the performance of
SBN CMLLR-BN features obtained from the two source languages
sets. Whereas the features from SLs1 systems reach about the perfor-
mance of a single language system, the features from SLs2 systems
have much lower WER. This observation suggests that the multi-
lingual system is trained trained on many languages, it can perform
well on “unseen language” even without any adaptation.

The second observation is that the block softmax version of SBN
system performs better than the one softmax one. This is consistent
over both SLs’s and can be assigned to the way the NNs are trained.

3.3. Adaptation of Multilingual NN

The adaptation of NN is done through retraining of already trained
NN on target language data. The trained multilingual NN guarantees
a good starting point which already produces good features as can
be seen in Tab. 4. Retraining allows to shift the weights towards the
acoustic space of target data.

Our approach to NN adaptation has two phases:

1. Training of the last layer. Since our initial NN is multilin-
gual, the output layer has large number of units. We need to
initialize the output layer randomly with the proper number
of outputs matching the target language phoneme set. If the
whole NN was retrained now, the error caused by the random
weights in the last layer could be propagated deeper in the NN
and the training could drift apart from the optimum. This is
why the rest of NN is fixed and only the last layer is trained.

2. Retraining of the whole NN. Here, the other layers are re-
leased and the whole NN is retrained once more. Since this
retraining starts from an already trained network, the learning
rate for this phase is set to one tenth of its original value4.

Even though the adaptation consists of two phases, the total number
of NN training epochs is about the same as when the monolingual
NN is trained. In case of monolingual training, the number of train-
ing epochs is set to 12. The first phase of the adaptation takes usually
5 to 7 epochs (we did not observe any training shorter or longer) and

4Learning rate of 0.004 is used for training from random weights, and
0.0004 for the retraining.
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Fig. 2. Average relative WER [%] reduction depending on Source
Language set for all evaluation languages

the second phase is set to take 6 epochs. This means that the adapta-
tion does not cost any extra time.

The SBN system is a hierarchy of two NNs, so the adaptation
can take several forms. We can for example keep the first NN mul-
tilingual and train the second one on the LLP data only. Thus we
consider the following four scenarios for adaptation of multilingual
system:

1. Keep the first NN multilingual, train the second one on LLP
data only - multi-LLP scenario.

2. Adapt the first NN, train the second one on the LLP data -
adapt-LLP scenario.

3. Keep the first NN multilingual, adapt the second one - multi-
adapt scenario.

4. Adapt the first and also the second NN - adapt-adapt sce-
nario.

The last adapt-adapt scenario might be regarded as not very good
idea since the inputs to the second NN are changed but, surprisingly,
out initial experiments discovered that this scenario is not useless.

Since every multilingual SBN system was adapted according to
all four scenarios for each of the evaluation languages, showing all
results would not provide an easy survey. Rather, we will focus on
one aspect at a time5. To be able to present the results together, each
one is converted to relative WER reduction with respect to the its
LLP baseline.

Number of languages for multilingual training
In Sec. 3.2, it was shown, that the number of training languages plays
an important role when the features are generated directly from the
multilingual system. Here we show the role it plays when the system
is adapted. The results from all scenarios originated from the same
SLs were averaged for each evaluation language. The relative im-
provements over the LLP monolingual system are shown in Fig. 2.
It can be seen that even for the adaptation the number of source lan-
guages is important - the average WER reduction is more than 1%
relative for all languages.

One softmax vs. block softmax
The block softmax performed slightly better in case of multilingual
SBN systems. To see this effect in the adaptation, we again average
results from all scenarios originating from multilingual SBN sys-
tem with given softmax within each language. As can be seen from
Fig. 3, the relative improvements achieved by adapting multilingual
NNs with block softmax are higher than the ones from one softmax.

5The full set of results can be found at
www.fit.vutbr.cz/∼grezl/SLTU recognition results/
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Fig. 3. Average relative WER [%] reduction depending softmax type
in multilingual SBN.

Adaptation scenario performance
Fig. 4 breaks the results to the level of individual adaptation sce-
narios. The results are averaged over the evaluation languages. For
better readability, the results are split into two plots based on the
Source Language set used to train the multilingual SBN systems.

First, note that the performance of multi-LLP scenario leads to
the same performance regardless the softmax type in multilingual
SBN. This suggests that this scenario cannot take advantage from
the differently trained SBN. When the first NN is adapted before the
training of the second one on LLP in adapt-LLP scenario, the WER
can be further reduced. Note the increased difference between dif-
ferent types of softmax in multilingual SBN - the adaptation process
can benefit more from the SBNs trained with block softmax.

In case of training on SLs1, the WER is reduced the least when
only the second NN is adapted in multi-adapt scenario. The last sce-
nario – adapt-adapt – when both NNs in SBN are adapted actually
performs about the same as multi-LLP scenario. This shows that also
the second NNs in the hierarchy can be adapted despite its changed
inputs by former adaptation of the first NN.

When the multilingual NNs are trained on SLs2, the picture
changes. The adaptation of the second NN only inmulti-adapt
scenario outperforms the adapt-LLP one and adapting both NNs
- adapt-adapt - leads to systems with the best performance. It
also seems that in case of adapting from SLs2 NNs, the difference
between block softmax and one softmax NNs decreases.

4. FULL SYSTEM

Systems which provided the best performance - SLs2 adapt-LLP
(this scenario provides slightly better performance for all languages
except LA than multi-adapt scenario. LA is 2% absolute better in
case of multi-adapt, which affected the overall results) and adapt-
adapt scenario - were taken and the full system was trained. We also
compared the multilingual approach with the semi-supervised train-
ing presented previously in [20]. The overview of these approaches
from the point of view of required data (taking LLP as a unit) and
time is the following:
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Fig. 4. Average relative WER [%] reduction depending on the adaptation scheme and softmax type in multilingual SBN.

Table 5. WER [%] of selected adaptation scenarios and semi-
supervised technique with full system

WER
target language AS BE HA LA ZU

monolingual LLP 63.0 64.4 59.1 56.4 71.0
semi-supervised 61.2 64.2 57.0 53.4 71.0

adapt-LLP 60.6 62.4 56.7 54.3 69.6
adapt-adapt 59.9 62.0 56.4 53.0 69.1

Multilingual semi-supervised
Data 5 × 9 × LLP data - the

amount of LLP data is
about nine times smaller
then the FLP one and
the multilingual NNs were
trained on five languages;
data are from other lan-
guages

9 × LLP data - System
trained on LLP data is used
to automatically transcribe
the FLP data; data from the
same source

Time One training of SBN sys-
tem on LLP data - adap-
tation time is the same as
training time, multilingual
NNs can be trained before-
hand

Training of full LLP sys-
tem, decoding of FLP data,
training of NNs on about
9 times more data (9 times
longer)

From the above it can be seen that the multilingual approach is more
suitable for fast adaptation. The comparison of performance of the
full systems for both techniques is given in Tab. 5. It can be seen
that both techniques - multilingual and semi-supervised training -
improve nicely (with exception of Zulu) over the LLP baseline. It is
surprising to see that multilingual technique leads to better perfor-
mance than semi-supervised training.

In case of Zulu, where the system suffers from high OOV rate,
the semi-supervised technique was not able to improve the system
performance. This suggests that the multilingual system would be
specially beneficial in cases where the performance of purely mono-
lingual system is too poor to allow for semi-supervised training.

5. CONCLUSIONS

This work addresses a thorough evaluation of multilingual tech-
niques for adapting feature extraction neural network hierarchy -
Stack Bottle-Neck system. We defined two sets of source languages
used for training of multilingual Stacked Bottle-Neck system. Two
SBNs have been trained on each source language set. The networks
in them differ by the type of the last layer - the softmax nonlinearity.

One type is the normal one softmax, which computes probabilities
for all outputs. The other type is block softmax which splits the
output targets into groups (one group is created by targets from
one language) and computes the probability for each group. Such
type of softmax does not force the NN to make the decision about
the language together with the classification of given target and its
weights are language independent.

Thus we have trained four multilingual systems. We have eval-
uated their performance on five evaluation languages prior to any
adaptation. It was observed that SBN systems trained on more
source languages performs much better than the ones trained on less
data.

Each SBN system was adapted according four different scenar-
ios: Keep the first NN multilingual, train the second one on LLP
data; adapt the first NN, train the second one on the LLP data; keep
the first NN multilingual, adapt the second one; adapt both NNs.

From the results, we made the following observations:

1. The use of more languages for multilingual training is defi-
nitely beneficial.

2. Training multilingual NNs with block softmax brings im-
provement over the one softmax systems.

3. Using the first NN without adaptation and training the sec-
ond one on evaluation language is safe and leads to a good
performance of adapted system.

4. When the multilingual system is “good enough”, the adapta-
tion of both its NNs leads to the best performance.

Two best performing systems were evaluated further with the
full recognition system and compared to the semi-supervised ap-
proach. The multilingual approach outperforms the semi-supervised
one on all languages. The improvement is specially noticeable on
Zulu, where the semi-supervised technique failed as Zulu has a poor
monolingual system performance and suffers from large number of
OOVs.

These observations suggest that adaptation of multilingual sys-
tem is beneficial especially for cases with close-to-zero acoustic
data. The time needed to obtain the final system is the same as
training the monolingual one, leaving enough of it to work on top of
the resulting MLLT-BN features.

The comparison of multilingual and semi-supervised approach
also gives direction to our further development - the multilingual sys-
tem can provide better automatic transcription for semi-supervised
training. Cascading these systems can lead to further improvement
with no additional cost over the current semi-supervised training.

It would be also interesting to observe, if the performance will
further increase with adding more languages. Another goal, is to
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train multilingual neural networks with context-dependent tied states
as targets. Having such network might be useful since these units are
used as the training targets for evaluation languages.
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ABSTRACT

With the advent of globalization, multilingualism in Indone-
sia gradually faces a state of catastrophe. Currently among
726 ethnic languages spoken in Indonesian archipelago, 146
are endangered. Several projects have been initiated for cul-
tural preservation which can prevent the endangered language
from being lost. Nevertheless, the available technology that
could support communication within indigenous communi-
ties, as well as with people outside the community, is still
very rare in Indonesia. Speech translation technology is one
of the technologies that may help indigenous communities
in Indonesia to overcome language barrier and cross cultural
gap as well as to face globalization. Our long-term goal is
to establish an infrastructure of speech translation system
from ethnic languages to English/Indonesian, and this pa-
per presents recent progress of data resources collection and
speech recognition system development for four Indonesian
major ethnic languages: Javanese, Sundanese, Balinese and
Bataks.

Index Terms— Language preservation, Indonesian eth-
nic languages, speech data collection, speech recognition sys-
tem.

1. INTRODUCTION

The global, borderless economy and information communi-
cation technologies have a great impact in the way of com-
munication. People have to be able to communicate well with
others who speak different language. However, on the other
hand, intangible cultural expressions, such as oral traditions
and literature, are fragile and easily lost. There exist sev-
eral international projects (i.e., UNESCO’s ICT4ID project in
2004-2005) that have been initialized to utilize the use of in-
formation and communication technology (ICT) for cultural
preservation for preventing them from being lost. Neverthe-
less, the available technology that could support communi-
cation between elders and younger people within indigenous

communities, as well as with people outside the community,
is still limited. As a result, indigenous communities may still
face isolation due to language and cultural barriers.

Indonesia is reported to be one of the most religiously, lin-
guistically, and ethnically diverse regions of the world [1, 2,
3]. It is an archipelago comprising approximately 17500 is-
lands inhabited by hundreds of ethnic groups with more than
241 million people (based on Census 2012). Different eth-
nic groups speak various different languages. Approximately,
there are 300 ethnic groups living in 17,508 islands, that speak
726 native languages [4].

One of the bridges that binds the people together in
Indonesia is the usage of Bahasa Indonesia, the national
language. It is a unity language formed from hundreds of
languages spoken in the Indonesian archipelago, which was
coined by Indonesian nationalists in 1928 and became a sym-
bol of national identity during the struggle for independence
in 1945. Compared to other languages, which have a high
density of native speakers, only small proportion of Indone-
sia’s large population speak Bahasa Indonesia as a mother
tongue while the great majority of people speak it as a second
language with varying degrees of proficiency.

Although the phenomena of using the unity language
could help the Indonesian people to face the globalization,
multilingualism in Indonesia gradually faces a state of catas-
trophe. Currently among 726 ethnic languages, only thir-
teen still have a million or more speakers, accounting for
69.91% of the total population, including: Javanese, Sun-
danese, Malay, Madurese, Minangkabau, Bataks, Bugisnese,
Balinese, Acehnese, Sasak, Makasarese, Lampungese, and
Rejang [5]. Moreover, of these 13 languages, only 7 lan-
guages have presence on the Internet [6]. However, the
remaining 713 languages have a total population of only 41.4
million speakers, and the majority of these have very small
numbers of speakers [7]. For example, 386 languages are
spoken by 5,000 or less; 233 have 1,000 speakers or less; 169
languages have 500 speakers or less; and 52 have 100 or less
[8]. These languages are facing various degrees of language
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endangerment [9].
The long-term goal is to establish an infrastructure of

speech-to-speech translation system from ethnic languages to
English/Indonesian. This technology enables communication
between the first person who speaks in any language and
the other person can understands the meaning of the speech.
Therefore, speech translation technology is significant to in-
digenous communities in Indonesia to overcome language
barrier and cross cultural gap as well as to face globalization.
This paper presents recent progress of data resources col-
lection and speech recognition system development for four
Indonesian major ethnic languages: Javanese, Sundanese,
Balinese and Bataks.

In the next section, we briefly describe the overview of
standard Indonesian and four major Indonesian ethnic lan-
guage characteristics. The existing Indonesian resources will
be described in Section 3, and the current progress in devel-
oping speech corpora for Indonesian ethnic languages will be
described in Section 4. Then, Section 5 describes the details
of speech recognition system development. Finally, conclu-
sions are drawn in Section 6.

2. INDONESIAN AND ETHNIC LANGUAGES
CHARACTERISTICS

2.1. Indonesian National Language

The official/national Indonesian language, so-called Bahasa
Indonesia, is a unity language formed from hundreds of lan-
guages spoken in the Indonesian archipelago. Although the
Indonesian language is infused with highly distinctive accents
from different ethnic languages, there are many similarities
in patterns across the archipelago. Modern Indonesian is
derived from the literary of the Malay dialect, which was
the lingua franca of Southeast Asia[10]. Thus, it is closely
related to Malay spoken in Malaysia, Singapore, Brunei,
and some other areas. Concerning the number of speakers,
today Malay-Indonesian ranks around sixth in size among
the world’s languages. The only difference is that Indone-
sia (which was a Dutch colony) adopted the Van Ophuysen
orthography in 1901, while Malaysia (which was a British
colony) adopted the Wilkinson orthography in 1904. In
1972, the governments of Indonesia and Malaysia agreed
to standardize the ”improved” spelling, which is now in ef-
fect on both sides. Even so, modern Indonesian and modern
Malaysian are as different from one another as are Flemish
and Dutch.

The standard Indonesian language is continuously being
developed and transformed to make it more suitable to the
diverse needs of a modernizing society. Many words in the
vocabulary reflect the historical influence of various foreign
cultures that have passed through the archipelago. It has bor-
rowed heavily from Indian Sanskrit, Chinese, Arabic, Por-
tuguese, Dutch, and English. Although the earliest records in

Malay inscriptions are syllable-based written in Arabic script,
modern Indonesian is phonetic-based written in Roman script.
It use only 26 letters as in the English/Dutch alphabet. The
Indonesian phoneme set is defined on the basis of an Indone-
sian grammar text [11]. A full phoneme set contains a total of
33 phoneme symbols, which consist of 10 vowels (including
diphthongs), 22 consonants.

2.2. Ethnic Languages

On the other hand, some of ethnic groups in Indonesia still use
their own transcription in daily life. As the four major eth-
nic groups in Indonesia, Javanese, Sundanese, Balinese and
Bataks are counted in that category. Each of these four ma-
jor Indonesian ethnic languages are further discussed in the
following:

1. Javanese
Javanese language had a long history of its develop-
ment. Based on the evidence in the form of inscriptions
and paleography, the earlier stage of Javanese script
was started before the eight century [12]. Javanese
transcription is called Aksara Hanacaraka. It consists
of 20 basic scripts called Carakan, including 20 conso-
nants and 1 vowel. Letter is called Nglegena ’naked’
because it has not had any Sandhangan or clothes
that could make them into another vowel sounds. To
make Javanese vowels have another sound, it needs
an additional tool called Sandhangan. Fig. 1(a) shows
Javanese script1. Currently, Hanacaraka is already in-
cluded in Unicode (A980-A9DF).

2. Sundanese
Sundanese has been written in a number of scripts.
Pallawa or Pra-Nagari was first used in West Java to
write Sanskrit from the fifth to eighth centuries, and
from Pallawa was derived Sunda Kuna or Old Sun-
danese which was used in the Sunda Kingdom from the
14th to 18th centuries [13]. Modern Sunda transcrip-
tion called Aksara Sunda. Aksara means transcription
in Indonesia. Similar with Hanacaraka, Aksara Sunda
shown in Fig. 1(b) also has basic alphabets, vowels
and punctuation to change phoneme and basic punc-
tuation2. Basic letters in Aksara Sunda, has also been
registered in Unicode (1B80-IBBF).

3. Balinese
The Balinese script is without doubt derived from De-
vanagari and Pallava script from India. The shape of the
script shows similarities with southern Indian scripts
like Tamil. The concept of syllable also found in other

1The official site of Aksara Jawa. http://hanacaraka.fateback.com/
2http://en.wikipedia.org/wiki/Sundanese alphabet
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South/Southeast Asian scripts, such as the modern
Devanagari, Tamil, Thai, Lao, and Khmer scripts. Fig-
ure 1(c) shows the Balinese script3. The closest sibling
is the Javanese script which have rectangular form of
font shape compared to round shape of Balinese script
[14]. The registered Unicode is 1B00-1B7F.

4. Bataks
Batak tribe, mainly living in northern region of Sumat-
eran Island (Sumatera Utara) in Indonesia, has been es-
tablished for around 800-1000 years. Within that long
period, Batak people developed several subtribes and
clans. The largest one (in population number) is Toba
subtribe, followed (in no particular order) by Karo,
Simalungun, Pakpak-Dairi, Angkola-Mandailing, and
Nias (Niha) people. Batak tribe has its own writing sys-
tem which existed since 13th century AD. Batak people
themselves call their writing system Surat Batak (Surat
= letters/writings) [15] shown in Fig. 1(d). Currently, it
is already included in Unicode (1BC0-1BFF).

In this preliminary work, to simplify the task we only use the
romanized version of those ethnic scripts.

(a) (b)

(c) (d)

Fig. 1. Script of ethnic languages: (a) aksara Hanacaraka, (b)
aksara Sunda, (c) Balinese script, and (d) surat Bataks.

3http://en.wikipedia.org/wiki/Balinese alphabet

3. EXISTING INDONESIAN LARGE VOCABULARY
DATA RESOURCES

The Indonesian speech corpora were developed by the R&D
Division of PT. Telekomunikasi Indonesia (R&D TELKOM)
in collaboration with ATR as a continuation of the APT (Asia
Pacific Telecommunity) project [16, 17]. Two types of In-
donesian data resources available in both text and speech
forms were used here: daily news task and telephone applica-
tion task. They are described below.

3.1. Daily News Task

A raw text source for the daily news task has already been
generated by an Indonesian student [18]. The source was
compiled from “KOMPAS” and “TEMPO,” which are cur-
rently the biggest and most widely read Indonesian newspa-
per and magazine, respectively. This source consists of more
than 3160 articles, with around 600,000 sentences. R&D
TELKOM further processed the raw text source to generate
a clean text corpus.

From this text data, we then selected phonetically-balanced
sentences by using the greedy search algorithm [19]; this pro-
duced a total of 3168 sentences. Then, clean and telephone
speech utterances were recorded, simultaneously, at sampling
frequencies of 16 and 8 kHz, respectively, by R&D TELKOM
in Bandung, Java Island, Indonesia. There were a total of 400
speakers (200 males and 200 females). Four original ac-
cents were covered: standard Indonesian, Bataks, Javanese,
and Sundanese, denoted as “IND”, IND-BTK”,“IND-JAW”,
and “IND-SND”, respectively. However, all speakers were
requested to utter 110 sentences without any accents. In to-
tal, there were 44,000 speech utterances, which amounted to
around 43.35 hours of speech.

3.2. Telephone Application Task

With total of 2500 sentences from the telephone applica-
tion domain were generated by R&D TELKOM. They were
derived from some of the necessary dialogs used in tele-
phone services, including tele-home security, billing in-
formation services, reservation services, status tracking of
e-Government services and hearing impaired telecommuni-
cation services (HITS).

Using the same recording set-up as for the news task cor-
pus, the speech utterances of 2500 sentences of telephone ap-
plication task were recorded by R&D TELKOM in Bandung,
Indonesia. The total number of speakers and the appropri-
ate distribution of age and accents were also the same. Each
speaker uttered 100 sentences, resulting in a total of 40,000
utterances (36.15 hours of speech).
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4. DESIGN AND COLLECTION OF INDONESIAN
ETHNIC LANGUAGES

4.1. Raw Text Sources Collection

Raw text sources are collected from online newspaper and
magazine: Penjabar-Semangat4 for Javanese, Sunda-News5

for Sundanese, Bali-Post6 for Balinese, and Halo-Moantondang7

for Bataks. Table 4.1 shows the total number of articles and
sentences which have successfully been collected.

Table 1. Raw Text Corpora of Javanese, Sundanese, Balinese
and Bataks.

Languages # Articles # Sentences
Javanese 1583 43336
Sundanese 1693 39770
Balinese 3919 20436
Bataks 1096 36204

4.2. Pre-Processing and Validation

The initial forms of these documents contain numbers, punc-
tuation, abbreviations, acronyms, names, and foreign words.
We then further processed the raw text sources to generate
clean text corpora by:

• converting all upper case letters into lower case

• removing punctuation

• changing numbers into words

• select short sentences (max. 15 words/sentence)

resulting 6616 sentences of Javanese, 5717 sentences of Sun-
danese, 3249 Sentences of Balinese, and 6870 sentences of
Bataks, respectively.

After that, we selected 1000 sentences from cleaned text
corpora of each language to be validated by the native speak-
ers. The validation is done in order to correct any errors in the
sentences, as well as remove inappropriate sentences, result-
ing 823 sentences of Javanese, 954 sentences of Sundanese,
956 Sentences of Balinese, and 910 sentences of Bataks, re-
spectively.

4.3. Graphemically-balanced Sentences

Given the validated text corpora, we then selected balanced
sentences by using the greedy search algorithm [19]; How-
ever, as the phonetically transcription of these ethnic lan-
guages are unknown, we selected balanced sentences based

4www.penjebarsemangat.co.id
5sundanews.com
6www.balipost.co.id
7halomoantondang.wordpress.com

on grapheme transcription. This produced a total of 225
sentences for each language as shown in Table 2.

4.4. Parallel Sentences

In addition to graphemically balanced sentences, we also
created fifty sentences of Indonesian language based on the
ATR basic travel expression corpus (BTEC) which has served
as the primary source for developing broad coverage speech
translation systems [20]. Those sentences were then trans-
lated into Javanese, Sundanese, Balinese, and Bataks lan-
guages by native speakers. Table 4.1 shows a translated
sentence example of ”Apakah anda bersedia untuk makan
dengan saya besok malam?” (meaning ”Would you like to
have dinner with me tomorrow night?”).

4.5. Speech Corpora Collection

For speech recording, 40 native speakers were participated.
Ten native speakers (5 males and 5 females) of each Ja-
vanese, Sundanese, Balinese, Bataks language, which orig-
inally came from ethnics of Java, Sunda, Bali, and North
Sumatra. Each speaker was asked to utter 325 sentences, in-
cluding 225 graphemically balanced sentences and 50 parallel
sentences (50 Indonesian sentences and 50 ethnic language
sentences). All speakers were requested to keep their accent
even during uttering Indonesian sentences. The Indonesian
utterances with Javanese, Sundanese, Balinese, Bataks ac-
cents are denoted as “ACC-JAW”, “ACC-SND”, “IND-BLI”,
and “IND-BTK”, respectively, while the utterances of Ja-
vanese, Sundanese, Balinese, Bataks languages are denoted
as “JAW”, “SND”, “BLI”, and “BTK”. The speech recording
was conducted in a sound proof room in Jakarta, Indonesia.
Speech was recorded into WAV file at a 48 kHz sampling
rate with 16 bits resolution. The sampling rate was later
down-sampled to 16 kHz for further experiments.

5. DEVELOPMENT OF GRAPHEME-BASED
SPEECH RECOGNITION SYSTEM

The large vocabulary speech recognition of standard Indone-
sian language (denoted as “IND”) was developed using both
daily news and telephone application tasks, while the speech
recognition of Indonesian ethnic languages were developed
using their specific ethnic language resources, including Ja-
vanese, Sundanese, Balinese, Bataks languages (denoted as
“JAW”, “SND”, “BLI”, and “BTK”). As the phoneme set of
ethnic languages are unknown, all models are develop based
on grapheme unit. We also build multilingual acoustic model
in which we pooled all data together and build one acoustic
model (denoted as “MLT”). The parameter set-up, acoustic
modeling, language modeling, pronunciation dictionary and
recognition accuracy are described more fully below.
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Table 2. Number of units and coverage rate of the training data resulting from the greedy search algorithm.

Graphame Javanese Sundanese Balinese Bataks
# Units Coverage # Units Coverage # Units Coverage # Units Coverage

Mono-grapheme 27 100% 27 100% 28 100% 23 100%
Left Bi-grapheme 487 86.50% 489 87.79% 441 82.28% 287 90.25%
Right Bi-grapheme 482 86.07% 487 87.59% 438 82.18% 285 90.19%
Tri-grapheme 3269 53.99% 3197 52.56% 2796 53.35% 1767 71.42%

Table 3. A translated sentence example of ”Apakah anda bersedia untuk makan dengan saya besok malam?” (meaning ”Would
you like to have dinner with me tomorrow night?”)

Languages Sentences
Indonesian Apakah anda bersedia untuk makan dengan saya besok malam?
Javanese Opo kowe gelem mangan bareng aku sesuk bengi?
Sundanese Dupi anjeun sanggem kanggo tuang sareng abdi enjing wengi?
Balinese Napikeh mresidayang ragane buin mani peteng ngajeng sareng tiang?
Bataks Boha molo rap marjobut hita masogot bot ari?

5.1. Front-End Processing

We trained the ASR systems based on weighted finite state
transducers (WFSTs) [21] using the Kaldi toolkit [22]. The
frontend provides features every 10ms with 25ms width. For
each utterances in the speech training data, 13 static mel-
frequency cepstral coefficients (MFCC) including zeroth or-
der for each frame are extracted and normalized with cep-
strum mean normalization.

To incorporate the temporal structures and dependencies,
9 adjacent (center, 4 left, and 4 right) frames of MFCCs are
stacked into one single feature vector leading to 117 dimen-
sional super vectors (9x13 dimensions). It then reduced to
an optimum 40 dimensions by applying a linear discriminant
analysis (LDA) and maximum likelihood linear transforma-
tion (MLLT)[23].

5.2. Model Training

All models are grapheme-based HMM with a standard three-
state left-to-right HMM topology without skip states. Each
grapheme is classified by its position in word (4 classes:
begin, end, internal and singleton). The context-dependent
cross-word trigraph HMMs was trained with GMM output
probability. This models totally include 15K Gaussians.

The dictionary of standard Indonesian, which is owned
R&D TELKOM, was derived from the daily news and tele-
phone application text corpus. It consists of about 40K words
in total, including 30K original Indonesian words plus 8K
people and place names and 2K foreign words. All pronunci-
ation of these words were manually developed by Indonesian
linguists. As for Javanese, Sundanese, Balinese and Bataks
ethnic languages, the dictionary was derived from the selected
text covering only about 2K words.

Using the SRILM toolkit [24], we built n-gram language
models with modified Kneser-Ney smoothing [25] from each
of the text corpora (standard Indonesian and ethnic lan-
guages). The resulting language model contains 19K trigrams
of Indonesian, about 4K trigrams of each ethic language.

5.3. Recognition Accuracy

In this experiments, we investigated the performance of ASR
systems on following test sets:

• Standard Indonesian test set (“IND”,“IND-JAW”,
“ACC-SND”, and “IND-BTK”) in which the speak-
ers utter the Indonesian sentences without any accent.

• Accented Indonesian test set (“ACC-JAW”, “ACC-
SND”, “IND-BLI”, and “IND-BTK”) in which the
speakers utter the Indonesian sentences with heavy
ethnic accent.

• Ethnic test set (“JAW”, “SND”, “BLI”, and “BTK”) in
which the speakers utter the sentences of ethnic lan-
guages.

First, we investigated the performance of ASR using only
standard Indonesian acoustic model on various test sets: stan-
dard Indonesian, accented Indonesian and ethnic Indonesian
test sets as shown in Fig. 2. The pronunciation dictionary and
language model were set-up based on the corresponding test
set. The performance of ASR using only Indonesian acoustic
model on standard Indonesian test set could achieve less than
1% WER as expected. But then, the performance degrades
on speech with heavy accents. Furthermore, it drops signif-
icantly up to more than 80% WER on ethnic test sets.
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Fig. 2. The performance of standard Indonesian ASR on var-
ious test sets: standard Indonesian, accented Indonesian and
ethnic Indonesian test sets.

Fig. 3. The performance of various ASR (IND, JAW, SND,
BTK, BLI, MLT) on standard Indonesian test set.

Next, Fig. 3, 4, and 5 show the comparison performance
between ASR systems that use standard Indonesian acous-
tic model (“IND”), ethnic-language-specific acoustic model
(“JAW”, “SND”, “BTK”, “BLI”) and multilingual acoustic
model (“MLT”), which were tested on standard Indonesian,
accented Indonesian and ethnic Indonesian test sets, respec-
tively. On standard Indonesian test set, the ASR with Indone-
sian acoustic model perform the best, while on accented In-
donesian test set, the ASR with multilingual acoustic model
perform the best. These results reveal that combining ethnic
speech data could improve the performance on heavily ac-
cented of Indonesian speech. However, the performance of
on ethnic test set is still very low, which is beyond 80% of
WER. In this case, the ASR systems with ethnic-language-
specific acoustic model still provide a better performance.
The best performances on ethnic test set were still achieved
by ethnic-language-matched acoustic model. This may indi-
cate that the acoustic characteristics of Indonesian are quite

Fig. 4. The performance of various ASR (IND, JAW, SND,
BTK, BLI, MLT) on accented Indonesian test set.

Fig. 5. The performance of various ASR (IND, JAW, SND,
BTK, BLI, MLT) on ethnic test set.

different from the acoustic characteristic of those ethnic lan-
guages. Therefore, finding optimum way to combine various
different acoustic speech may be necessary.

6. CONCLUSION

We have presented the collection of Indonesian ethnic speech
corpus, which includes Javanese, Sundanese, Balinese, and
Bataks spoken languages. This includes 225 graphemically
balanced sentences and 50 parallel sentences. We have also
presented the current state of ASR system development for
Indonesian ethnic languages. The results reveal that the ASR
system with multilingual acoustic model could improve the
performance on heavily accented of Indonesian speech, but
not on ethnic language speech. This may indicate that the
acoustic characteristics of Indonesian are quite different from
the acoustic characteristic of those ethnic languages. The
best performances on ethnic test set were still achieved by
ethnic-language-matched acoustic model. In the future, we
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will investigate other techniques to combine various differ-
ent speech acoustic of those ethnic languages, such the use of
multilingual multilayer perceptron.
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ABSTRACT

Luxembourgish, embedded in a multilingual context on the
divide between Romance and Germanic cultures, remains
one of Europe’s under-described languages. In this paper, we
propose to study acoustic similarities between Luxembour-
gish and major contact languages (German, French, English)
with the help of automatic speech alignment and recognition
systems. Experiments were run using monolingual acous-
tic models trained on German, French and English together
with (i) “multilingual” models trained on pooled speech
data from these three languages, or with (ii) native Luxem-
bourgish acoustic models from 1200 hours of untranscribed
Luxembourgish audio data using unsupervised methods. We
investigated whether Luxembourgish was globally better
represented by one of the individual languages, by the multi-
lingual model or by the native (unsupervised) model. While
German provides globally the best acoustic match for native
Luxembourgish, detailed analyses reveal language-specific
preferences, in particular English and Luxembourgish models
are preferred on diphthongs. The first ASR results illustrate
the accuracy of the various sets of supervised monolingual
and multilingual models versus unsupervised Luxembourgish
acoustic models. The ASR word error rate is progressively
reduced from 60 to 25% on the development data set by un-
supervised training of larger context-dependent models on
increasing anounts of audio data.

Index Terms— under-resourced languages, languages in
contact, Luxembourgish, language similarity, acoustic mod-
eling, multilingual models, large vocabulary speech recogni-
tion, forced alignment, unsupervised training.

1. INTRODUCTION

Luxembourg, a small country of less than 500,000 inhabitants
in the center of Western Europe, is composed of about 60%
of native inhabitants and 40% of immigrants. The national
language, Luxembourgish ("Lëtzebuergesch"), has only been
considered as an official language since 1984 and is spoken by
natives [1]. The immigrant population generally speaks one
of Luxembourg’s other official languages: French or German.
Recently, English has joined the set of prestigious languages
of communication, mainly in professional environments.

As pointed out by [2] and [3], Luxembourgish may be
considered as a partially under-resourced language, due to
the fact that the written production in Luxembourgish re-
mains low even though progress can be observed in recent
years. In particular, beyond an increasing literary produc-
tion in Luxembourgish, new communication media like in-
ternet (blogs, social media, news, comments, emails) and
smartphones (SMS) foster written production in native Lux-
embourgish. We may notice an increase in production of
Luxembourgish news and commentaries (e.g. www.rtl.lu)
and linguistic knowledge and resources, such as lexica and
grammars, however, their overall status is certainly lower
than for major Western European languages. Although Un-
esco has classified Luxembourgish as a vulnerable language
in 2009, other sources tend to be more optimistic about the
development and liveliness of Luxembourgish: the number
of speakers (as first and second language) seems to be in-
creasing as well as the volume of written production, even
though this production is poorly normalised. As a matter
of fact, written Luxembourgish is not systematically taught
to children in primary school: German is usually the first
written language learned, followed by French. Moreover,
writing conventions are extremely liberal and respectful of
pronunciation variation.

This paper is a follow-up study of our earlier work which
aims at taking Luxembourgish on board as an e-language:
an electronically searchable spoken language. In support of
this goal, Luxembourgish was added to the list of the Euro-
pean languages of the QUAERO1 project with the agenda of
developing and evaluating an automatic speech transcription
system before the end of the project (end of 2013). We re-
port on part of this work here, putting our focus on acoustic
modelling of Luxembourgish. We compare different sets of
acoustic models: seed models derived from major Western
European languages in contact with Luxembourgish, namely
German, French and English and native Luxembourgish mod-
els estimated via an unsupervised training process [4]. The
main research issues we aim to address here are the follow-
ing:

1. how do the unsupervised native Luxembourgish mod-
els compare to the supervised monolingual imported

1www.quaero.org
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(German, French, English) models and the multilingual
models (from pooled audio data of the three languages)
in a multiple choice forced alignment setup?

2. how do the unsupervised native Luxembourgish models
perform in automatic speech transcription?

With respect to question (1), we expect that for some classes
of consonants, such as unvoiced plosives (/p/, /t/ and /k/)
which occur both in Luxembourgish and the three consid-
ered contact languages, the supervised German, French and
English models cover well the Luxembourgish productions
and might be preferred to the unsupervised Luxembourgish
models during forced alignment, and this even more so as
unsupervised training introduces some labelling and segmen-
tation noise to the training data. However, Luxembourgish
specific phonemes (e.g. /I@/ and /Ú@/) which are not in the
other languages’ inventories might be better represented by
the native models.

Question (2) relates to a more general question of achieved
acoustic model accuracy when using an unsupervised train-
ing framework. Will we be able to achieve low word error
rates, where by low we mean comparable to other European
languages on similar data sets. The issue of Luxembourgish
may be considered as particularly challenging as the degree
of standardisation of both spoken and written language can
be considered as rather weak and as Luxembourgish is influ-
enced by the practised contact languages.

These issues have important implications for acoustic
modeling in automatic speech recognition and in handling
pronunciation variants. In a longer term view, the reported
work may also have implications on foreign language teach-
ing and learning, as the proposed multilingual forced align-
ment gives estimates of acoustic distances between similar
phonemes of different languages.

The next section provides a rapid overview of the phone-
mic inventory of Luxembourgish and its correspondance with
the three considered contact languages (German, French, and
English). Section 3 presents the different types of acoustic
models used in the alignment experiments. Section 4 gives
an overview of the multilingual forced alignment process and
corresponding results are shown in Section 5. The second re-
search issue is addressed in Section 6. Finally, Section 7 sum-
marizes the results and discusses future challenges for speech
technology and linguistic studies of Luxembourgish.

2. PHONEMIC INVENTORY OF LUXEMBOURGISH

The adopted Luxembourgish phonemic inventory includes a
total of 60 phonemic symbols including 3 extra-phonemic
symbols (for silence, breath and hesitations). Table 1 presents
a selection of the phonemic inventory together with illustrat-
ing examples (see [1, 5] for more information on the phone-
mic inventory of Luxembourgish). Luxembourgish is char-
acterized by a particularly high number of diphthongs. To

Carrier word (Eng) Lux Fre Ger Eng
ORAL VOWELS

liicht (light) i i i i
liddereg (lazy) I i I I

Leed (suffering) e: e e: e
DIPHTHONGS

léien (to tell lies) eI< e e e
lounen (to hire) OÚ< o o o
liewen (to live) I@< i I I

luewen (to praise) Ú@< u Ú Ú
CONSONANTS

Pad (path) p p p p
Schoul (school) S S S S

Gilet (waistcoat) Z Z Z Z

Table 1. Sample cross-lingual phoneme mappings: Lux. tar-
gets mapped to same or similar phonemes in 3 contact lan-
guages (Fre, Ger, Eng).

minimize the phonemic inventory size, we could have cho-
sen to code diphthongs using two consecutive symbols, one
for the nucleus and one for the offglide (e.g. the sequence
/A/ and /j/ for diphthong AI<). We preferred, however, the op-
tion of coding diphthongs and affricates using specific unique
symbols. Given the importance of French imports, nasal vow-
els were included in the inventory, although they are not re-
quired for typical Luxembourgish words. Furthermore, na-
tive Luxembourgish makes use of a rather complex set of
voiced/unvoiced fricatives.

3. ACOUSTIC MODELS FOR LUXEMBOURGISH

The need to develop acoustic models for under-resourced lan-
guages has already been addressed in previous research [6, 7].
In the current study, we use several types of acoustic models
trained either from audio data from one the three contact lan-
guages, from the pooled audio data of these three languages,
or from Luxembourgish audio data. Whereas the models from
the contact languages’ data were trained using manual tran-
scriptions (supervised mode), the native Luxembourgish data
were trained from automatically transcribed data. For more
details on the unsupervised Luxembourgish models, please
refer to Section 6.

In this section, we provide some more details about the
three sets of context-independent acoustic models borrowed
from each of the three well-resourced contact language (Ger-
man, French , English) as described in [7]. The models
were trained on manually transcribed audio data (between
40 and 150 hours) from a variety of audio sources, using
language-specific phone sets. The amount of data used to
train the native acoustic models and the number of phonemes
per language are given in Table 2 (left). Each phone model
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#native training #Pseudo-Lux.
Language phon. data (h) ac. models
English 48 150 60
French 37 150 60
German 49 40 60
Pooled - 340 60

Table 2. Phoneme and training data information (in hours)
for (supervised) monolingual acoustic models from English,
French, German and the multilingual (from pooled audio
data) acoustic models.

is a tied-state left-to-right, 3-state CDHMM with Gaussian
mixture observation densities (typically containing 64 com-
ponents). The three sets of pseudo-Luxembourgish acoustic
models, each including 60 phones correspond to the English,
French and German models and mapping the Luxembourgish
phonemes to a close equivalent in each of the contact lan-
guages’ model sets. Table 1 shows a sample of the adopted
cross-lingual mappings that were used to initialize the mono-
lingual models for Luxembourgish. Some symbols are used
several times for different Luxembourgish phonemes. For
Luxembourgish diphthongs that are missing in the other lan-
guages, phonemes corresponding to the nucleus vowel were
chosen. An additional set of multiligual acoustic models was
trained using the pooled German, French and English audio
data that were labeled using their respective IPA correspon-
dances (as exemplified in Table 1).

4. MULTILINGUAL FORCED ALIGNMENT

A forced alignment process was used to investigate whether
Luxembourgish was globally better represented by one of the
individual contact languages (German, French or English), by
the multilingual model stemming from the pooled audio data
or by the native (unsupervised) Luxembourgish model. The
forced alignment process was adapted to enable each spoken
word and even each sound to be aligned with the acoustic
model of the best matching language.

Figure 1 shows the implementation of this process via
multiple pronunciations in the lexicon. Each phonemic posi-
tion in a pronunciation may be modeled via a corresponding
acoustic model of any type of the available acoustic model
sets. The forced alignment consists in selecting the best
matching path across the trellis, and each state of this path
will indicate the best matching model type (English, French,
German, Pooled or Luxembourgish). Similarities between
Luxembourgish and a neighboring language can then be ex-
pressed as percentages of aligned segments per language.
Even more specifically, we can explore language similarities
for individual phonemes or phonemic classes (e.g. unvoiced
plosives, diphthongs).

Fig. 1. Multiple choice forced alignment setup: the pro-
nunciation of each word is represented by a fully connected
trellis. In the example word Pad (Eng.: path), its underly-
ing phonemes (here /pad/) can be realised via either English,
French, German or other (supervised pooled vs unsupervised
Luxembourgish) models.

5. SIMILARITY RESULTS ON PHONE SEGMENTS

This section reports some of the alignment results.

5.1. Luxembourgish speech data

Forced alignments were carried using 80 minutes of manually
transcribed speech from the House of Parliament (Chamber
debates (70’) and from news (10’) broadcast by RTL, the Lux-
embourgish radio and TV broadcast company [2]. The de-
tailed manual transcripts include all audible speech events, in-
cluding disfluencies and speech errors. These verbatim tran-
scripts were checked against the resulting word lists for errors
and orthographic inconsistencies. The corpus includes a total
of 56,000 phone segments.

5.2. Results

In earlier investigations [7], a language change in acoustic
models was permitted only on word boundaries. In that case,
a clear preference for the” German” acoustic models could be
noticed with more than 50% of phone segments aligned with
the acoustic models arising from the German audio data. As
described in section 4, the language identity of the acoustic
models may change at any phone segment boundary here. As
a result, a large number of language switches between model
sets are observed. The German models are less used. How-
ever, in all explored alignment conditions (three sets of mod-
els trained with monolingual English, French and German
data, or adding also a fourth acoustic model set trained with
the pooled audio data or the native Luxembourgish models
stemming from unsupervised training), the German models
are always globally at rank one. In the alignment condition in-
cluding the pooled model set (see Figure 2 left), German mod-
els are aligned with 36% of segments, followed by the English
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overall (27 ; 27 ; 10 ; 36) UV plosives (28 ; 25 ; 9 ; 38) /Ú@/ (9 ; 76 ; 3 ; 12) and /I@/ (48 ; 20 ; 5 ; 27)

Fig. 2. Rates of aligned segments per model type (represented as pie charts). The off-set slice corresponds to the multilingual
Pooled model (in red) followed by English (green), French (blue) and German (magenta) in counter-clockwise order. The
different pie charts give from left to right: overall rates, rates for unvoiced plosives, rates for the two diphthongs /Ú@/ and /I@/.

overall (25 ; 29 ; 13 ; 33) UV plosives (17 ; 33 ; 11 ; 39) /Ú@/ (65 ; 27 ; 3 ; 5) and /I@/ (67 ; 14 ; 9 ; 10 )

Fig. 3. Rates of aligned segments per model type (represented as pie charts). The off-set slice corresponds to the unsupervised
Luxembourgish model (in red) followed by English (green), French (blue) and German (magenta) in counter-clockwise order.
The pie charts give from left to right: overall rates, rates for unvoiced plosives, rates for the two diphthongs /Ú@/ and /I@/.

set (27%) and the pooled model set (27%). The French mod-
els are used only for 10% of the segments on average. When
replacing the pooled acoustic model set by the native Luxem-
bourgish set (see Figure 3 left), overall rates remain very sim-
ilar (German: 33%, English: 29%), Luxembourgish: 25%,
French: 13%). An overall preference for Germanic languages
and in particular for the German language can be observed for
Luxembourgish speech. This result is in agreement with the
postulated influence of typological distance.

To explain the disappointingly low rate for native Luxem-
bourgish models (25%), further investigations are required.
However, we may suggest a lower acoustic-phonetic resolu-
tion here due to combined methodological and linguistic fac-
tors ranging from unsupervised phone labeling and segmen-
tation to high rates of dialectal and idiosyncratic pronuncia-
tion variation in Luxembourgish. By contrast, a potential pho-
netically interesting implication is then that the (supervised)
acoustic models may hold across languages for a large range
of IPA phone symbols with a relative high cross-language va-
lidity. This hypothesis is further explored on a more detailed
phonemic basis using the class of unvoiced plosives present
in the four considered languages and two (/Ú@/ and /I@/) diph-
thongs which are considered specific for Luxembourgish (not
considered to be part of the other languages’ phonemic in-
ventories). The achieved rates of the pooled and the native
Luxembourgish models will give an indication of the match-

ing accuracy between Luxembourgish speech and the contact
languages’ monolingual models.

5.2.1. Symbols shared among languages: plosives

The plosives /p/, /t/ and /k/ exist in the four languages. As
Luxembourgisch is considered a Germanic language, we may
hypothesize that plosives be realized similar to German and
English. We may thus expect a stronger burst than in French
plosives and positive VOTs. If major acoustic correlates are
shared with German and English rather than with French, then
plosive segments should be aligned with German or English
models rather than with French ones. Detailed results are
shown in the second pie charts (from left) of Figures 2 and 3.
Results here are very close to the previous overall configura-
tion. Segments are mainly aligned using German and English
models. When using the Luxembourgish models instead of
the pooled models, the share of the pie charts’ off-set slice
decreases from 28% to 17%, which can be interpreted as a
relatively weak match of the unsupervised native models as
compared to the contact languages’ supervised models. In
the present state, unvoiced plosives are better modelled by the
contact languages than by Luxembourgish models.
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5.2.2. Approximate symbol mapping: diphthongs

The Luxembourgish phonemic repertoire includes a large
number of diphthongs. Here we focus only on the two /Ú@/
and /I@/ diphthongs considered as Luxembourgish-specific.
Detailed results are shown for /Ú@/ and /I@/ in the two pie
charts in the right of Figures 2 and 3. In the pooled model
condition (Figure 2), either English alone (for /Ú@/) or En-
glish and pooled models (for /I@/) account for about 75% of
the segments. When introducing the Luxembourgish models
(Figure 3), the segments corresponding to the two diphthongs
are aligned with the Luxembourgish acoustic model for about
65% of the occurrences. This result highlights that the Lux-
embourgish models do capture acoustic-phonetic specificities
quite well and that they are largely chosen, when the corre-
sponding models of the competing languages provide only an
approximate match.

Further investigations about the accuracy of the unsuper-
vised acoustic Luxembourgish models are carried out in the
next section on automatic speech recognition.

6. AUTOMATIC SPEECH RECOGNITION IN
LUXEMBOURGISH

First results of large vocabulary continuous speech recogni-
tion (LVCSR) for Luxembourgish were presented in [8] on
set of manually transcribed data (70 minutes from CHAMBER
and 10 minutes from RTL). The word error rates (WER) were
in the range of 55 to 70% on a set of manually transcribed
date (70 minutes from CHAMBER and 10 minutes from RTL).
These initial recognition experiments supported the observa-
tions presented in the previous sections, that the German lan-
guage provides the closest match to Luxembourgish, followed
just behind by the pooled models, then English and finally
French. However, in order to obtain recognition word error
rates close to those reported for other European languages,
it is necessary to estimate the acoustic models on substan-
tially more audio data. Unfortunately, however, no speech
corpora with manual transcripts are available for Luxembour-
gish. Therefore it was decided to apply the semi-supervised
acoustic model training developed in [4]. The acoustic mod-
els used in the above alignment experiments can serve as ini-
tial models for the process, having recognition error rates of
the same order of magnitude as the models used to initialize
the semi-supervised acoustic model training developed in [4].
The basic idea is to iteratively automatically transcribe a large
volume of Luxembourgish speech data, providing indirect su-
pervision via the language model. The transcripts generated
in one iteration serve as references for the next, and used for
’pseudo-supervised’ acoustic model training. The new mod-
els are then used to decode a larger set of audio. At each
iteration more accurate acoustic models can be trained (more
contexts, more Gaussians). There have been a number of pro-
posed variants for unsupervised training – the number of iter-

ations, the use of filtering or confidence scores, the amount of
data used in each iteration is largely empirical [4, 9, 10, 11].
Here we adopt the strategy recently applied in the Quaero
project to develop models for the Latvian language [12].

6.1. Speech corpus

As part of the Quaero project we collected a large quantity
of speech data in Luxembourgish. It consists of audio data
downloaded from the Web in 2012 and 2013, mainly from the
RTL channel (flash news, 1000 hours), but also from other
sources (Radio100.7, 15 hours; talk shows, 5 hours, . . . ). In
total about 1600 hours of audio were collected and were partly
used for unsupervised training of acoustic models in Luxem-
bourgish. The development data (196 min) used to evaluate
the ASR is the official Quaero data sets for which manual
reference transcriptions were created by the data annotation
team. The development data ses comes from the same sources
as the those in the training set.

6.2. Language model development

We collected different Luxembourgish texts, some described
in [2] and others newly collected from the web. The texts
belong to 3 domains:

1. ’New/information’ related written sources:

• RTL2008: old RTL data (2008 and earlier) manu-
ally filtered.

• RTL2012: Web sites affiliated to RTL (collected in
2012).

• WIKIPEDIA: Luxembourgish Wikipedia.

• MISC: miscellaneous reports, books, reviews
. . . collected on the web.

2. Oral transcriptions:

• CHAMBER: bona fide transcriptions [13] of the
Luxembourgish Parliament debates.

3. Social media:

• BLOGS: 90 blogs (out of 400 preselected Luxem-
bourgish blogs).

• BLOGS_COMMENT: user comments from the se-
lected blogs.

6.2.1. Filtering heterogeneous multilingual data

A stochastic language identification system [14] was used to
efficiently filter Luxembourgish texts from those in the Ger-
man, French and English languages in order to process het-
erogeneous multilingual texts such as are typically harvested
from the Web.
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The volume of raw texts and of filtered texts are summa-
rized in Table 3. The amount of rejected data (average 33%)
strongly depends on the source as expected: for WIKIPEDIA

only 3% of the data were rejected2, while 68% of the Luxem-
bourgish BLOGS were not written in Luxembourgish, accord-
ing to the automatic identification system, even though only
the blogs (90 out of 400) with a significant part of written
Luxembourgish were kept. 27% of the CHAMBER texts were
also rejected: beyond transcripts in French language due to
occasional switches to French language in oral debates, this
rather high rejection rate is due to the presence of reports writ-
ten in French. After filtering, the amount of Luxembourgish-
labeled data sums to over 34 Mwords, with an average rejec-
tion rate of 33% of the raw texts.

source size size %rejected
RTL2008 611 607 <1
WIKIPEDIA 3603 3483 3
RTL2012 10,307 7948 23
BLOGS_COMMENTS 3106 2386 23
CHAMBER 22,110 16,108 27
MISC 1677 855 49
BLOGS 10,243 3265 68
total 51,657 34,653 33

Table 3. Text size (in thousands of words). (left) Raw texts
per data source (7 sources, totaling 51Mwords) (right) Lux-
embourgish text sizes and percentages of rejected texts.

6.2.2. Effect of filtering on word list and language model

Both the raw and filtered texts were used to build and compare
word lists and language models, using the methods described
in [2]. The 200k most probable words were selected from the
7 Web data sources, so as to minimize the unigram perplex-
ity. An OOV (Out of Vocabulary) rate of 2.35% was achieved
with the filtered sources, to be compared to an OOV rate of
3.23% with the raw texts (28% relative improvement). With
respect to the language model, the best interpolated 3-gram
model gives a dev set perplexity of 369.35 with the filtered
sources (387.20 without filtering, +5%). Due to filtering,
the OOV rate exhibits a large improvement, with a more lim-
ited gain for the language models. This is generally observed
when the amount of texts is insufficient: filtering improves
the precision of the word list, however the negative impact
on perplexity of filtering out few correct Luxembourgish n-
grams counterbalances the positive impact of improving the
precision.

2some residual non-Luxembourgish languages such as ancient Greek was
rejected because of its special coding alphabet

6.3. Acoustic model development for Luxembourgish

The unsupervised acoustic models training process can be
summarized as follows:

• Context-independent (CI) acoustic seed models were
taken from available sources as seed models. Based
on the alignment experiments it was decided to use the
pooled acoustic models for initialization.

• The CI acoustic models are used, together with the pro-
nunciation lexicon and language models, to decode a
portion of training acoustic data.

• The resulting transcriptions are then used to segment
and train a set of context-dependent (CD) acoustic
models on the transcribed data.

• These steps are repeated increasing the amount of audio
and size of the acoustic models.

The first decoding was carried out using acoustic mod-
els trained on pooled data from 3 languages (French, German
and English) [8]. In the first 3 iterations, decoding was done
with models using plpf0 features, whereas the last decoding
was done using models with mlpplpf0 features (the MLP fea-
tures from the German STT system were used for Luxem-
bourgish). In each iteration the amount of untranscribed data
was roughly doubled.

The acoustic models are tied-state, left-to-right 3-state
HMMs with Gaussian mixture observation densities (typ-
ically 32 components). The triphone-based phone models
are word-independent, but position-dependent. The states
are tied by means of a decision tree to reduce model size
and increase triphone coverage. Since priori experience with
unsuperviced acoustic model training for other languages
typically had similar results with gender-independent and
gender-dependent models, in these experiments only gender-
independent models were estimated and tested.

Table 4 summarizes the audio data used in successive
acoustic models sets along with the model sizes. The last col-
umn reports the word error rate on the Quaero development
data set. The upper part of the table gives the initial word
error rates for four different sets of context-independent seed
models. The WER is about or above 70% for all four sets.
Although the German seed models had a slightly lower WER,
the multilingual pooled models were used for initialization.

The lower part of the table reports WER with increasingly
accurate Luxembourigh acoustic models. The entries two Un-
sup1 compare the error rates obtained by simply increasing
the number of modeled contexts from 7k to 22k, with 80 hours
of audio data. The audio data is roughly doubled for Unsup2,
with a relative error rate reduction of 11%. A smaller im-
provement (3%) is observed in the next iteration (Unsup3),
and 6% with the MLP parameters for Unsup3. The Unsup3-
mlp system was used for our submission in the Quaero 2013
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Models # contexts #hours WER(%)
Seed models (Eng) 63 200h 75.6
Seed models (Fre) 63 300h 70.8
Seed models (Ger) 63 52h 61.8
Seed models ) 63 552h 64.4
(pooled EFG)
Unsup1 7k 80h 33.6
Unsup1 22k 80h 33.2
Unsup2 31k 193h 29.3
Unsup3 39k 500h 28.4
Unsup3, mlp 39k 500h 27.4
Unsup4, mlp 51k 1200h 25.6

Table 4. WER for different acoustic models for Luxembour-
gish on the Quaero development data set.

evaluation. After the evaluation, a larger set of 1200 hours of
data were transcribed using the Unsup3-mlp models, resulting
in a 25.6% WER on the development data.

Figure 4 summarizes the recognition results. The left
part of the figure shows the results with the non-native acous-
tic models (French, English, German and Pooled). The error
rates range from 62 to 75%. The right part of the figure shows
the WER as a function of the acoustic model size in terms
of the number of modeled phone contexts (ranging from 7k
to 51k). The light pink circles indicate the size of the audio
training corpus, ranging from 80 hours to 1200 hours.

7. SUMMARY AND PROSPECTS

We proposed to study acoustic similarities between Lux-
embourgish and major contact languages (German, French,
English) with the help of automatic speech alignment and
recognition systems. The multilingual context in Luxem-
bourg with three official languages (Luxembourgish, German,
French) and an increasing influence of English in professional
environments offers an interesting testbed to crosslingual and
multilingual explorations. The present work focused on the
issue of producing acoustic models for automatic speech
alignment and recognition in Luxembourgish, a language
with strong Germanic and Romance influences. A phonemic
inventory was defined and linked to inventories from major
neighboring contact languages (German, French and En-
glish), using the IPA symbol set. For each of these languages,
acoustic seed models were composed using monolingual
German, French or English acoustic model sets. Multilingual
models were trained using the corresponding pooled audio
data and their use during alignments was contrasted with
unsupervised native Luxembourgish models. To this end,
a multilingual forced alignment process was setup enabling
an acoustic model type (of language identity) switch at any
phonemic position in pronunciations during the alignment
process. The language identity of the aligned acoustic mod-
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Fig. 4. WER with multilingual exogeneous acoustic mod-
els (left) and endogeneous (Luxembourgish) acoustic models
(right). The disc around each result represents the speech data
training size.

els provides information about the overall acoustic adequacy
of both the cross-language phonemic correspondances and
the acoustic models. Furthermore, some information can be
gleaned on inter-language distances.

We may now come back to our initial research question
of how the unsupervised native Luxembourgish models com-
pare to the supervised monolingual seed (German, French,
English) models and the pooled models in a multiple choice
forced alignment setup. First, in the pooled model condition,
it was shown that the Germanic acoustic seed models pro-
vided the best match with 36% of the aligned segments using
German seeds, 27% using the English ones and another 27%
for the pooled models. Only 10% used the French acoustic
models. Since Luxembourgish is considered a Western Ger-
manic language close to German, this result is in line with
its linguistic typology. When replacing the pooled models
by the Luxembourgish ones, the overall aligned segment rate
remains almost fixed (dropping slightly from 27% to 25%).
This result is surprising and somewhat disappointing: our
unsupervised acoustic models do not outperform the mod-
els from the other languages on a global basis. However,
large differences may be observed depending on phonemic
identity. The good news is that the more Luxembourgish-
specific the phonemic label, the higher the Luxembourgish
alignment rates are. For instance, the Luxembourgish un-
supervised models cover only 17% of the unvoiced plosives
(vs. 28% for the pooled models), while a strong preference
(over 60%) may be noted for the Luxembourgish models of
the most specific /I@/ and /Ú@/ diphthongs. The fact that mod-
els built upon exogeneous multiple languages (some with a
high linguistic proximity with Luxembourgish) obtain about
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the same coverage as endogeneous models, justify the use
of pooled models as seed models for unsupervised training.
Futhermore, the pooled model rates give an indicative mea-
sure of match/mismatch between the acoustic realisations of a
given pair of phonemes between source and target languages.
As a perspective, we propose to enhance this measure to pro-
vide help for foreign language learning, elaborating lists of
potentially difficult phonemes given L1/L2 pairs.

Finally, we addressed the issue of unsupervised native
Luxembourgish models performance in automatic speech
transcription. ASR results are provided on the official Quaero
development set using a language model obtained by filter-
ing the web data with a stochastic language identification
system and unsupervised acoustic model training. Our ap-
proach accounts for the lack of reliable written resources to
develop word lists and language models and takes benefit of
the acoustic proximity with other languages to build acoustic
seed models for unsupervised training. We have shown that
this approach is efficient to build competitive systems for
under-described languages. To the best of our knowledge,
the final WER of 25.6% which already compares well to
other European languages, is the best ever achieved result in
Luxembourgish.
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Abstract
This paper demonstrates the application of Intrin-

sic Spectral Analysis (ISA) for low-resource Auto-
matic Speech Recognition (ASR). State-of-the-art speech
recognition systems that require large amounts of task
specific training data fail to reliably model feature dis-
tributions in resource impoverished settings. We address
this issue by approaching the problem in the front-end,
where we can learn an intrinsic subspace that can re-
place the traditional feature space like mel frequency cep-
stral coefficients (MFCC). We use ISA features for under-
resourced settings to model the acoustic feature distri-
bution with less complexity. We also propose to com-
bine intrinsic features with extrinsic ones to take advan-
tage of both subspaces. Experimental results for a phone
recognition task on the Afrikaans language show that a
combination of the intrinsic subspace and extrinsic sub-
spaces provides us with improved performance compared
to conventional features.
Index Terms: low-resource speech recognition, mani-
fold learning, intrinsic spectral analysis

1. Introduction
Over the past four decades, most efforts in the realm of
speech recognition were focused on a very small num-
ber of languages spoken by a large number of speakers,
and the dominant strategy has relied on the availability
of substantial language-specific transcribed speech and
text data. However, when forced to deal with limited re-
sources, conventional acoustic modeling techniques per-
form very poorly. With more widespread use of voice
technology, developing ASR systems for under-resourced
domains or languages has become of great interest in re-
cent years [1] [2].

An extensive amount of study has been conducted
to improve the accuracy of speech recognizers in low-
resource conditions, and several strategies have been pre-
viously proposed. One group of approaches deal with
cross-lingual acoustic modeling to port information from
one or more source language systems which are built
using larger amounts of training data, in order to build
a recognizer for an under-resourced target language [3]
[4]. To this end, acoustic modeling techniques capa-
ble of exploiting out-of-language data such as Kullback-

Leibler divergence based HMM (KL-HMM) [5], Tandem
[6] or Subspace Gaussian mixture models (SGMMs) [7]
have been developed and extensively used [4]. Moreover,
training data-driven feature front-ends, in which a multi-
layer perceptron (MLP) trained on large amounts of task
independent data plays a key role has also been proposed
[8].

A less studied alternative approach to accommodat-
ing low resource language scenarios moves the focus to
feature transformations in the front-end, where we can
train more reliable models with less data. Principal com-
ponents analysis (PCA) and Linear discriminant analy-
sis (LDA) are commonly used linear methods. However,
speech production mechanisms imply that our vocaliza-
tions are approximately restricted to a low-dimensional
manifold embedded in a high-dimensional space [9] [10].
Manifold learning methods have been widely used to
learn nonlinear projection maps that recover the under-
lying configuration space. The applicability of this class
of techniques in the speech community was first proposed
in [10] by introducing Intrinsic Spectral Analysis (ISA).

Intrinsic Spectral Analysis is the extension of Lapla-
cian Eigenmaps in the framework of unsupervised man-
ifold regularization [11], which naturally deals with out-
of-sample data and also results in feature reduction. ISA
has been compared with traditional front-ends in high re-
source speech recognition [12] [13]. The utility of ISA on
a completely unsupervised task of spoken term discovery
was also investigated in terms of zero resource speech
recognition [12]. In the low resource regime, however,
the performance of ISA features has not been investi-
gated.

Intrinsic components can discriminate between natu-
ral classes of speech sounds [13]. Improved linear sepa-
rability implies that acoustic modeling may be achieved
with less complexity and less training data. In the case
of Gaussian mixture monophone or triphone models, im-
proved linear separability may reduce the number of mix-
ture components required. Moreover, an ISA-based clas-
sification task showed that the accuracy of a system using
ISA features is different from that of a system using cep-
stral features [14]. This suggests that a combination of
both feature styles might be even better. In this paper we
address this issue.

The remainder of this paper is structured as follows:
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Section 2 contains a brief review of the theoretical back-
ground of Intrinsic Spectral Analysis and the data selec-
tion method we proposed in [14]. Section 3 describes the
utility of ISA features for low-resource settings. Then
the database we used is explained in section 4. Section
5 presents experimental results, and finally we have con-
cluding remarks.

2. Background
2.1. Intrinsic Spectral Analysis

Given a set of data points X = [x1, x2, ..., xn] in
RH sampled from a manifold M, we first construct an
undirected adjacency weighted (or binary) graph G =
(X,W) with one vertex per data point. We put an edge
between node i and j if xi is among κ nearest neigh-
bors of xj (or vice versa). W ∈ Rn×n is the similar-
ity matrix whose ijth element, wij , represents the sim-
ilarity between xi and xj . We use the gaussian simi-
larity function, wij = exp(−‖xi − xj‖2/2τ2), to ex-
ploit more structural information [14]. We then define
the graph Laplacian matrix L = D − W, where D is di-
agonal with Dii =

∑n
j=1 wij . In this paper we use nor-

malized Laplacian matrix: Lnorm = D−1/2LD−1/2 =
I − D−1/2WD−1/2, where I is the identity matrix, as it
has some nice properties [15].

In Laplacian Eigenmaps, the graph Laplacian is used
to approximate the intrinsic coordinates for the manifold
[16]. However, this method is limited to the eigen func-
tions of the graph and not the entire manifold. Intrinsic
Spectral Analysis approaches out-of-sample data by in-
troducing a modified variant of the unsupervised mani-
fold regularization algorithm

f∗ = argmin
f∈HK

‖f‖2
K + ξfT Lf (1)

Where f is a projection to intrinsic bases, HK is the Re-
producing Kernel Hilbert Space (RKHS) for some posi-
tive semi-definite n × n kernel function K, and L is the
graph Laplacian, f = [f(x1), f(x2), ..., f(xn)]T is the
vector of values of f for the training data. ξ is the pa-
rameter which makes the balance between extrinsic and
intrinsic smoothness of the functions. The lth component
of the solution to this optimization problem, based on the
RKHS representer theorem, can be expressed as

f∗
l (v) =

n∑

i=1

al
iK(xi, v) (2)

al ∈ Rn is the lth eigenvector (sorted by eigenvalue) to
the following generalized eigenvalue problem

(I + ξLK)a = λKa (3)

In this paper, we always use a Radial Basis Function
(RBF) kernel: K(y, x) = exp(−‖y − x‖2/2σ2).

2.2. Data Selecetion

Classical manifold learning methods need to store a n×n
Laplacian matrix and to compute an eigendecomposition.
This can be problematic for large-scale data (large n).
Approximations such as the Nyström method can be used
to solve a reduced eigenvalue problem and to approxi-
mate the full-size eigenvectors solution [17]. These tech-
niques typically use random subsampling which may lead
to choosing a subset of data points that do not represent
the underlying structure of the data. We proposed to use
quadratic Renyi entropy to find a proper subset being well
representative of manifold structure [14]; we will review
this approach in this section briefly.

Considering Dfull as a full dataset, we seek to find a
subset, D, with much smaller number of data points and
well representative of the structure of data. To this end,
we select a subset of m samples, and then maximize the
nonparametric estimation of the quadratic Renyi entropy
for the subset using RBF kernel as has been discussed in
[18].

E(D, ρ) = − log
∫

p(x)2dx ≈ − log(
1

m2
1T

mK1m)

(4)
Where 1m is a vector of m ones and K is the m × m
RBF kernel matrix with parameter ρ. This criterion can
be maximized iteratively in a greedy manner as explained
in [14]. We use Silverman’s rule [19] to find an appropri-
ate kernel parameter:

ρ = δ[
4

(2H + 1)nc
][1/(H+4)] (5)

Where H is the dimension of data, δ is the sum of diag-
onal elements in the covariance matrix of data in Dfull,
and nc is the number of data points in Dfull.

The greedy method we used in [14] is based on the
substitution of one datapoint with the other; however, for
the selection of large number of points we can select a
small subset in each iteration.

3. ISA for low-resource settings
Short-term spectral-based (typically cepstral) features
such as MFCC or PLP are typically non-Gaussian, and
are most often modeled by mixtures of Gaussians. Thus,
we need many Gaussian mixtures to effectively model the
feature distribution. On the other hand, ISA is effective at
modeling unknown distributions by recovering the non-
linear articulatory parameter space. The numerical corre-
lation between the distinctive features and intrinsic spec-
tral components is studied in [13]. This implies that in-
dividual intrinsic coordinates can be understood accord-
ing to some broad phonetic class distinction and separate
natural classes of speech sounds with no supervision. Al-
though the ISA interpretation cannot be formally devel-
oped for all classes of speech sounds, e.g. turbulence-
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Figure 1: Schematic diagram of Feature Transformation.

driven obstruents, it still improves clustering by preserv-
ing localities [10]. This separability suggests less com-
plexity to model feature distributions in resource impov-
erished settings, and this leads to more reliable models.

3.1. Combined ISA features with MFCC features

In addition to intrinsic components there can exist indi-
vidual extrinsic ones, e.g. frequency bands, that can dis-
criminate some of the natural classes reasonably well.
To fully take advantage of the benefit of ISA together
with regular features like MFCC, we combine ISA fea-
tures with MFCC features. It is worth noting that the
combination of ISA features with PLP features using the
Dempster-Shafer (DS) theory of evidence is addressed
for high resource speech recognition in [13]. However,
in this paper we show that even a simple concatenation
of these feature types improves the recognition in the low
resource scenarios.

A simple way to combine MFCC and ISA features is
to concatenate them. This can result 39 + 39 = 78 di-
mensional feature vectors for example, where we consid-
ered 39 as the dimension of both ISA and MFCC features.
The resulting feature vector could contain significant re-
dundancies. Thus, different feature reduction approaches
such as HLDA or LDA can be applied to discard the in-
significant dimensions. In this paper, however, we use
Principal Component Analysis (PCA) to find significant
dimensions and respect the unsupervised nature of ISA
features.

Figure 1 outlines the components of the feature trans-
formation. Starting from a Mel-spectrum, we can ex-
tract cepstral features by taking discrete cosine transform
(DCT). To obtain ISA features MelSpectra features are
first normalized to have zero mean and unit variance.
Then, MFCC and ISA features are concatenated to form
a long vector. PCA is subsequently applied to reduce di-
mensionality.

4. Database discription
In this study we use Afrikaans data from the NCHLT cor-
pus 1 [20]. The database consists of 210 speakers, includ-
ing broadband speech recorded at 16 kHz. The dictionary
contains 45 phonemes (including silence); the standard
dataset configuration consists of only a training and a test
part. The validation set introduced in Table 1 is taken
from the training portion. The dataset information in-
cluding the duration of each part and number of female
and male speakers is summarized in Table 1.

Low-resource settings were simulated by using only
small amounts of the training data mentioned in Table 1.
To this end, we use 18 hours of randomly chosen speech
covering all the speakers from the complete train set. We
continue to choose smaller amount of data from the new
set and keep the balance among speakers. The informa-
tion regarding these new subsets is summarized in Table
2. In this paper we use these datasets as examples of data
from a low-resource language.

Table 1: Summary of NCHLT Afrikaans dataset. Dura-
tion is in hours

Set Duration # male sp. # female sp.
Train 50.70 98 94
Test 2.55 4 4

Validation 2.70 5 5

Table 2: Summary of small datasets chosen to represent
low-resource settings.

Set set1 set2 set3 set4 set5
Duration 1h 4h 8h 12h 18h

# speakers 188 190 191 192 192

5. Experiments
5.1. Feature extraction

For feature extraction, a short-time Fourier analysis is
performed with a 30ms Hamming window and a 10ms
window shift. Each frame was represented by a 24-
dimensional Mel-Spectrum applying triangular shaped
filterbank using the full spectrum (24 channels for 16
kHz). To train the intrinsic coordinates, all features were
normalized to have zero mean and unit variance. 10k
samples were subsequently selected from the training
data as explained in section 2.2. Next, the weighted sim-
ilarity graph is constructed to make the normalized graph
Laplacian. After finding the intrinsic coordinates by ISA,
we kept only the first 13 ones (skipping the first trivial

1Available from the South African Resource Management Agency
(http:rma.nwu.ac.za).
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Figure 2: Comparing phone recognition accuracies with
1 hour of training data for different front-ends.

one) and add the first and second derivatives (∆ and ∆∆)
features.

The ISA features together with 39 dimensional
MFCC features (13 cepstral +∆+∆∆ features) are con-
catenated to form 78-dimensional feature vectors. Then
PCA is applied to reduce the dimensionality to 39 (Figure
1).

5.2. Evaluation

In this section, we analyze the performance of the dif-
ferent features in under resourced settings. Our defini-
tion of ISA involves four parameters that must be chosen
by the user. To this end, all parameters are jointly op-
timized on the validation set introduced in Table 1. To
save time these parameters are found once using simple
monophones trained on the 1 hour dataset (set1 in Ta-
ble 2), and the resulting optimized parameters are used
for the evaluation on the test set in the rest of this sec-
tion. The suitable parameters are determined as follows:
κ = 30, σ = 90, ξ = 1, τ = 0.5. It is worth mentioning
that the efforts to find these parameters using other train-
ing sets lead to more or less the same values. This makes
an interesting point that setting the parameters shows a
good robustness to the amount of training data.

For the first set of experiments, we only used set1 (in-
cluding 1 hour of data). Since the amount of training data
is very low, the standard 3-state left to right HMM archi-
tecture to model monophones with a simple phone-loop
grammar are trained. Using various numbers of Gaus-
sians per state (1 to 10), phone recognition accuracies for
different feature types are shown in Figure 2.

Figure 2 confirms our hypotheses that intrinsic coor-
dinates can separate natural speech sound classes with
less model complexity. However, as shown, when the
number of Gaussians increases per state, the improve-
ment of ISA over MFCC vanishes. This implies that
when adequate data is available to train more complex
models, MFCC features contain reasonably good dis-

Table 3: Comparing phone recognition accuracies
(%) using different amounts of data for MFCC and
ISA+MFCC.

Set: set2 set3 set4 set5
MFCC Features 59.11 64.73 67.60 70.55

ISA Features 58.10 64.68 68.17 69.86
ISA+MFCC Features 61.70 67.34 69.99 71.94

crimination information. Figure 2 also shows that the
combination of ISA and MFCC features (ISA+MFCC)
yields the best results in all cases. This suggests that the
intrinsic subspace together with the extrinsic one consti-
tutes a suitable feature space for low resource settings.

For the second set of experiments, we used more data,
(set2,...,set5), to model context-dependent triphones. Tri-
phones were tied at the state level using decision tree
clustering, and each tied-state triphone was estimated
with 8 Gaussian mixtures per state. The phone recog-
nition accuracy for conventional acoustic features, i.e.
MFCCs, compared to the combined feature type based
on ISA is shown in Table 3.

As shown, ISA features combined with MFCC fea-
tures provides a substantial gain over conventional acous-
tic features in all sets. This demonstrates the useful-
ness of our approach to use the intrinsic subspace in low-
resource settings to generate better features.

6. Conclusions
We have argued that using ISA features combined with
MFCC features can improve ASR performance on a low-
resource speech recognition task. ISA features provide
a data-driven front-end approach to feature extraction
that improves discrimination and ease of modeling by
recovering a set of intrinsic projections maps that cor-
relate with natural classes of speech sounds. We pro-
posed to combine the intrinsic feature space with the ex-
trinsic one to take full advantage of both. We have con-
ducted phone recognition experiments on Afrikaans lan-
guage taken from the NCHLT dataset to examine the va-
lidity of our proposed features for low-resource condi-
tions. The results showed that the combined feature type
outperforms cepstral features not only in very impover-
ished settings but also for the case of having more train-
ing data of about 18 hours.
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ABSTRACT

This paper describes our experiments and results on
using a local dominant language in Malaysia (Malay), to
bootstrap automatic speech recognition (ASR) for a very
under-resourced language: Iban (also spoken in Malaysia
on the Borneo Island part). Resources in Iban for building
a speech recognition were nonexistent. For this, we tried
to take advantage of a language from the same family with
several similarities. First, to deal with the pronunciation
dictionary, we proposed a bootstrapping strategy to develop
an Iban pronunciation lexicon from a Malay one. A hybrid
version, mix of Malay and Iban pronunciations, was also
built and evaluated. Following this, we experimented with
three Iban ASRs; each depended on either one of the three
different pronunciation dictionaries: Malay, Iban or hybrid.
Our best results (WER) for Iban ASR (with different lexicon)
were as follows: 20.82% (Malay G2P), 21.90% (Iban G2P)
and 20.60% (Hybrid G2P). Apart from that, we applied
system combination using all of the systems and obtained an
improved accuracy of 19.22%.

Index Terms— under-resourced language, speech
recognition, Iban language, Malay language, bootstrapping,
Kaldi, grapheme-to-phoneme

1. INTRODUCTION

Phonetic lexicons are crucial for speech applications and
the process for creating one for a new language can take a
significant amount of time and effort. This is due to the
fact that such lexicons are not readily available for these
languages. Manual Grapheme-to-phoneme (G2P) conversion
is obviously not an option to get several thousands of
pronunciations from a word list. However, there are data
driven techniques to help train G2P systems, for example
[1], [2] and [3], where primarily, a base phonetic dictionary
is required for training. The pronunciation model then, can
be used to decode new words (OOV words) to phoneme
sequences, limited to the predefined phoneme set.

Bootstrapping G2P has been implemented to assist
in creating pronunciation lexicons for languages such as
Afrikaans and Nepali ([4], [5]). This semi-supervised
method predicts additional entries of a dictionary through a
pronunciation model and the outputs are then verified by a
native speaker or linguist. Typically, a seed lexicon in the
target language must be prepared initially for this purpose.
More often than not, knowledge on new languages are poor.
Hence, it is a constant challenge in generating this data for
under-resourced languages [6].

Our paper introduces a feasible approach that is suitable
for languages from the same language family. We propose
to use Malay pronunciations to produce a base phonemic
transcript for Iban and then, post-edit the outputs to match
Iban pronunciations. The idea rises due to the fact that
Malay and Iban are closely related (same writing system,
phonetically similar) and they belong to the same language
branch. In this paper, we briefly describe our investigation
over Malay and Iban pronunciation distance using the access
data that we currently have. Heeringa and de Wet in [7]
conducted a similar study to measure the distances between
Afrikaans and Dutch, Afrikaans and Frisian; as well as
Afrikaans and German based on phoneme transcripts. By
using this method, the authors concluded that Dutch has
pronunciations closer to Afrikaans than to the other two
languages.

After generating and post-editing the transcripts, we
then train an Iban G2P system to phonetize other entries.
Both Malay and Iban G2Ps are evaluated, after which,
results suggesting a strategy for converting the whole Iban
vocabulary. The remainder of the paper explains further in
detail about our investigation and experiments to evaluate
Iban ASR. Section 2 describes briefly about Iban and Section
3 reports collected resources for Iban ASR and the strategy
that we employ for building G2P. Section 4 presents acoustic
model types for Iban, decoding strategies and results of three
Iban ASRs. Section 5 provides information about the outputs
generated by the three recognizers and last but not least,
Section 6 concludes the paper and gives perspectives.
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Table 1. Malay/Iban examples with their pronunciations

No. Word [meaning(s) I : M] Iban Malay
1 ke [I=M : to] /k@/ /k@/
2 nya [that : him/her] /ñaP/ /ñ@/ or / ña/
3 kayu [I=M: wood] /kajuP/ /kaju/
4 bilik [I=M: room] /bili@P/ /bileP/
5 dua [I=M: two] /duwa/ /duw@/ or /duwa/
6 kepala [head,leader : head] /kepalaP/ /kepala/
7 puluh [I:M : -ty (quantity)] /pulu@h/ /puloh/
8 raban [group : rambling speech, talk rapidly] /raban/ /raban/
9 lalu [then, pass-by : then, before (time), unwell ] /lalu/ /lalu/
10 orang [I=M : person, people] /uraN/ /oraN/

I : Iban, M : Malay, I = M : same meaning in Malay and Iban

2. THE IBAN LANGUAGE

Iban1 is a member of the Austronesian language family,
under the Ibanic group. The language belongs to the
Malayo-Sumbawan2 branch as Malay, where, the latter is
under to the Malayan group ([8], [9], [10]).With over 600,000
Iban speakers, the language is mostly spoken in Sarawak,
Kalimantan and Brunei. In the course of modernization,
there are also Iban speakers found in the Peninsula Malaysia
particularly in Johor and Kuala Lumpur. Alongside learning
Malay (the official language of Malaysia), Iban has been
taught in schools at the primary and secondary levels and
it is offered as a nonobligatory subject since the early 90s.
In several universities in Malaysia, beginner level courses
are offered to undergraduate students to attract non-native
speakers learn Iban.

The Iban system is influenced by the Malay system in
terms of phonology, morphology and syntax [11]. According
to a guidebook on Iban [11], there are common words
(same surface forms) between the two languages and also,
there are Malay words integrated (borrowed) to the Iban
language. Example of Malay / Iban same surface forms
and their pronunciations are listed in Table 1. In 1981,
Omar [12] published a complete description of the language.
In her work, she included phoneme classifications and
morphological details of Iban. According to the author,
there are 19 consonants (/p/, /b/, /m/, /w/, /t/, /d/, /n/,/
Ù/, /Ã/, /s/, /l/, /r/, /ñ/, /j/, /k/, /g/, /N/, /h/, /P/), 6
vowels (/a/, /e/, / @/, /i/, /o/, /u/ ) and 11 vowel clusters
(/ui/, /ia/, /ea/, /ua/, /oa/, /iu/, /i@/, /u@/, /o@/, /ai/,
/au/). This list of consonants did not include consonants from
Malay such as /f/, /v/, /T/, /z/, /x/, /G/, /D/, /S/ which
frequently appear in loan words. As shown in Table 1, Iban
and Malay orthographies are Latin based where both use 26
English alphabets. Furthermore, Iban and Malay are non tonal

1Iban language code : [iba] (ISO 639-3)
2For details : http://wals.info/langoid/genus/malayosumbawan#4/5.10/118.08

languages. The obvious differences between Malay and Iban
are the presence of vowel clusters between two consonants
and /P/ sound for some words ending with a vowel.

3. IBAN RESOURCES

3.1. Text data for language modelling

Iban electronic texts were found and used for this study. News
data was collected from a news website3 that produces Iban
articles daily. We crawled articles from 2009 to 2012 and we
succeeded in gathering a total of 7K news articles concerning
general, sports and entertainment. After the extraction, the
text was cleaned and normalized by : (1) removing HTML
tags, (2) converting dates and numbers to words (e.g: 1982 to
sembilan belas lapan puluh dua), (3) converting abbreviations
to full terms (e.g: Dr. to Doktor, Prof. to Profesor,
Kpt. to Kapten), (4) splitting paragraphs to sentences, (5)
changing uppercase characters to lowercase and (6) removing
punctuation marks (except hyphen / ’-’). Finally, we have
approximately 2.08M words for our experiments.

Using this text data, we built a trigram Iban language
model with modified Kneser-Ney discounting. SRILM [13]
toolkit was used to obtain the model and later, measured
the model’s perplexity on Iban speech transcripts (see next
section for the speech corpus). The evaluation gave us a
perplexity of 158 and 2.3% OOV rate.

3.2. Speech corpus and transcript

We have eight hours of news data with 16 kHz sampling rate.
The data was provided by the Radio Televisyen Malaysia
(RTM), a local radio and television station, through one of
its channel, Waifm. The channel airs five to ten minutes of
news in Iban daily. Table 2 and Table 3 list the database and
our experiment setting.

3www.theborneopost.com/news/utusan-borneo/berita-iban/
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Table 2. Iban speech corpus statistics
Gender Speakers Sentences Tokens Length

(mins)
Female 14 1,382 36,194 222
Male 9 1,750 44,408 257

Table 3. Train / test splits for experiments
Set Speakers Gender

(M:F)
Sentences (mins)

Testing 6 2:4 473 71
Training 17 7:10 2659 408

The speech data was transcribed by eight Iban native
speakers including seven female. Prior to completing their
tasks, the transcribers were given a training session on
Transcriber ([14], [15]), an open source tool for segmenting,
labeling, and transcribing speech. The tool assists them in
annotating noise (music, page turns, etc) and utterances as
well as segmenting signals to separate multiple sentences. In
total, there are 3,132 sentences uttered by 25 speakers and 473
sentences were chosen for evaluation that last a little over an
hour.

3.3. Pronunciation dictionary

3.3.1. Obtaining the Malay G2P

First, we obtained a Malay pronunciation lexicon from Tan
et al. [16]. The authors developed a 76K pronunciation
lexicon for their Malay speech recognition that eventually
gave them an ASR baseline result of 14.6% WER. Using their
lexicon, we trained a Malay grapheme to phoneme (G2P)
as a base G2P system for this study. Training was done on
Phonetisaurus, an open source tool based on Weighted Finite
States Transducers ([17], [1]). The training size was 68K
and the phonetizer was evaluated using 8K Malay data. The
results were 6.20% phoneme error rate (PER) and 24.98%
WER (refer to [18] for more details on the experiment setup).

3.3.2. Obtaining the Iban G2P

We found 37K unique words in the Iban text data. The list
has Malay (23%) and English (19%) words, a verdict we
made after conducting a comparison study using Malay (from
[16]) and English (CMU version for Sphinx) vocabularies.
Following that, we were intrigued to know about the
pronunciation distances between Malay and Iban, especially
for the same surface forms (hereafter, we address as
Malay-Iban). To implement this, we applied Levenshtein
[19] method to calculate the distances, following a similar
study conducted by [7] where they measured pronunciation
distances between Afrikaans and Dutch, Afrikaans and

Frisian; as well as Afrikaans and German. By using this
method, the authors were able to conclude that Dutch has
closer pronunciations to Afrikaans compared to the other two
languages based on the phonemic transcripts.

We tested on 100 most frequent Malay-Iban words found
in the Iban text data. Phoneme sequences for Malay were
generated using Malay phonetizer and then the outputs were
post-edited to match Iban pronunciations. The latter part was
done by an Iban native speaker4. The correction involved
inserting glottal stops and substituting/inserting vowels. We
fixed to use Malay phoneme set only and for that reason no
new phonemes created at this point. Then, we evaluated the
post-edited version with the Malay one and found that we
obtained 17% PER and 47% WER, which indicates that only
53 pronunciation pairs were equivalent (no change). Based
on these results, we were motivated to continue to apply this
semi-supervised approach to the rest of data and analyze the
consequences.

Table 4. The Malay and Iban phonetizers performances for
an Iban phonetization task

Phonetizer Corpus PER WER Post-edit
(%) (%) (mins)

Malay G2P 500IM 6.52 27.2 30
500I 15.8 56.0 42

Iban G2P 500IM 13.6 44.2 45
500I 8.2 31.8 32

IM for Malay-Iban words and I for pure Iban words. [18]

Hence, we phonetized 1K words that consist of 500
Malay-Iban and 500 pure Iban (not shared with neither Malay
nor English orthography) words. Sequences were post-edited
and we trained our first Iban G2P using this data. Later, the
two phonetizers were evaluated to measure performance of
phonetizing Iban words. To do this, we evaluated another
1K words (same protocol as before) and our results in [18]
showed that Malay G2P can phonetize Malay-Iban better than
pure Iban, whereas Iban G2P works better for pure Iban (see
Table 4 for a summary of results).

3.3.3. Obtaining pronunciations for the whole lexicon

After analyzing the Malay and Iban G2P performances
separately, we decided to generate pronunciations for Iban
using both phonetizers. The strategy was as follows: the
Malay G2P phonetizes all Malay-Iban while the Iban G2P
phonetizes all pure Iban words. Besides that, we also
apply Malay G2P to English words that are found in the
Iban lexicon. This is because the phonetizer is able to
phonetize English as demonstrated in [16]’s work for Malay
recognizer. Using this proposed training strategy, we have
37K pronunciations including 1K of Iban G2P data. The

4the first author of this paper
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pronunciation lexicon is estimated to have 8.1% PER and
29.4% WER on 2K random outputs.

3.3.4. Analyzing pronunciations

In addition to having a mix of Malay and Iban pronunciations
in the dictionary (later address as Hybrid G2P), we
generated two other pronunciation lexicons. One has Malay
pronunciations, which we obtained after employing the Malay
G2P to the whole Iban lexicon and the second list has Iban
pronunciations generated by the Iban phonetizer (1K).

A comparison study was carried out to analyze the
pronunciation dictionaries and our findings are presented in
Table 5. Here, we denote the phonetizers using the following
labels for simplicity: Malay G2P as S1, Iban G2P as S2
and Hybrid G2P as S3. Let CAB has elements that are not
common to A and B From Table 5, 67% of pronunciations
obtained with Malay G2P are different than those obtained
with Iban G2P. Meanwhile, the hybrid version (S3) is closer
to Iban G2P (S2) with 29% error.

Table 5. Comparison results between two pronunciation
dictionaries (total words 36K)

CAB No. of diff. pronunciations %
CS1S2 24,587 67.6
CS1S3 14,162 39.0
CS2S3 10,593 29.1

We investigated further to determine which language
group lead to the words with different pronunciations
(elements of CAB). As mentioned in Section 3.3.2, there are
Malay and English words in the Iban lexicon. Therefore, we
categorized according to three groups, English, Malay and
the rest as pure Iban. We present the results as in Table
6. When we compared S1 (Malay G2P) to S2 (Iban G2P),
majority of the differences belong to pure Iban and the same
can be said after we compared Malay G2P to Hybrid G2P.
As English words were phonetized by S3 (Iban G2P) system,
their pronunciations are different with S1 (Malay G2P) and S3
(Hybrid G2P) while no differences are seen between Malay
G2P and Hybrid G2P for these. The reason is that English
pronunciations were already available in our Malay lexicon.

Table 6. Statistics of words in Table 5 according to three
language groups

Language CS1S2 CS1S3 CS2S3

English 5,605 0 5,605
Malay 5,031 202 4,912
pure Iban 13,951 13,960 76

4. BASELINE SPEECH RECOGNIZERS

We experimented Kaldi ASR system [20] for Iban, an
open source toolkit based on Finite States Transducers.
Acoustic models were trained using three lexicons and the
training transcript. Each system is called Malay G2P,
Iban G2P or Hybrid G2P, depending on which lexicon is
applied. We explored several techniques offered by Kaldi
for training the systems. We extracted 13 MFCCs and
Gaussian mixture models were employed for monophone
and triphone trainings. For the triphone, we applied 2,998
context-dependent states and 40,000 Gaussians. We also
implemented delta delta coefficients on the MFCCs, linear
discriminant analysis (LDA) transformation and maximum
likelihood transform (MLLT) [21], and, speaker adaptation
based on feature-space maximum likelihood linear regression
(fMLLR) [22]. Then, decoding was launched by applying
language model scales of 5.0 to 20.0 thus, resulting 16 WERs
per decoding. We report results for the best of them in the
next section.

4.1. ASR Results

The baseline results are summarized in Table 7. Results
obtained using monophone models provide us an average of
42% WER. Gradually, the accuracies increased as triphone
models were used and different features employed. The final
results brought an average of 21% WER, a half of the average
result using monophone models. Surprisingly, the difference
between the three recognizers’ performances are not much.
Our best results are merely 1% difference between each and
among the three recognizers, the system with a mix of Malay
and Iban pronunciations is the best one (20.6% WER).

Table 7. Iban recognizers performances (WER%) based on
different approaches applied

Training approach
Dictionary

Malay Iban Hybrid
G2P G2P G2P

Monophone 42.17 41.79 41.97
Triphone 36 36.44 36.11
Triphone + ∆ + ∆ 36.47 36.98 36.77
+ MLLT + LDA 27.24 27.71 26.80

+ SAT(fMLLR) 20.82 21.90 20.60

4.2. System combination

Using lattices from the best WERs (see Table 7), we
combine several systems for decoding. Kaldi supports system
combination based on minimum Bayes risk (MBR) [23]
decoding. It combines lattices from a number of systems
and produces sequences that have least expected losses. Our
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combination strategies and results are described in Table 8
where we ran 2 and 3-system combination. Overall, the
results are better compared to results through single lattice
decoding. For the 2-system combination, Hybrid G2P + Iban
G2P gave less improvement than Hybrid G2P + Malay G2P.
While Malay G2P + Iban G2P had an average between the
previous two. Interestingly, an addition of Iban G2P to the
Hybrid G2P + Malay G2P combination gave the best result
among others.

Table 8. System combination and WERs

Combination %WER
Hybrid G2P + Iban G2P 19.83
Malay G2P + Iban G2P 19.76
Hybrid G2P + Malay G2P 19.55
Hybrid G2P + Malay G2P + Iban G2P 19.22

5. RESULTS ANALYSIS

5.1. Weak correlation between ASR and G2P
performances

Figure 1 presents a graph plot of ASR and G2P results which
we have previously obtained. The ASR values are the best
results from each decoders while G2P results are estimated
values taken from Table 4. From this graph, we can observe
the performance of the Hybrid system is the best among the
other two systems where G2P and ASR accuracies are 29.8%
and 20.6% WERs, respectively. However, the correlation
between ASR and G2P performances is rather weak. The bad
news is that all our efforts to improve our Iban lexicon (with
the hybrid approach) did not have a strong effect on ASR.
The good news is that using G2P of a similar well-resourced
language (such as Malay) seems to be a good starting point to
generate pronunciations and build an ASR system for a very
under-resourced language (such as Iban).

5.2. Confusion pairs

For final evaluation, we conducted a confusion analysis to
observe words that were wrongly recognized (substitution).
To perform this, we obtained all confusion pairs (generated
by NIST toolkit [24]) by utilizing outputs from best results
as shown in Table 7 and Table 8 as well as the reference
transcript. Table 9 presents the top ten most frequent
confusion pairs. Words on the left are words in the reference
while words on the right are the outputs. The first four
columns are pairs from the reference and outputs of the single
systems and 3-system (Hybrid G2P + Malay G2P + Iban
G2P). Meanwhile the last column shows pairs of outputs from
Malay G2P and Iban G2P systems.

MalayG2P 

IbanG2P 

HybridG2P 

20

21

22

23

24

28 30 32 34 36 38 40 42 44

A
SR

 (%
) 

G2P (%) 

Fig. 1. Iban ASR vs G2P based on WER results

Overall, there are normalization issues and morphological
errors that can be observed from this table. An example of
a normalization problem that we can point out is, the word
rakyat (people) is a Malay word and the system recognized
rayat, which is actually correct for Iban. The mistake
exists in the reference which results penalizing recognition
performance. A possible reason is that transcribers could
have been influenced by Malay spellings when creating the
speech transcript. Other examples are such as urang and
orang (person), serta and sereta (as well as / join), mohamad
and mohd, penerbai and penerebai (airline), agensi and ijinsi
(agency) and, ka and ke. For the case of ti and ke, both are
Iban words where the former is a conjunction and the latter
is an adjective. Though orthographically different, both are
synonyms and used frequently to describe things or people
[25]. As for dato and datuk, these words are pronunced as
/datoP/ . These are titles awarded by the head of states or
sultan; Dato (here apostrophe is neglected, original is Dato’)
or Datuk is placed before a person’s name. Some pairs that
have morphological problems are such as ka with madahka
(also with bejalaika or ngambika), waifm and fm, as well as
sehari and tu (can originate from the word seharitu / saritu;
found two versions; pronounce as /sarituP/; means today).
In Iban, ka is a suffix that forms transitive verbs just like
the suffix kan in Malay. Apparently, this suffix is separated
frequently from the root words in the Iban text and speech
transcript.

6. CONCLUSIONS AND PERSPECTIVES

The paper demonstrates our effort in obtaining an ASR for
Iban, the first system for this language from Borneo island.
The close relationship between Malay and Iban, where both
belong to the same language branch, motivated us to propose
a bootstrapping strategy to generate a phonetic transcript for
Iban from a Malay one. The generated sequences were
manually post-edited and the post edited version was later
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Table 9. Top ten confusion pairs from Hybrid, Malay, Iban systems and system combination

Hybrid Malay Iban Combine (H+M+I)
rakyat => rayat rakyat => rayat rakyat => rayat rakyat => rayat
ka => ke ka => ke ari => hari ka => ke
ti => ke ari => hari ka => ke ari => hari
ari => hari serta => sereta serta => sereta ti => ke
urang => orang ti => ke ti => ke serta => sereta
serta => sereta urang => orang urang => orang urang => orang
mohamad =>
mohd

datuk => dato ke => ka ke => ka

ka => madahka ka =>madahka mohamad =>
mohd

mohamad =>
mohd

ke => bejalaika ke => bejalaika agensi => ijinsi agensi => ijinsi
antara => entara mohamad =>

mohd
ka => madahka ka => madahka

Bold : normalization problem; Normal : morphological problem

used for Iban G2P training. Our G2P evaluation results
prompted us to phonetize 37K Iban words using two G2Ps,
Malay (68K) and Iban (1K). As a result, we have a mix
of Malay and Iban pronunciations in this Hybrid G2P. In
addition, we developed two other lexicons, each of them was
produced by either Iban or Malay G2P.

We built three Iban ASRs that use three different
pronunciation dictionaries; Malay, Iban and mix (Hybrid).
To conduct this investigation, the acoustic material consisted
of almost 7 hours of training and one hour of test material.
Various acoustic modeling techniques were employed to test
the systems. For the language model, we utilized news text
for training. A trigram language model was trained on 2.08M
words and we obtained a perplexity of 158 and 2.3% OOV
rate after an evaluation using the speech transcript.

Our best results for Iban ASR (with different lexicon)
were as follows: Malay G2P (20.82%), Iban G2P (21.90%)
and Hybrid G2P (20.60%). These results were produced
after fMLLR adaptation. In this paper, we also reported
some analysis such as correlation between ASR and G2P
and confusion pairs. Furthermore, we attempted system
combination to decode and our best result was 19.22% WER
for Hybrid G2P + Malay G2P + Iban G2P combination.

Through our experiments, we found that using Malay
G2P dictionary alone can help our system to achieve a very
acceptable ASR result. Interestingly, training a dedicated
Iban G2P system (from a small training data) did not help
much (a difference of 1%). Finally, a hybrid version of both
Malay and Iban pronunciation lexicons was able to improve
the ASR performance slightly.

Following these results, we plan to further work on several
issues pertaining to ASR and our data. We would like propose
solutions to solve the normalization problems found in the
speech transcript and text data. This is important as we
believe that by reducing orthography mistakes in these texts

will be able to reduce the errors in the outputs. Another point
that we would like to work on is to develop an ASR that is
trained on subspace Gaussian mixture models (SGMMs), as
a solution to further improve our baseline results.
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ABSTRACT

In this paper we tackle the task of bootstrapping an Automatic
Speech Recognition system without an a priori given language
model, a pronunciation dictionary, or transcribed speech data for the
target language Slovene – only untranscribed speech and translations
to other resource-rich source languages of what was said are avail-
able. Therefore, our approach is highly relevant for under-resourced
and non-written languages. First, we borrow acoustic models from a
strongly related language (Croatian) and apply a Croatian phoneme
recognizer to the Slovene speech. Second, we segment the recog-
nized phoneme strings into word units using cross-lingual word-to-
phoneme alignment. Third, we compensate for phoneme recognition
and alignment errors in the segmented phoneme sequences and ag-
gregate the resulting phoneme sequence segments in a pronunciation
dictionary for Slovene. Orthographic representations are generated
using a Croatian phoneme-to-grapheme model. Finally, we use the
resulting dictionary and the Croatian acoustic models to recognize
Slovene. Our best recognizer achieves a Character Error Rate of
52% on the BMED corpus.

Index Terms— pronunciation dictionary, non-written lan-
guages, word-to-phoneme alignment, language discovery, zero-
resource

1. INTRODUCTION

Nowadays the majority of state-of-the-art Automatic Speech Recog-
nition (ASR) systems heavily relies on large amounts of data which
is necessary to train such systems. Transcribed speech resources,
large amounts of text for language modeling, and pronunciation dic-
tionaries are of great importance to create such systems. Authors
in [1] estimate that transcription of 1 hour conversational speech
data can take up to 20 hours of effort. Therefore, in recent years
ASR research has shifted its focus to low- and under-resourced set-
tings [2] to address less prevalent languages as well, e.g. by explor-
ing new ways to collect data [3, 4, 5, 6], using grapheme-based ap-
proaches [7], or sharing information across languages [8]. Zero-
resource (ZR) ASR goes one step further and even refrains from
assuming the availability of a pronunciation dictionary, transcribed
audio data, or a language model (LM) in the target language [9] –
only untranscribed audio data are available in the target language.
Language discovery for ZR ASR can be subdivided into two steps:
1. Phonetic discovery aims to find subword units suitable for acous-
tic modeling. 2. Lexical discovery identifies word-like structures and
phrases based on phonetic transcriptions of continuous target lan-
guage speech. Word segmentation describes the task of segmenting
the phonetic target language transcriptions into word-like units and

thus is a form of lexical discovery. Among a variety of monolingual
approaches to word segmentation [9, 10, 11, 12], recent studies have
shown [13, 14, 15, 16], that adding written translations in a resource-
rich source language can help the word segmentation process.

In our scenario a human translator produces utterances in the tar-
get language (Slovene) from prompts in one or many resource-rich
source languages (German, English, Croatian) as illustrated in Fig. 1.
Since we assume the source languages to be well-studied, we have
access to a phoneme recognizer trained on speech data in a related
language (Croatian). Since Croatian is phonetically closely related
with Slovene, we simply use this phoneme recognizer for Slovene
instead of applying phonetic discovery methods that learn from tar-
get language speech. In this paper, we combine recent findings in
language discovery research, a novel string clustering method, and
resources from other resource-rich languages to build an ASR sys-
tem for the target language Slovene without an a priori given LM,
a pronunciation dictionary, or transcribed speech data in the target
language – only untranscribed speech in Slovene and translations to
other resource-rich source languages of what was said is available.
Our approach is in particular intended for non-written languages and
dialects since no written form is required for the target language.

To the best of our knowledge, although isolated steps in this pro-
cess have been studied extensively within restricted experiment set-
tings, the complete pipeline has never been set up before. In particu-
lar, research in word segmentation often assumes error-free phonetic
transcriptions [12, 9]. In this work, we compensate for alignment
and recognition errors.

2. RELATED WORK

Pronunciation dictionaries are used to train speech processing sys-
tems by describing the pronunciation of words in manageable units
such as phonemes [17]. The production of pronunciation dictionar-

Fig. 1. Scenario.
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Vocabulary Size Avg. Word Frequency Avg. Sentence Length Speakers Audio
Croatian (hr) 280 words 3.19 4.47 words 8 96 min.
English (en) 163 words 6.90 5.62 words - -
German (de) 184 words 6.11 5.62 words - -
Slovene (si) 279 words 3.24 4.50 words 5 50 min.

Table 1. Text analysis on BMED.

ies can be time-consuming and expensive if they are manually writ-
ten by language experts. Therefore several data-driven approaches
to automatic dictionary generation, e.g. [18], and to leverage off pro-
nunciations from the World Wide Web have been introduced [3, 4,
19, 5]. However, those approaches do not help for dialects or lan-
guages without a written form. Speech processing for non-written
languages has been studied in context of speech translation [13, 14,
20], speech syntheses [21, 22] and speech recognition [15, 16]. In
this paper, we use a phoneme-to-grapheme model from a related lan-
guage to generate orthographic representations from extracted pro-
nunciations and thus do not rely on a written form of the target lan-
guage.

Studies in the fields of psychology and cognitive science investi-
gated infants ability to segment fluent speech into words [24, 25, 26].
Unsupervised word or morphology segmentation in machine learn-
ing relies primarily on statistical models [27, 10, 12, 11] or Minimal
Description Length analysis [28, 29]. Using translations in a source
language for word segmentation and pronunciation extraction is ad-
dressed in [13, 14, 15, 16]. This paper investigates how to integrate
translations in multiple source languages.

Phonetic language discovery (i.e. Identifying phoneme like sub-
word units for acoustic modeling in an unseen target language) is
addressed among others in [30, 31, 32]. Bootstrapping it using ASR
systems from other languages and adaptation techniques are pre-
sented e.g. in [33]. In this work, we use the phoneme set and acoustic
models of Croatian for the Slovene language since they are strongly
related.

Document clustering [34] addresses the task of grouping a set of
strings into clusters, but usually deals with text documents consisting
of a large number of words (e.g. web documents [35]). In contrast to
this, we aim to cluster short strings (word pronunciations) based on
the Levenshtein distance.

3. BMED CORPUS

We collected our BMED corpus (Basic Medical Expression Database)
to evaluate our methods on short but realistic sentences. The BMED
corpus consists of 200 parallel written sentences in Croatian, En-
glish, German and Slovene in the scope of common medical phrases.
We recorded 50 minutes Slovene speech from 5 Slovene native
speakers. Each Slovene sentence was read by 3-5 Slovene speakers.
Tab. 1 shows high average word frequencies (i.e. frequent word
recurrences), small vocabularies and low average sentence lengths.
Tab. 2 summarizes the word-level IBM-4 perplexities from the
BMED languages to Slovene given by GIZA++ [23].

Source Language IBM-4 Perplexity
Croatian (hr) 3.25
English (en) 9.15
German (de) 7.95

Table 2. IBM Model 4 perplexity according GIZA++ [23] on the
BMED corpus (Target language: Slovene).

Since our speakers were geographically widely distributed, we
developed the web-based recording tool CorpusGong. This tool is
designed with major respect to usability and stability so that speak-
ers can record their utterances at home and no supervision is nec-
essary. The user interface (Fig. 2) is available in Croatian, English
and Slovene. The open source tool NanoGong [37] was integrated
to provide voice recording functionality via a Java applet.

Croatian and Slovene are phonetically and linguistically related.
Tab. 3 shows the high similarity of both phoneme sets. Both are
South Slavic languages and their orthographies are based on Gaj’s
Latin alphabet [38, 39]. This enables us to utilize the Croatian
phoneme set, acoustic models, and a phoneme-to-grapheme model
for the Slovene language with limited performance degradation.

4. PRONUNCIATION DICTIONARY EXTRACTION

We bootstrap an ASR system for the target language Slovene without
a Slovene pronunciation dictionary or transcribed Slovene audio data
using resources from Croatian and written translations in Croatian,
English, and German. First, we build the pronunciation dictionary
for Slovene:

1. Phoneme Recognition: Transform the Slovene speech with
a Croatian phoneme recognizer to phoneme sequences.

2. Cross-lingual Word-to-Phoneme Alignment: Align the
phoneme sequences to the written translations in Croatian,
English, and German. The alignments induce a segmentation
of the phoneme sequences in word-like chunks.

3. Phoneme Sequence Clustering: The phoneme sequence
segments extracted from the alignments suffer from frequent
alignment and phoneme recognition errors. Therefore, group
different realizations of the same Slovene word into clusters.

Fig. 2. Recording interface of CorpusGong in Slovene.
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Related Lang.
Target Lang. Croatian

(33 phonemes)
English

(42 phonemes)
German

(39 phonemes)
Slovene

(34 phonemes)
Croatian 100% 45.24% 61.54% 88.24%
English 75.76% 100% 69.23% 70.58%
German 72.73% 61.90% 100% 82.35%
Slovene 90.91% 57.14% 71.79% 100%

Table 3. Phoneme set coverages of the BMED languages according to IPA [36].

Fig. 3. Overview of the system design.

4. Building the Pronunciation Dictionary: For each cluster,
find a representative phoneme sequence and write it as word
pronunciation to the dictionary. Orthographic representa-
tions are generated with a phoneme-to-grapheme model from
Croatian.

The next sections discuss these steps in depth. Fig. 3 shows the
complete system design and Fig. 4 illustrates the steps with the help
of a small example.

4.1. Phoneme Recognition

The phoneme recognition in Slovene is done with a Croatian context-
independent phoneme recognizer (50 phonemes) trained on 20 hours
Croatian speech data from the GlobalPhone project [40] using the
Janus Recognition Toolkit [41]. The GlobalPhone corpus is a col-
lection of read speech in 20 widespread languages in the world.
The recognizer uses a uniformly distributed phoneme level LM (0-
gram) because we have no knowledge about n-gram phoneme fre-
quencies in the target language. The preprocessing consists of fea-
ture extraction applying a Hamming window of 16ms length with a
window shift of 10ms. Each feature vector has 143 dimensions by
stacking 11 adjacent frames of 13 Melscale Frequency Ceptral Co-

Phoneme Error Rate
Croatian GlobalPhone test set 33.0%
Croatian BMED corpus 43.4%
Slovene BMED corpus 55.2%

Table 4. Performance of the Croatian phoneme recognizer.

Fig. 4. Steps for the pronunciation dictionary extraction.

efficients (MFCC) frames. A Linear Discriminant Analysis (LDA)
transformation is computed to reduce the feature vector size to 42
dimensions. The AM uses a fully-continuous 3-state left-to-right
HMM with emission probabilities modeled by Gaussian Mixtures
with diagonal covariances (64 Gaussians per state). The recognizer
achieves a Phoneme Recognition Error Rate of 33.0% on the Croa-
tian GlobalPhone test set, and 55.2% Phoneme Recognition Error
Rate on Slovene speech data from the BMED corpus (Tab. 4). The
error rate for the Slovene speech was calculated using an IPA based
mapping from the Slovene phoneme set.

4.2. Cross-lingual Word-to-Phoneme Alignment

Cross-lingual word-to-phoneme alignments introduced in [20, 13,
14] and tackled by [15] with the alignment model Model 3P are
the basis for our pronunciation extraction algorithm. The word seg-
mentation problem describes the task of segmenting phoneme se-
quences into word units. [15] and [16] show that unsupervised learn-
ing of word segmentation is more accurate when information of an-
other language is used. Model 3P (implemented in the PISA Align-
ment Tool1) for cross-lingual word-to-phoneme alignment extends
the generative process of IBM Model 3 by a word length step and ad-
ditional dependencies for the lexical translation probabilities. Align-
ments are used for the segmentation task as illustrated in Fig. 5. For

1available at http://pisa.googlecode.com/
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Fig. 5. Word segmentation through word-to-phoneme alignment.

a more detailed description of Model 3P used in this paper we refer
to [15].

4.3. Phoneme Sequence Clustering

Let PhonemeSethr be the Croatian phoneme set and Σ ⊂
PhonemeSethr

+ be the set of phoneme sequence segments which
we extract from the word-to-phoneme alignments (see Sec. 4.2).
The function c : Σ→ N+ indicates how often a phoneme sequence
segment was found in the word-to-phoneme alignments in the previ-
ous step. Elements in Σ correspond to Slovene words, but are often
corrupted by alignment and phoneme recognition errors. In this
step, we therefore group different realizations of the same Slovene
word into clusters

C = {C1, C2, . . . , Cn} ⊂ P(Σ) with Σ =
⊎

i∈[1,n]

Ci. (1)

In order to build C automatically, we first run k-means clus-
tering [42] based on the Levenshtein distance for 8 iterations. The
means are initialized with the k most frequent elements in Σ (indi-
cated by c). To find a mean µ(Ci) ∈ PhonemeSethr

+ for a cluster
Ci, we use the nbest-lattice tool [43]. k is an initial guess
for the target language vocabulary size, that can be derived from
the vocabulary size of Croatian. Therefore we set k = 280. How-
ever, k-means fails to separate phonetically similar Slovene words
reliably: For example, different inflections (like bo (“it will”) and
bom (“I will”)) or completely different words (like da (“yes”) and
dan (“day”)) are often placed in the same cluster. Instead, we want
elements in Ci to be realizations of a single Slovene word µ(Ci).
Therefore we introduce the outlier index oidx : C → Q+:

C̃i := {p ∈ Ci|p 6= µ(Ci)} (2)

oidx : Ci 7→




1 if C̃i = ∅

max
p∈C̃i

c(p)

Median({c(p)|p∈C̃i})
otherwise

(3)

C̃i denotes the set of all elements in Ci that differ from the
mean µ(Ci). If the elements in C̃i are corrupted realizations of
µ(Ci), we assume that they are approximately uniformly distributed
(Var(c(C̃i)) is small). This is only an approximation, because errors
made by the phoneme recognizer or the alignment model usually de-
pend on the context and the actually spoken phoneme. However, an
element o ∈ C̃i that occurs significantly more often than other el-
ements in C̃i is likely to be a different Slovene word rather than a
corrupted version of µ(Ci): Correct pronunciations are assumed to

Fig. 6. The outlier indices for different distributions in C̃i.

occur more often than incorrect ones and thus result in a high oidx.
Fig. 6 illustrates the oidx for seven clusters – i.e. seven possible dis-
tributions in C̃i. Peaks in the distributions indicate Slovene words
that are incorrectly grouped to cluster Ci. In each iteration, the max-
imal element in each C̃i with oidx higher than a threshold εoidx is
moved in a separate cluster and k is incremented (i.e. k is increased
to 12 in Fig. 6). We refrained from using other outlier detection
methods: Some (e.g. Grubbs’ test or Chauvenet’s criterion [44]) take
the standard derivation into account and thus score examples 3) to 5)
differently. Some (e.g. Grubbs’ test) only work reliably on larger
sample sizes. Dixon’s Q test [45] would penalize example 3) con-
taining two outliers because of the small gap between both. Tests
based on the (edit) distance between the cluster mean and the puta-
tive outlier are misleading since a small distance does not necessary
indicate that both elements belong to the same cluster (e.g. mine and
fine in English). On the contrary, the proposed oidx is a simple cri-
terion that has proved to be effective in our case. After the initial 8
k-means iterations, we therefore run a modified version of k-means
that searches for clusters with high outlier indices in each iteration,
and would propagate o as a new mean by putting it in a separate
cluster. Thus, the final number of clusters may differ from k since it
is incremented whenever an element is moved to a separate cluster
because of the oidx criterion. The complete algorithm description
is listed in Alg. 1.

Algorithm 1 kmeansOidx(Σ, k ∈ N+, εoidx ∈ Q+)

Require: Σ 6= ∅
Require: M ⊂ PhonemeSethr

+ × P(Σ)
1: M ← initializeMeans(Σ, k)
2: for i← 1 to 8 do
3: assignmentStep(M)
4: updateStep(M)
5: end for
6:
7: for i← 1 to 8 do
8: assignmentStep(M)
9: updateStep(M)

10: for all {(µ,C) ∈M |oidx(C) ≥ εoidx} do
11: o← argmaxµ6=p∈C c(p)
12: M ←M ∪ {(o, {o})}
13: end for
14: end for
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4.4. Building the Pronunciation Dictionary

The previous step results in a set of clusters C = {C1, C2, . . . ,
Cn}, where each cluster Ci stands for a single Slovene word. We
use its mean µ(Ci) as pronunciation in the pronunciation dictionary
for Slovene. Consequently, the number of clusters |C| is reflected
by the size of the extracted dictionary in Tab. 5 and 7. To find an or-
thographic representation for µ(Ci), we transform the phoneme se-
quence to a written form with a phoneme-to-grapheme model from
a related language. Croatian is closely related to Slovene and is even
written with the same script (Sec. 3). Both languages have a good
phoneme-to-grapheme relation. We trained a phoneme-to-grapheme
model p2ghr on the Croatian GlobalPhone pronunciation dictionary
using Sequitur G2P [18]. This model is used for generating the writ-
ten form from a pronunciation µ(Ci). Applying this model to the
correct pronunciations in the Slovene reference dictionary and com-
paring the generated written forms with the correct Slovene written
words results in 5.4% character error rate.

5. LANGUAGE MODEL EXTRACTION

Language modeling for the target language is especially hard be-
cause we do not assume the availability of text data in the target lan-
guage. In initial experiments, we apply a uniformly distributed LM
(0-gram). However, Sec. 6.3 shows that our best results are achieved
with a unigram LM. The unigram word probabilities are estimated
using the sum of occurrences of elements in a cluster:

P̂ (p2ghr(µ(Ci)) =

∑
p∈Ci

c(p)
∑

p∈Σ c(p)
, i ∈ [1, n]. (4)

6. EXPERIMENTS

6.1. Evaluation Measures

To evaluate the extracted pronunciation dictionaries, we apply the
evaluation measures for the pronunciation extraction from phoneme
sequences introduced in [16]: The mapping m maps each entry in
the extracted dictionary to the most similar pronunciation in the ref-
erence dictionary containing the correct pronunciations as shown in
Fig. 7. The Phoneme Error Rate (PER) is the average edit dis-
tance between pairs mapped by m. The Out-Of-Vocabulary rate
(OOV) is calculated using the set of all reference dictionary entries
mapped by m. The Hypo/Ref ratio indicates how many hypothesis
entries in the extracted dictionary are mapped to a single reference
dictionary entry on average. The higher the Hypo/Ref ratio, the more
pronunciations are extracted unnecessarily.

We calculate the Character Error Rate (CER) to evaluate the
final word recognizer for the target language Slovene because it is

Fig. 7. Mapping m between extracted pronunciations and written
words for evaluation (Target language in this example: English)

more robust against minor spelling or segmentation errors than the
Word Error Rate (WER). Blanks are treated as separate characters.
In all experiments, the word recognizer uses context-dependent
acoustic models trained on 20 hours Croatian speech from the Glob-
alPhone project [40] to recognize Slovene. The preprocessing is
described in Sec. 4.1. The AM uses a fully-continuous 3-state left-
to-right HMM with emission probabilities modeled by Gaussian
Mixtures with diagonal covariances. For our context-dependent
AMs with different context sizes, we stopped the decision tree
splitting process at 2000 triphones. After context clustering, a
merge-and-split training was applied, which selects the number of
Gaussians according to the amount of data (19 on average, 38k
in total). We did not apply adaptation techniques to improve the
acoustic models since Slovene transcriptions are not given. This
recognizer achieves a CER of 13.6% on the Slovene portion of the
BMED corpus with the correct Slovene pronunciation dictionary
and an 1-gram LM trained on the 200 BMED sentences (Tab. 6).

6.2. Experiments with Error-Free Phonetic Transcriptions

First we replace Step 1 in our approach in Sec. 4 and simulate a per-
fect phoneme recognizer with 0% Phoneme Recognition Error Rate
by replacing the words in the Slovene text with their canonical pro-
nunciation and removing word boundary markers. Thereby we ini-
tially refrain from dealing with pronunciation variants and phoneme
recognition errors.

Tab. 5 summarizes the results when the pronunciation dictionar-
ies are extracted from perfect phonetic transcriptions. As reference
we also report the performance of the method presented in [16] that
uses a different clustering algorithm and combines elements only
if they are aligned to the same source language word. In contrast
to this, we cluster solely on the basis of phonetic similarities. Set-
ting εoidx = ∞ constricts kmeansOidx to the standard k-means
algorithm. k is fixed to 280 in all experiments, which is an ini-
tial guess for the target language vocabulary size derived from the
Croatian vocabulary size. This initialization is not required to be
exact since in general the final size of the extracted dictionary dif-
fers from k (as shown in the third column of Tab. 5 and 7): On the
one hand, as described in Sec. 4.3, the dictionary size is increased
for each new cluster identified by the oidx criterion. On the other
hand, nbest-lattice occasionally calculates the same mean for
two separate clusters causing them to merge in k-means’ assignment
step.

We observe that on the designated task, kmeansOidx gener-
ally results in lower CERs than the method from [16], although the
Hypo/Ref ratio is higher. Limiting the maximum oidx with εoidx
effectively reduces both the OOV rate and the CER and tends to pro-
duce larger dictionaries. The best recognizer has a CER of 44.2%.
When blanks are ignored in the evaluation so that segmentation er-
rors do not affect the error rate, this system achieves a CER of 35.3%.

6.3. Experiments with Recognized Phoneme Sequences

In our scenario we use a Croatian phoneme recognizer to recognize
the Slovene target language speech in order to build the pronunci-

Language Model WER CER
0-gram 36.2% 15.7%
1-gram 32.0% 13.6%

Table 6. Recognition performance on Slovene with the correct ref-
erence dictionary (gold standard).
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Method Src. Dict. PER OOV Hypo/ CER
Lang. Size. unique running Ref 0-gram LM 1-gram LM

Method from [16] de 80 57.8 76.4 59.6 1.13 66.0 –
Method from [16] en 74 49.8 76.4 60.3 1.04 62.4 –
Method from [16] hr 164 56.8 53.9 33.1 1.22 51.3 –
kmeansOidx, εoidx = ∞ de 280 55.6 39.3 26.2 1.62 52.1 50.7
kmeansOidx, εoidx = ∞ en 279 51.4 33.9 22.7 1.48 51.4 47.9
kmeansOidx, εoidx = ∞ hr 278 54.3 36.1 20.9 1.53 49.9 48.4
kmeansOidx, εoidx = ∞ All 275 47.3 42.1 25.4 1.67 47.3 46.1
kmeansOidx, εoidx = 3 All 282 46.3 42.5 25.2 1.72 46.6 46.2
kmeansOidx, εoidx = 2 All 318 47.5 36.1 20.5 1.75 45.9 45.1
kmeansOidx, εoidx = 1.5 All 324 49.0 34.6 19.7 1.74 45.8 44.4
kmeansOidx, εoidx = 1.1 All 322 48.3 35.0 20.0 1.74 45.2 44.2

Table 5. Results on error-free phonetic transcriptions (oracle experiments).

(a) 0-gram language model. (b) 1-gram language model.

Fig. 8. Performance of the final word recognizer using different dictionaries.

ation dictionary (Sec. 4.1). Therefore, we operate on phoneme se-
quences with a Phoneme Recognition Error Rate of 55.2% rather
than on error-free phonetic transcriptions. Tab. 7 shows our evalu-
ation measures for dictionaries extracted from recognized phoneme
sequences. Reducing εoidx leads to larger dictionaries and higher
Hypo/Ref ratios, but again significantly reduces the OOV rates. To
put it another way, a low εoidx produces noisier dictionaries that on
the other hand cover more Slovene words.

Ultimately the dictionaries need to prove their usefulness when
integrated in a word recognizer for the target language. Fig. 8 plots
the CER of the final recognizer over εoidx for the source languages
German, English, Croatian, and the combination of all of them. All
curves pass through their minimum at εoidx = 2 or εoidx = 1.5.
The best CER (55.5%) with only one source language is achieved
with English, εoidx = 2 and a unigram LM. Using English as source
language consistently performs better than Croatian. We believe that
this is due to the poor morphology of English: A small source lan-
guage vocabulary size reduces the number of parameters in the align-
ment model Model 3P so that they can be estimated more reliably.
We report a CER of 52.3% for our best system with a unigram LM
and a dictionary extracted using all source languages (εoidx = 2).
When blanks are ignored in the evaluation, this system achieves a
CER of 44.9%. Recognition examples are listed in Tab. 8 to get an
impression of the errors that still remain.

6.4. Human Evaluation

In addition to the automatic evaluation measures we perform a hu-
man evaluation for our best systems based on error-free and rec-
ognized phonetic transcriptions (44.2% and 52.3% CER): For 100
randomly selected recognition hypotheses from each system we ask
a Slovene native speaker to select one sentence from a alphabeti-
cally sorted list of all 200 BMED sentences that she thinks is the
correct output. If the answer (including reading, understanding, and
finding the sentence in the list) takes longer than Maximum Answer-
ing Time (MAT), we consider it as wrong. A correct answer with
a MAT of 15 seconds usually implies instant understanding. Tab. 9
shows the percentage of correct answers for both systems with dif-
ferent MATs. Surprisingly, the system using recognized phonetic
transcriptions outperforms the system using error-free transcriptions
when MAT≥ 30, indicating that a low OOV is more important for
understanding than a low PER or even CER. The speaker is able
to identify the correct output for 87.9% of the hypotheses from the
system based on recognized transcriptions within 1 minute.

7. CONCLUSION AND FUTURE WORK

We have tackled the task of bootstrapping an Automatic Speech
Recognition (ASR) system without an a priori given language model
(LM), a pronunciation dictionary, or transcribed speech data for the
target language Slovene – only untranscribed speech and transla-
tions to other resource-rich source languages of what was said were
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available. In our scenario a human translator produced utterances in
the target language (Slovene) from prompts in resource-rich source
languages (Croatian, English, German). First, we cross-lingually
aligned the target language speech to the written translations and ob-
tained phoneme sequence segments corresponding to Slovene words,
but corrupted by recognition and alignment errors. Second, we in-
troduced a new clustering method kmeansOidx and grouped the
segments into clusters. The means of these clusters were written
as word pronunciations to the pronunciation dictionary. A Croat-
ian phoneme-to-grapheme model provided orthographic representa-
tions. The sizes of the clusters were used to estimate unigram LM
probabilities. Both the dictionary and the LM together with Croatian
acoustic models were then used to recognize Slovene.

We collected a small corpus (BMED) in four languages con-

Src.
εoidx

Dict. PER OOV Hypo/
Lang. Size. unique running Ref

de

∞ 257 58.0 43.6 29.2 1.60
6 258 57.2 44.3 29.8 1.62
4 257 57.4 42.9 29.1 1.58
3 262 57.3 38.9 27.1 1.51
2 334 60.5 32.9 23.0 1.75

1.5 333 58.9 31.1 21.5 1.70
1.1 328 58.8 32.5 22.3 1.71

en

∞ 251 55.3 42.5 30.1 1.53
6 252 55.4 42.1 29.9 1.53
4 255 56.3 43.6 29.2 1.58
3 266 57.5 41.4 29.8 1.59
2 306 56.5 37.9 24.7 1.73

1.5 308 56.6 39.3 26.3 1.78
1.1 306 56.5 35.4 22.8 1.66

hr

∞ 253 59.6 39.6 25.2 1.47
6 258 58.8 37.5 26.0 1.45
4 258 58.8 37.5 26.0 1.45
3 268 59.8 37.9 25.1 1.51
2 316 58.3 32.1 21.3 1.64

1.5 320 59.3 32.5 21.6 1.67
1.1 319 59.3 33.2 20.9 1.68

all

∞ 212 54.7 57.1 40.6 1.72
6 236 55.5 53.6 36.6 1.77
4 309 54.8 43.6 29.6 1.92
3 448 56.1 26.4 16.3 2.14
2 1145 64.8 5.0 3.0 4.26

1.5 1142 64.4 4.6 2.2 4.23
1.1 1171 64.2 5.0 2.3 4.35

Table 7. Quality of pronunciation dictionaries extracted from recog-
nized phoneme sequences with the kmeansOidx algorithm.

CER Alignment

18% REF: n i m a m č a * s a
HYP: n i m a m š a s a

25% REF: p o š k o d o v * a n s * e m
HYP: p o š k o d o v a n e s a m

31% REF: * * p o m e m b n o j e
HYP: p p o m i m b n a j e

40% REF: p o š k o d o v * a n s e m
HYP: * o ž g o d o v a n z a m

44% REF: l e ž i * t e u d * * o b n o
HYP: * i ž i t e u d u p n o

50% REF: z d r a * v s e m
HYP: z g r a l b z a m

Table 8. Example hypotheses and their CER (on recognized
phoneme sequences, unigram LM, εoidx = 2). Blanks are repre-
sented by the underscore character ( ).

MAT

System Error-Free Transcript.,
εoidx = 1.1
(44.2% CER)

Recognized Transcript.,
εoidx = 2

(52.3% CER)
15 Seconds 37.0% 27.3%
30 Seconds 65.0% 73.7%
45 Seconds 73.0% 83.8%
1 Minute 77.0% 87.9%

Table 9. Percentage of correct answers in the human evaluation (all
source languages, unigram LM).

sisting of 200 parallel sentences and 50 minutes Slovene speech to
evaluate our methods. Our best system achieved a CER of 52% on
this corpus, using a unigram LM and all three translations to extract
Slovene word pronunciations. For 87.9% of the recognizer hypothe-
ses a Slovene native speaker was able to spot the correct output in a
list of 200 sentences within 1 minute.

In the future, we plan to focus on acoustic modeling and ap-
ply phonetic discovery methods as in [30, 31, 32] on the target lan-
guage speech rather than a phoneme recognizer of a related lan-
guage. Acoustic models could be further improved by iteratively
recognizing the speech to provide target language transcriptions, and
then using the transcriptions to adapt the models. When it comes
to evaluating speech recognizers with partially misspelled words, a
automatic measure that is more meaningful than the CER, but less
erratic than the Word Error Rate is to be found. Although our results
on a limited domain and a small vocabulary are encouraging, the ev-
idence for the applicability of our method on a larger vocabulary and
a truly under-resourced or non-written language is still pending.
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ABSTRACT 

In this paper, we present a research of factored language 
model (FLM) for rescoring N-best lists for Russian speech 
recognition task. As a baseline language model we used a 3-
gram language model. Both baseline and factored language 
models were trained on a text corpus collected from recent 
news texts on Internet sites of online newspapers; total size 
of the corpus is about 350 million words (2.4 GB data). For 
FLMs creation, we used five factors: word, its lemma, stem, 
part-of-speech, and morphological tag. We investigate the 
influence of factor set on language model perplexity and 
word error rate (WER). Experiments on large vocabulary 
continuous Russian speech recognition showed that FLM 
can reduce WER. 

Index Terms— factored language model (FLM), 
automatic speech recognition (ASR), N-best lists, Russian 
language processing

1. INTRODUCTION 

Russian is morphologically rich inflective language. Words 
in Russian can inflect for a number of syntactic features: 
case, number, gender etc., this leads to a large number of 
possible word forms and consequent problems connected 
with sparseness of data. Vast majority of lexical items 
(except adverbs, prepositions etc.) modify its basic form 
(lemma) according to grammatical, morphological, and 
contextual relations. This is a common characteristic for all 
Slavic (or Slavonic) languages [1]. Thus, it is possible to 
cite as example a comparison of word nice and its inflected 
equivalents in Russian: one word compared to 24 words. 

Rich morphology of Russian as well as of many other 
Slavic languages results in extremely large vocabulary. New 
words with similar meaning can be created by adding single 
or multiple prefixes, suffixes and endings to a stem, or also 
by modifying a stem itself [2]. Even grading of adjectives 
and adverbs is done by adding specific suffixes and 
prefixes. Slavic morphology is primarily fusional, that is a 
given affix frequently combines the expression of a number 

of grammatical categories [3]. Thus, automatic speech 
recognition (ASR) vocabulary for Slavic languages requires 
millions of words, that is 10 or 20 times larger than ASR 
systems for English language where the inventory of 50 
thousands most frequent words yields the coverage rate 
about 99% [2]. 

Another feature that is characteristic for Russian 
language as well as other Slavic languages is a relatively 
free word order: for example, the subject-verb-object triple 
in Russian is possible in all 6 surface orders. This became 
possible due to rich morphology, because the role of the 
word in the sentence is determined by its inflected form. But 
in contrast to free word order there is a complex 
grammatical agreement systems in Slavic languages [3].  

The appearance of these features results in the increasing 
of vocabulary size and the number of out-vocabulary 
(OOV) words. In terms of OOV rates, Russian is 
comparable to some other morphologically rich European 
languages, such as Finnish, Czech, Hungarian, Lithuanian 
or Turkish [4, 5, 6].  

In recent years a number of approaches dealing with 
mentioned issues were widely introduced and tested for 
speech recognition systems for the Russian language. The 
survey of Russian ASR systems is given in [7], while here 
we present several new works. 

In [8], authors deal with a Russian speech recognition 
system developed within the Quaero program. The system 
uses two different acoustic front-ends in order to train the 
acoustic models. 4-gram case sensitive language models 
(LMs) with vocabulary of 500K were trained on broadcast 
news, web data, books, and audio transcripts. Experiments 
showed word error rate of about 20% on the official Quaero 
2010 evaluation set. The carried out analysis of recognition 
errors showed that many recognition errors were caused by 
inflections and Yo-homonyms.  

In [9], a maximum entropy language model for Russian 
with features specifically designed to deal with the 
inflections in Russian language is described. This model 
combined with subword based language model was used for 
N-best list rescoring. This led to reduction of word error 
rate by 1.2%. 
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A large vocabulary continuous speech recognizer that 
uses syllable-based LM is presented in [10]. A method for 
recognized syllables concatenation and error correction is 
proposed. The syllable lexicon has about 12K entries. The 
final sentence is constructed from the recognized syllables 
by the designed co-evolutionary asymptotic probabilistic 
genetic algorithm (CAPGA).  

In [11], authors deal with method of syntactic links 
accounting in language model. They used such processing 
stages as part-of-speech (POS) tagging, dependency parsing 
and factored language models for hypotheses rescoring. 
Experiments were performed on parts of Russian National 
Corpora and have shown that only one of mixed models 
showed slightly better results than the simple 3-gram model. 
The best accuracy was 91.77%, that is 1.26% better than 
results obtained with the baseline model. 

A continuous Russian speech recognition with deep 
belief networks in conjunction with HMM is presented 
in [12]. The first of two recognition stages was the use of 
deep belief networks to calculate the phoneme state 
probability for feature vectors. At the second stage Viterbi 
decoder used these probabilities for generating resulting 
sequence of words. The experiments were performed on the 
collected by FSSI Research Institute corpus of telephone 
speech, with 25 hours used for training, 1 hour 
for validation and 1 hour for test. Additionally 17 hours of 
unlabeled speech were used for pretraining of deep neural 
networks. Experiments showed best results with deep neural 
networks in the case of 5 layers with 1000 elements for one 
layer. In that case accuracy was 45%. 

In [7], syntactico-statistical language model is proposed 
to take into account long-distance syntactic dependencies 
between word pairs. This model was created by joint 
application of statistic and syntactic analysis of training text 
data. Application of the model to large vocabulary speech 
recognition task allowed to decrease WER from 30.5% to 
26.9% 

Yandex SpeechKit [13] provides an ASR search 
application for Russian language. For improvement of 
acoustical modeling authors used deep neural networks. At 
the moment application allows searching general 
information and geo information (streets, places). Authors 
claim that accuracy is 84% for general information and 94% 
for geo information. 

Finally, for automatic voice search in the Internet, 
Google Inc. has developed the on-line Voice Search 
service [14], which uses speech recognition technology. 
This service allows users to find necessary information in 
the Internet pronouncing a word or a phrase. For the LM 
creation, written queries to Google search engine were used. 
This technology is also applied to other Google services, for 
example, Google maps, where it is possible to perform 
voice request for searching a place on the map. For short 
and common sentences it works pretty well, but it fails for 
conversational Russian speech. 

2. FACTORED LANGUAGE MODELING 

Alternative to N-gram language models is factored 
language models (FLM) that for the first time was 
introduced in order to deal with morphologically rich 
Arabic language [15]. Then it has been used for many other 
morphologically rich languages. This model incorporates 
various morphological features (factors) and it can be used 
for inflective languages. So, a word is viewed as a vector of 

k factors: ),...,,( 21 k
iiii fffw . Factors of a given word 

can be word, morphological classes, stems, roots, and other 
grammatical features. Probabilistic language model is 
constructed over sets of the factors. 

There are two main issues in FLM developing [16]: 
1. choosing an appropriate set of factor definitions by 

using data-driven techniques or linguistic 
knowledge; 

2. finding the best statistical model over these factors. 
In FLM, there is no obvious way of backing-off path 

[15]. In word N-gram modeling backing-off is performed by 
dropping first the most distant word, followed by the second 
most distant word, and so on until the unigram language 
model is used. This process is illustrated in Figure 1 (a). In 
FLM any factor can be dropped at each step of backing-off, 
and it is not obvious which factor to drop first. In this case, 
several backoff paths are possible, what results in a backoff 
graph. An example of backoff graph is presented on 
Figure 1(b). The graph shows all possible single step 
backoff paths, where exactly one variable is dropped per 
backoff step. 

Figure 1. N-gram and FLM backoff trees: (a) backoff path 
for a 3-gram language model over words; (b) backoff graph 

for with three parent variables F1, F2, F3

In [17], factored language model is incorporated at 
different stages of the speech recognition system: at the 
stage of N-best list rescoring and at recognition stage. 
Because the use of FLM at the recognition stage is 
problematic, for speech decoding a word-based language 
model rescored with FLM was used. Recognition results 
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showed an improved WER with the FLM used for N-best 
rescoring task by 0.8-1.3% depending on the test speech 
corpus, and usage of FLM at speech recognition gave 
additional improving of WER by 0.5%. 

FLM is applied for lattice rescoring in [18]. For speech 
recognition HTK decoder was used. The decoder generated 
a lattice of 100 best alternatives for each test sentence using 
a word-based bigram language model with 5K vocabulary. 
Then the lattice was rescored with various morpheme-based 
and factored language models. Word recognition accuracy 
obtained with baseline model was 91.60%. Usage of FLM 
increased word recognition accuracy up to 92.92%. 

In [19], morpheme-based trigram language mode for 
Estonian was used for N-best list generating. Vocabulary of 
the language model consisted of 60K particles. Then the 
obtained morpheme sequences were reconstructed to word 
sequences. Factored language model which used words and 
their part-of-speech tags was applied to rescore N-best 
hypotheses. A relative WER improvement of 7.3% was 
obtained on a large vocabulary speaker independent 
recognition task. 

In [20], FLM was combined with recurrent neural 
network for Code-Switching Language Modeling task. The 
combined language model gave a relative improvement of 
32.7% comparing to the baseline 3-gram model. 

An application of the FLM for Russian speech 
recognition is described in [21, 22]. FLM was trained on the 
text corpus containing 10M words with vocabulary size of 
about 100K words. FLMs were created using the next 
factors: word, lemma, morphological tag part-of-speech, 
and gender-number-person factor. TreeTagger [23] tool was 
used for obtaining the factors. Investigation of influence of 
different factors and backoff path on perplexity and WER 
was carried out. FLM was used for rescoring of 500-best 
list. Evaluation experiments showed that FLM allows to 
achieve 4.0% WER relative reduction, and 6.9% relative 
reduction was obtained when FLM was interpolated with 
baseline 3-gram model.  

3. THE BASELINE SPEECH RECOGNITION 
SYSTEM 

3.1. Architecture of the baseline speech recognition 
system 
An architecture of the software of automatic analysis, 
recognition and diarization of Russian speech (PARAD-R) 
is presented on Figure 2. PARAD-R software is built on the 
basis of a three-level processing (client, server, program-
mathematical core) [24]. The client and server can be 
located either on the same computer or on different 
computers and can communicate over a computer network. 
The exchange of information between client and server is 
implemented using protocols MRCPv2 (Media Resource 
Control Protocol) and RTSP (Real-Time Streaming 
Protocol). 

Figure 2. Architecture of the PARAD-R speech analysis 
software 

The server consists of the following software modules: a 
server application - MRCP server, the modules of 
vocabulary editor, language model generator and quality 
estimator. Each of these modules, except the last, is 
implemented as an executable file running OS MS 
Windows XP/Vista/7. In addition to these software 
modules, the server is also linked to the core of 
mathematical software, which includes: digital audio 
processing, speaker diarization, automatic speech 
recognition [25-30]. Each of these modules is implemented 
as a static library to be connected to the server application.

3.2. Acoustic modeling 

Training of acoustic models of speech units is carried out 
with the use of a Russian speech corpus. In this research, we 
have used our own corpus of spoken Russian speech 
Euronounce-SPIIRAS, created in 2008-2009 in the 
framework of the Euro-Nounce project [31]. The speech 
data were collected in clean acoustic conditions, with 
44.1 kHz sampling rate, 16-bit audio quality. A signal-to-
noise ratio (SNR) at least 35-40 dB was provided. The 
database consists of 16,350 utterances pronounced by 50 
Russian native speakers (25 male and 25 female). Each 
speaker reads 327 phonetically-balanced and meaningful 
sentences carefully, but fluently one time only. Total 
duration of speech data is about 21 hours. 

Hidden Markov Models (HMM) are used for acoustic 
modeling, and each phoneme (speech sound) is modeled by 
one continuous density HMM. A phoneme model has three 
states: the first state describes phoneme’s start, the second 
state presents a middle part, and a third state is phoneme’s 
end. HMM of a word is obtained by connection of 
phoneme’s models. Similarly the models of words are 
connected with each other, generating the models of 
phrases. The aim of training of the acoustic models based on 
HMM is to determine such model’s parameters that would 

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

83



lead to maximum value of probability of appearance of this 
sequence by training sequence of observations [32]. 

3.3. Baseline Language Modeling 

For the language model creation, we collected and 
automatically processed a new Russian text corpus of on-
line newspapers. This corpus was collected from recent 
news published on freely available Internet sites of on-line 
Russian newspapers (www.ng.ru, www.smi.ru, 
www.lenta.ru, www.gazeta.ru, www.interfax.ru, ria.ru) for 
the years 2006-2013. The procedure of preliminary text 
processing and normalization is described in [7]. The size of 
the corpus after text normalization and deletion of doubling 
or short (<5 words) sentences is over 350M words, and it 
has above 1M unique word-forms. 

For the statistical text analysis we used the SRI 
Language Modeling Toolkit (SRILM) [33]. We created 3-
gram language models with different vocabulary sizes, and 
the best speech recognition results were obtained with 150K 
vocabulary [34]. Perplexity of the baseline model is 553. So 
this vocabulary was chosen for further experiments with N-
best list rescoring. 

4. FACTORED LANGUAGE MODEL CREATION 

The software “VisualSynan” from the AOT project [35] was 
used for obtaining morphological word features. We used 
five factors: the word, its lemma, stem, part-of-speech 
(POS), and morphological tag. 

The training text corpus was processed to replace words 
with their factors. For example, the word ‘ ’
(“scheme”) is replaced with the vector {W- : L- :
S- : P- : G-bc}, where W is a word, L is a lemma, S 
is a stem, P is POS, G is a morphological tag that means 
noun POS, feminine gender, singular, dative case. We 
created 4 models with the word plus one of the other factors 
using Witten-Bell discounting method. 

We have tried 2 fixed backoff paths: 
1. The first drop was of the most distant word and 

factor, then – of the less distant ones. 
2. The first drop was of the words in time-distance 

order, the drop of the factors in the same order. 
Figure 3 shows an example of these backoff paths for a 

model W+L. 
Table 1 presents perplexity of the obtained models 

calculated on text data consisting of phrases (33M words in 
total) from another online newspaper “ .ru”
(www.fontanka.ru). Perplexity is given with two different 
normalizations: counting all input tokens (PPL) and 
excluding end-of-sentence tags (PPL1). 

Figure 3. Backoff paths for a model W+L: (a) backoff 
path 1; (b) backoff path 2 

Table 1. Perplexity of different FLMs with different backoff 
paths 

Factors 
Backoff path 1 Backoff path 2 
PPL PPL1 PPL PPL1 

W - - 553 878 
W+L 826 1405 1007 1739 
W+S 1637 2937 1834 3320 
W+G 750 1264 900 1539 
W+P 725 1219 727 1223 

The models built with backoff path 1 have smaller 
perplexity. The largest value of perplexity has the model 
with word and stem factors. 

5. EXPERIMENTS 

To test the speech recognition system we used a speech 
corpus that contains 500 phrases pronounced by 5 speakers. 
The phrases were taken from the materials of the on-line 
newspaper « .ru» (www.fontanka.ru). 

For speech recognition we used decoder 
Julius ver. 4.2 [36]. WER obtained with the baseline 3-gram 
language model was 26.54%. The OOV rate for the test set 
was 1.1%. RTF was 2.5 for the speech decoder installed on 
a desktop PC with multi-core Intel Core i7-3770K 3.5 GHz 
processor. 

We produced several N-best lists with different number 
of hypotheses and carried out rescoring of N-best lists using 
created FLMs. The results are presented in Table 2. 

Table 2. WER obtained after rescoring of N-best lists with 
FLMs with different backoff paths 

Models
50-best 20-best 10-best 

Path 1 Path 2 Path 1 Path 2 Path 1 Path 2
W+L 28.05 29.06 27.83 28.39 26.95 27.77 
W+S 29.33 30.30 29.01 29.46 27.90 28.63 
W+G 27.88 28.39 27.30 27.58 27.88 27.15 
W+P 28.75 29.40 27.72 28.48 27.32 27.60 
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Table 2 shows that in most cases model with W and G 
factors gave the better results, but WER was worse than 
WER obtained before N-best list rescoring. Then we carried 
out linearly interpolation of FLMs with baseline 3-gram 
model. Performance of obtained models in terms of WER is 
presented in Table 3. 

Table 3. WER obtained after rescoring of N-best lists with 
FLMs interpolated with 3-gram model 

Models 
50-best 20-best 10-best 

Path 1 Path 2 Path 1 Path 2 Path 1 Path 2
3gram and 

W+L 26.10 26.16 25.69 25.84 25.90 26.05

3gram and 
W+S 26.46 26.27 26.01 26.03 26.20 26.09

3gram and 
W+G 26.01 25.45 25.71 25.28 25.79 25.45

3gram and 
W+P 25.88 26.03 25.51 25.75 25.75 25.84

Some better results were obtained after rescoring of 20-
best lists than of 50-best and 10-best lists. The lowest WER 
(25.28%) was obtained by means of the baseline model 
interpolated with FLM, in which W and G factors were used 
(backoff path 2). The second best result was obtained when 
the FLM with W and P factors (backoff path 1) was used for 
interpolation with 3-gram model. So, we created the model 
that is the linearly interpolation of 3-gram model, W+G 
model (backoff path 2), and W+P model (backoff path 1). In 
this case WER was equal to 25.19%. So we obtained a 
relative WER reduction of 5% comparing to baseline the 
system.  

On Figure 4 the distribution graph of mean values of 
best hypothesis number for different N-best sizes is 
presented. It shows that when N-best list is increasing in 
number more than 30, the increase of mean number of best 
hypothesis slows down. 

Figure 4. Distribution graph of mean values of best 
hypothesis number for different N-best sizes 

Our results are consistent with those obtained in [22]. 
But comparing to [22] we used another morphological 
parser - AOT [35] while authors in [22] used 
TreeTagger [23]. For our experiments we used training set 
of 350 million words that is 35 times larger set than in [22]. 
In the end our results are better and support the hypothesis 
of [22] that FLM improve recognition accuracy. 

6. CONCLUSION 

Rich morphology of Russian complicates the creation of 
language models. FLMs can help to include additional 
information in language model and thereby to improve 
Russian speech recognition system. 

In the paper we have investigated an application of FLM 
for N-best lists rescoring for Russian speech recognition. 
We made a comparison of influence of factor set on speech 
recognition results. We obtained relative WER reduction of 
5% comparing to the baseline system. 

In further research we plan to investigate FLMs with 
more than two factors and try generalized backoff in which 
multiple different paths are chosen dynamically at a run 
time.  
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ABSTRACT 

This paper aims at describing the major components of the 
first Text-to-Speech (TTS) system ever built for Mirandese, 
[1] a minority language spoken in the Northeast of Portugal. 
Both language resources development (corpus, text-
normalization rules, annotated lexicon, phone sets and 
recordings) and the TTS (Statistical Parameter Synthesis) 
system are documented here. 

Index Terms— Mirandese, text-to-speech, language 
resources

1. INTRODUCTION 

Mirandese is a minority language spoken by around 15.000 
people in the Northeast of Portugal for which little or no 
computational resources were available before the ones 
described in this paper. To pursue the development of a 
Mirandese Text-to-Speech system, Microsoft teamed up 
with a public research center, ILTEC, and with the 
community-led Association for Mirandese Language 
(ALM). With the goal of building the first TTS system, 
language resources for Mirandese have been developed, 
consisting of: 

i. a corpus of over 1 million tokens; 
ii. a set of about 4.000 contextual text normalization 

rules; 
iii. tokenizer, inflector, stress maker, syllabifier and 

grapheme-to-phoneme converter; 
iv. a lexicon fully annotated for Part-of-Speech and 

other morpho-syntactic features (124.360 word 
forms); 

v. a phone set including 46 distinct phones; 
vi. a speech data base composed of about 7 hours of 

recordings from a carefully selected voice talent, 
using about 5.000 prompts retrieved from the 
corpus. 

After a brief introduction to Mirandese language (§2), these 
resources are described (§3), and the TTS system presented 
(§4). An overall evaluation of the quality of the modules 
developed so far concludes this paper (§5).  

2. THE MIRANDESE LANGUAGE 

Mirandese belongs to the Astur-Leonese group of West 
Iberian languages, being closely related to Asturian, spoken 
to this day in areas of the Asturias and Leon autonomous 
communities in Spain, with which Mirandese no longer 
retains a linguistic continuum. Unwritten for most of its 
history, Mirandese was first scientifically identified and 
studied in the late 19th century [2]. Throughout the 20th 
century, strong demographic changes, namely the exodus of 
large numbers through emigration in the 1940s and in the 
1970s, an influx of non-Mirandese speaking workers from 
various other parts of the country in the 1950s and 1960s, 
along with the rise of Portuguese-spoken-only media, led to 
inter-generational transmission to be gradually abandoned, 
leaving the language seriously threatened. Today, it is 
estimated that Mirandese is spoken by no more than 5.000 
people as a first language, and by at most 15.000 in total, 
counting heritage and second language speakers, including 
those living outside of Terra de Miranda [3]. In the 1990s, 
strong efforts began to be made to make the survival of 
Mirandese possible: a group of linguists and native speakers 
managed to reach an agreement for a spelling convention 
common to different varieties, and the language was 
introduced into the formal education curricula locally, 
although with limited scope and only as an option. The 
Portuguese State finally granted the language co-official 
regional status in 1999 [4]. These initiatives had a strong 
impact on its speakers: what used to be perceived as a 
reason for shame by many in the diglossic community 
increasingly started showing up in book shelves and in the 
local and national media, and on the Web. Albeit seriously 
threatened as a mother tongue, it is currently learned and 
used by a large part of the population of Miranda in 
increasingly more formal contexts, currently enjoying a 
period of non-artificial revival. 

2.1. Some properties of Mirandese phonetics 

Mirandese is closely related to other central and western 
Iberian romance languages. Although the matter is not 
definitively settled, it features five distinctive vowels in the 
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stressed system (/i, e, a, o, u/), like Spanish, but nine 
corresponding phones if unstressed positions are taken into 
account ([i, e, , , , a, u, o, ]), like Portuguese.  

It also shares with this language the existence of nasal 
vowels (including nasal diphthongs and the rare nasal 
schwa), although with different height values; unlike it, it 
has a high number of rising diphthongs, a feature again 
more similar to Spanish and to other, closely related 
Asturian-Leonese dialects, with which it also shares word-
initial palatalization of laterals. Among its most distinctive 
features is the phonological differentiation of 7 sibilants: 
apico-alveolar /s/ and /z/, laminal / predorso-dental /s/ and 
/z/, along with / /, / /, and the africate [t ]. 

On a phonetic level, some Mirandese varieties feature 
systematic diphthongation of stressed /i,u/, which become 
glides attached to a near-back nucleous; systematic 
palatalization or elision of velar stops before a stressed close 
front oral or nasal vowel, and contextual intervocalic velar 
nasal [ ] after a stressed nasal /u/ preceding a vowel. 

3. LANGUAGE RESOURCES 

Despite some pioneering efforts towards developing 
speech technologies for Mirandese [6] [7], there were little 
or no available resources at the onset of this effort [1]. The 
most detailed linguistic descriptions are those made by [4], 
more than 100 years ago, in part due to the lack of available 
data [3], leaving researchers in need of conducting original 
fieldwork to get in touch with actual large-scale data, and 
school pupils with little up-to-date base tools for the formal 
study of the language. Additionally, the fact that Mirandese 
is present in more and more support formats and usage 
contexts seems to be a decisive factor in the way its 
speakers perceive the language, granting it a higher 
sociolinguistic profile [3]. 

To achieve the end goal of creating a TTS system, a 
number of language resources that are usually available for 
more widely spoken European languages had to be 
developed from scratch. For the voice font generation, an 
existing and proven process could be followed, using 
previously existing tools designed for larger and better-
resourced languages [5] [8].  Work for this project 
encompassed the creation of a large text corpus, the 
definition of a complete phone-set, the development of 
tokenizer, inflector, text normalization (TN) and grapheme-
to-phoneme (GTP) modules, and the creation of a large 
phonetic lexicon with part-of-speech (POS) classification. 

3.1. Corpus 

The corpus was compiled from raw textual data collected 
by ALM, most of it generously provided by publishers, 
newspapers and the authors themselves. Those data were 
then complemented with data crawled from the web using 
the work developed by [9], which allowed us to harvest 

authentic data from sources such as blog posts and 
comments and personal websites, increasing the total size of 
the corpus to over one million tokens.  

The data in the corpus was used to retrieve the text 
prompts used in the recordings, extract lexical entries, and 
to test the Text Normalization (TN) module. 

3.2. TN module 

A TN module for Mirandese was also put in place for the 
first time for this language, its rule-set being developed with 
the aid of previously in-house developed software [15] and 
taking advantage of the availability of a counterpart file for 
European Portuguese. The proximity between the two 
languages made it possible to reuse the pre-existing 
resource changing only minimally several hundreds of the 
thousands of rules and terminals that compose the module, 
thus greatly speeding up the TN module development 
process. 

The final TN module is composed of about 5.000 
(contextual) rules dealing with the expansion of cardinal 
numbers (“12”  “twelve”) or date-time spell out (“12:00” 

 “noon”), for instance. The following TN categories were 
developed for Mirandese: cardinals, ordinals, percentage 
expressions, simple mathematical expressions, date and time 
expressions, currency, phone numbers, roman numerals, 
fractions, measurement expressions, titles, addresses, URLs 
and email, and file paths. Where needed, context-sensitive 
rules were made, for instance to ensure the correct gender 
agreement in noun phrases containing a cardinal number. 

3.3. Lexicon 

The lexicon was built using the currently 25K lemma list 
of the ongoing work on a Mirandese-Portuguese dictionary 
[10], complemented with the most frequent lemmas in the 
compiled text corpus, which was previously tokenized, 
lemmatized and POS-tagged using customizations of [11] 
and [12]. The resulting lemma list was then inflected using a 
version of [13], syllabified, stress-marked and converted to 
IPA phonetic transcription using an in-house adaptation of 
an unpublished two-step Perl-based GTP tool originally 
developed for European Portuguese [14]. This simple 
regular expression string replacement set of scripts starts by 
marking up stress and syllable divisions over the 
orthographic forms and, in a subsequent phase, applies an 
ordered set of grapheme-phone transformation rules based 
on syllable position and stress, taking advantage of the 
relatively shallow phonemic orthography of Mirandese. 

In the end, we succeeded in compiling a fully annotated 
large lexicon, consisting of 124.360 word forms, for which 
standard orthography, pronunciation (syllabified, stress 
marked IPA transcription), POS (e.g. VER for verb, ADJ 
for adjective) as well as other morphological information 
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(like mood, tense, person and number features) is provided, 
as exemplified in (1): 

(1)  Word | Pronunciation | POS | morphological features
 abacelhe | ax - b ax - s eh 1 - lh aex | VER |  
   subjunctive, present, 3person, sing  
 melhor | m aex - lh oh r 1 | ADJ | qualifying, masc, 
   sing 

Using algorithms like the one discussed in [14], we 
managed to easily generate syllabification rules that allow 
us to segment words out of lexicon and pair them with their 
correct pronunciation and the most likely stress. 

3.4. Phone set 

Another crucial resource that needed to be developed, 
was a complete phone set for Mirandese (cf. §2.1), 
consisting of 43 distinct phones, which that takes us forward 
from prior work [6]. This resource specifies the full list of 
available phones paired to distinctive features and 
parameters that are used to train the voice model: 

(2) Phone features 
 a  voiced central low sonorant vowel 
 aex  voiced central high sonorant vowel 
 an  voiced central low sonorant nasal vowel 
 ax  voiced central mid-high sonorant vowel 
 b  voiced bilabial plosive 
 ch  voiceless postalveolar affricate 
 d  voiced dental plosive 
 eh  voiced front mid-high sonorant vowel 
 ehn  voiced front mid-low sonorant nasal 
   vowel 
 exn  voiced central high sonorant nasal vowel 
 f  voiceless labiodental fricative 
 g  voiced velar plosive 
 i  voiced front high sonorant vowel 
 in  voiced front high sonorant nasal vowel 
 j  voiced palatal semivowel 
 je  rising front high sonorant diphthong 
 jen  rising front high sonorant nasal diphthong 
 k  voiceless velar plosive 
 l  voiced alveolar lateral sonorant 
 lg  voiced lateral velarized alveolar sonorant 
 lh  voiced palatal lateral sonorant 
 m  voiced bilabial nasal sonorant 
 n  voiced alveolar sonorant nasal 
 ng  voiced velar nasal sonorant 
 nh  voiced palatal nasal sonorant 
 oh  voiced back mid-high rounded sonorant 
   vowel 
 ohn voiced back mid-low rounded  
   sonorant nasal vowel 
 p  voiceless bilabial plosive 

 r  voiced alveolar tap 
 rr  voiced alveolar trill 
 s  voiceless alveolar fricative 
 sh  voiceless postalveolar fricative 
 ss  voiceless apicoalveolar fricative 
 t  voiceless dental plosive 
 u  voiced high rounded sonorant vowel 
 un  voiced high rounded sonorant nasal vowel 
 w  voiced labiovelar semivowel 
 wo  rising back high sonorant diphthong 
 won rising back high sonorant nasal  
   diphthong 
 x  voiceless uvular fricative 
 z  voiced alveolar fricative 
 zh  voiced postalveolar fricative 
 zz  voiced apicoalveolar fricative 

3.5. Voice recordings 

On par with the other development tasks, a voice talent 
was selected for high-quality recording sessions of 5.132 
prompts retrieved from the corpus. The prompts consisted 
of full sentences selected based on character length and 
phonological relevance (richness of phonological contexts), 
determined by an existing algorithm of the text TTS system 
software suite. 

The voice talent was selected from a pool of candidates 
by a jury of 20 native speakers of varying ages, provenances 
and sociolinguistic profiles. Public advertisement in the 
local media and through speaking community networking 
helped greatly in getting a reasonable number of candidates 
with the correct profile: native speakers, having at least 
undergone undergraduate studies and no older than 40. The 
jury listened to recordings of each candidate reading an 
expressive text, and filled in a short questionnaire. The two 
highest ranked candidates in this first phase underwent one 
hour of pure speech studio recording beneath loose scrutiny 
and were again ranked by the jury, who this time had to fill 
in a more thorough questionnaire developed for subjective 
pleasantness assessment, using a methodology published 
before [17]. 

Finally, the selected voice talent was recorded over two 
weeks in a high-quality studio under the close supervision 
of a Language Expert, who monitored the clarity, accent, 
and completeness of the recording process, simultaneously 
checking the adequacy of each prompt and making textual 
corrections where needed. The recording process yielded 
over 7 hours of speech data.  

Those data were semi-automatically trimmed and 
chopped into individual files using a standard acoustic 
marker inserted between prompts during the recording 
process, making it easier to map each individual recording 
file with a prompt. All the individual recordings were 
listened to by a Language Expert, and removed from the 
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pool of available data when quality or conformity with the 
prompt was not met. 

4. TEXT-TO-SPEECH SYSTEM 

The resources developed have been used for the Voice Font 
Building procedure at the core of the TTS system discussed 
in [1]. In this section we quickly discuss the TTS back-end 
voice font training procedure. 

The Statistical Parameter Synthesis (SPS) used requires 
the extraction of (up to) 24 parameters characterizing the 
vocal tract emitting the relevant phone to be modeled. The 
wave segmentation (at sentence, word, syllable and phone 
level) is guided by the fully normalized prompts used for 
eliciting the recording. This procedure is automatically 
carried out using rule-based sentence breakers, contextual 
text normalization (TN) rules (as discussed in §3.2), and 
POS taggers (e.g. [18]). Once single words are normalized 
and categorized, the correct pronunciation is retrieved from 
the lexicon (§3.3) and assigned to the current word. 
In the end, each prompt is enriched with several types of 
information, as shown in (3) (“w”= token, “v”=written 
form, “p”= pronunciation): 

(3)   Por baixo de las saias de las rapazas 
in   under of  the skirts of the ladies 

<w v="Por" p="p . oh 1 . r" type="normal"  
  length="3" /> 

        <w v="baixo" p="b . a 1 . j - ch . u" type="normal" 
  offset="4" length="5" /> 
        <w v="de" p="d . aex" type="normal" offset="10" 
  length="2" /> 
        <w v="las" p="l . ax . ss" type="normal" offset="13" 
  length="3" /> 
        <w v="saias" p="ss . a 1 . j - ax . ss" type="normal" 
  offset="17" length="5" /> 
        <w v="de" p="d . aex" type="normal" offset="23" 
  length="2" /> 
        <w v="las" p="l . ax . ss" type="normal" offset="26" 
  length="3" /> 
        <w v="rapazas" p="rr . ax - p . a 1 - z . ax . ss" 
  type="normal" br="4" offset="30" 
  length="7" /> 
        <w v="." type="punc" br="4" />   

The fully annotated prompts made the TTS voice font 
training procedure possible: the approach used to train the 
font model is called Statistical Parameter Synthesis (SPS) 
and it is based on standard Hidden-Markov-Model (HMM) 
approaches to TTS (HTS, [19], [20]). 
Notice that the SPS procedure not only allows using 
distinctive phonetic features (linear spectrum pair, LSP 
model, [21]) as parameters, but also prosodic cues, like 
pitch (F0). This allows us to both keep the advantages of 

having an HTS Voice Font  (high flexibility, small font size) 
and to limit its disadvantages (muffle voice quality, flat 
prosody). The training process uses a gradient descent 
algorithm (Minimum Generation Error, MGE [22]). 
In the end, the (trained) decision tree is used in generation 
to select and concatenate the state models by maximizing 
the likelihood of the parameter sequence. The result is a 
fully intelligible TTS voice font. 

5. CONCLUSIVE REMARKS 

In this work, we discussed the linguistic resources 
developed for the first TTS system for Mirandese reaching 
intelligibility. The language resources developed to build 
the system are being made available to the speaking and 
scientific community through the speech-community-led 
Casa de la Lhéngua (free access web interface), as well as 
through the Microsoft Language Development Center web 
site. It rests to be seen if the secondary objective of granting 
Mirandese a stronger sociolinguistic profile within its 
speaking community will be aided by the availability of 
these tools.  
Future work should include the conversion of the NLP 
resources we developed to internationally standardized 
formats and the general improvement of the TTS system. 
We are now working on a more natural TTS voice font, 
where the prosody model used will be improved using an 
enriched TOBI-compliant prompt annotation. [23] With an 
evaluation purpose, we will conduct in the near future a 
community-centered evaluation of the TTS system, namely 
at the segmental level (including intelligibility tests), as well 
as at supra-segmental, prosodic level, by means of Mean 
Opinion Scores (MOS). [24]. 
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ABSTRACT
In an HMM-based Text-To-Speech system, contextual 
features, including phonetic and prosodic factors have a 
significant influence to the spectrum, F0 and duration of 
the synthetic voice. This paper proposes prosodic features 
aiming at improving the naturalness of an HMM-based 
TTS system (VTed) for a tonal language, Vietnamese. 
The ToBI (Tones and Break Indices) features are used to 
learn two crucial prosodic cues i.e. intonation (boundary 
tones) and pause (break indices), concurrently with 
another set of features. The result of MOS test showed 
that the general quality of synthetic voice is rather good, 
1.21 point lower than the natural voice. About 55% of the 
voice trained with ToBI boundary tone feature are 
perceived as similar to the voice trained without this 
feature, while a 10% difference in favour of the voice 
trained without this ToBI feature is observed. This may be 
linked with F0 contour lowering or raising regardless of 
lexical tones. This brought two main problems in the
synthetic voice: discontinuity in spectrum and F0 or 
unexpected voice quality. This paper then concluded the 
need of much more work on intonation modeling that 
should take into account the Vietnamese tones. A new 
prosody model can be designed, which may consider the 
ToBI model, with respect to lexical tones and the 
syntactic structure of Vietnamese.

Index Terms — Text-to-speech (TTS), speech synthesis, 
tonal language, Vietnamese, HMM-based speech 
synthesis, intonation, ToBI

1. INTRODUCTION
The hidden Markov model (HMM-) based speech 
synthesis has recently been demonstrated to be very 
effective in synthesizing smooth and stable speech. It is
most simply described as generating the average of some 
sets of similarly sounding speech segments [1]. There are 
many contextual features, including phonetic factors and
prosodic factors that a!ect the spectrum, F0 and duration
of the synthetic voice [2].

For tonal languages, there are number of works on 
prosody modeling in speech synthesis for improving the 
naturalness of the synthetic voice. They did research on 
improvement of tone intelligibility [3], intonation 
modeling [4][5] or stress [6]. Vietnamese, a monosyllabic 
and tonal language has recently been the subject of much 
linguistic research. Vietnamese tones generation using F0 

and power patterns was proposed in [7] while the work in 
[8] proposed a method for generating F0 contours in 
syllable-based concatenative speech synthesis. In both 
work, F0 values were modeled and generated from rules 
based on corpus analyses. The intonation of the synthetic 
voice is hence at the “rule-based” level, sometimes 
discontinuous even based-on non-uniform unit selection 
[9], compared to statistical parametric synthesis.

In an HMM-based Text-To-Speech (TTS) system,
there are many contextual features, including phonetic 
factors and prosodic factors that affect the spectrum, F0 
and duration of the synthetic voice [2]. It is necessary to 
use a transcription model to generate prosodic labels for 
both training and synthesis phases. The ToBI (Tones and 
Break Indices) system [10], which is intended as a 
standard for the prosodic transcription of American 
English, is also supposed to be compatible with current 
work in language processing, explicitly modeling two 
crucial prosodic cues i.e. intonation (boundary tones) and 
pause (break indices). This paper experiments the use of 
ToBI labels for training prosodic features for our HMM-
based TTS system for Vietnamese – VTed [11]. Some 
discussions and future works on intonation issues are 
given from the evaluation of the obtained results (based 
on both subjective and objective tests).

The rest of this paper is organized as follows. Section 
2 presents the background of this work, including study of 
Vietnamese phonetics and phonology necessary for a TTS 
system and the ToBI transcription model. The system 
architecture and design of Vietnamese features, including 
how to extract Vietnamese prosodic features from text 
using ToBI model, are given in Section 3. The 
implementation and evaluation are presented in the 
Section 4. The final section gives conclusions and 
presents future works.

2. BACKGROUND
2.1 Vietnamese phonetics and phonology
Vietnamese, a tonal language, the official language of 
Vietnam is spoken natively by over seventy-five million 
people in Vietnam and greater Southeast Asia as well as 
by some two million overseas, predominantly in France, 
Australia, and the United States [12]. Both phonetics and 
prosody are necessary to understand language as a means 
of communication between people; hence they play 
important roles in speech processing. 

Although there is considerable fluidity and a good 
deal of conflicting opinion, in general the pronunciation 
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of educated speakers from the Hanoi area of Vietnam is 
the most widely accepted as a sort of standard [13]. This 
section recapitulates the phonological system, phonetics 
and prosody of the modern Hanoi dialect of Northern 
Vietnamese (Hanoi Vietnamese), which need considering
in design and implementing speech synthesis applications.
More detail discussion was presented in [11].
2.1.1 Vietnamese syllable structure
Analysis of syllable structure has a direct bearing on the 
analysis of the phonemic system: numerous nuclei / 
vowels; or combination of glide and vowel, and also 
central for tone system. We adopted the hierarchical 
structure for Vietnamese syllables (Figure 1). There are 2 
main parts of a syllable: An initial consonant and a 
rhyme. Tone is carried in the rhyme with 3 elements: 
medial, nucleus and ending. The nucleus and tone are 
compulsory while others are optional.

SYLLABLE

Initial 
(C)

Rhyme (carrying Tone)
Medial 

(w)
Nucleus 

V (V)
Ending 
(C) / (G)

Figure 1: The hierarchical structure of Vietnamese syllables.
2.1.2 Vietnamese phonological system
There are totally 19 initial consonants in Hanoi 
Vietnamese. In this dialect, orthographic ch- and tr- (/c/ 
and /ʈ/), d-, gi- and r- (/z/ and /ʐ/), x- and s- (/s/ and /ʂ/)
are pronounced alike [13] [14] as /c/, /z/, /s/. Hanoi 
Vietnamese licenses eight segments in coda position: 
three unreleased voiceless obstruents /p t k/, three nasals 
/m n ŋ/, and two approximants /j w/. There are nine long
vowels /i e ɛ a ɯ ɤ u o ɔ/, four short vowels /ɛ̆ ă ɤ̆ ɔ̌/ and 
three falling diphthongs /ie ɯɤ uo/ [15].
2.1.3 Vietnamese tones

Northern Vietnamese speech varieties distinguish six 
lexical tones: level (1), falling (2), broken (3), curve (4), 
rising (5), and drop (6) and that some of these tones often 
involve voice quality contrasts. Figure 2 illustrates 
Vietnamese tones with a six-tone paradigm (1-4, 5a, 6a) 
for sonorant-final syllables, and a two-tone paradigm (5b, 
6b) for obstruent-final syllables (i.e. the tones of syllables 
ending in /p/, /t/ or /k/ - checked syllables). 

!

!

Figure 2: Schematic diagram of Hanoi Vietnamese tones [16].

Phonetically, tones 1, 2 and 5a are produced with 
modal voice: 1 is High-Level, 2 is Low-Falling, 5a is 
High-Rising. Tones 3 and 6a are glottalized: 6a has glottal 
constriction throughout, and is typically falling; 3 has 
medial glottal constriction and ends on a high 
fundamental frequency (F0) value. The experiment in [14] 
warrants the conclusion tones 5b and 6b are not 
glottalized (both produced in modal voice), either in final 
or non-final position. The work on oral flow [17] brings 
out a clear difference between these two sets of rhymes: 
tone 6a (drop tone in unchecked syllables) has low oral 
airflow; tone 5b and 6b have relatively high oral airflow, 
getting close to the range of breathy voice.
2.2 The ToBI transcription model
In ToBI model, the utterances are described by labels 
structured in tiers: the orthographic tier, the miscellaneous 
tier (for comments of all kinds), the break tier (which 
describes the utterance’s phrasing) and, of course most 
importantly, the tone tier.

This section consists of two subsections of a short 
description of the individual elements of the ToBI tone 
inventory, which closely follows the example of the ToBI 
Annotation Conventions by [18]. The first subsection 
describes phrasal tones and pitch accents while the other 
one deals with prosodic phrasing.
2.2.1 Transcribing phrasing
Break indices represent a rating for the degree of juncture 
perceived between each pair of words and between the 
final word and the silence at the end of the utterance.  
They are to be marked after all words that have been 
transcribed in the orthographic tier. All junctures -
including those after fragments and filled pauses - must 
be assigned an explicit break index value; there is no 
default juncture type. Values for the break index are 
chosen from the following set:
• 0: for cases of clear phonetic marks of clitic groups.
• 1: most phrase-medial word boundaries.
• 2: a strong disjuncture marked by a pause or virtual 

pause, but with no tonal marks; or a disjuncture that 
is weaker than expected at what is tonally a clear 
intermediate or full intonation phrase boundary.

• 3: intermediate intonation phrase boundary; i.e. 
marked by a single phrase tone affecting the region 
from the last pitch accent to the boundary.

• 4: full intonation phrase boundary; i.e. marked by a 
final boundary tone after the last phrase tone.

2.2.2 Transcribing intonation
The intonation is transcribed as a series of pitch accents 
and boundary tones each of which can be either low (L), 
or high (H). Accents are distinguished by appending a star 
(*), whereas tones are distinguished by appending either a 
percentage sign (%) or a minus sign (-), denoting 
boundary and phrase tones, respectively. By tagging 
individual syllables with these labels, it became possible 
to identify perceived prominences and major phrase 
boundaries by * and %, respectively, while the H and L 
portions of the labels described the shape of the 

1

2

3

4

5b

5a

6b

6a

3

6a:
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pitchtrack. The pitchtrack was further described by the 
use of the “!” diacritic to indicate downstepping, and the 
inclusion of the HiF0 label to mark the location of the 
peak F0 value in each major phrase.

Phrasal tones will be assigned at every intermediate or 
intonation phrase: L- or H- (phrase accent); L% or H% 
(final boundary tone) and %H (high initial boundary 
tone). Since intonation phrases are composed of one or 
more intermediate phrases plus a boundary tone, full
intonation phrase boundaries will have two final tones: L-
L%, L-H%, H-H% and H-L%. Pitch accent tones will be 
marked at every accented syllable.  Lack of pitch accent 
assignment for a syllable will be interpreted as meaning
that the syllable is NOT accented.  The ToBI transcription 
allows for the five types of pitch accents: H* (peak 
accent), L* (low accent), L*+H (scooped accent), L+H* 
(rising peak accent) and H+!H* (a clear step down onto 
the accented syllable from a high pitch).

3. SYSTEM DESIGN
3.1 System Architecture
Our proposed architecture of an HMM-based TTS system 
for Vietnamese language is illustrated in Figure 3 [11].
There are three parts to this architecture: Natural language 
processing (NLP), Training, and Synthesis.

Figure 3: Architecture of the HMM-based TTS system for 
Vietnamese [11].

There are seven modules in the NLP part, which 
accepts text as input and finally produces context-based 
features to both the Training and Synthesis parts. These 
features include contextual factors in phoneme, syllable, 
word, phrase and utterance level. The Training part uses 
two main inputs to produce a trained voice using HMMs
and EM algorithms: (i) Speech parameters including 
spectral (mel-cepstrum) and excitation parameters, which 
are extracted from the audio corpus and (ii) Contextual
features (extracted from the text corpus) aligned with 
labels (automatic labeled from the audio corpus). In the 
Synthesis part, context-based features are used to produce 
a sequence of speech parameters in such a way that its 
output probability for the HMM is maximized. High-
quality synthesized speech is obtained using these speech 
parameters and a vocoder.

3.2 Design of Vietnamese features
Contextual features for Vietnamese are chosen in phoneme, 
syllable, word, phrase and utterance levels, based on 

Vietnamese phonetic and phonology in section 2.
Moreover, we also refer to the work for English [19] and 
for Vietnamese [20] [21] to build our own feature set. We 
have more features on functions of phonemes in syllable 
structure, punctuation and some prosodic features, which 
will be presented in detail in Section 3.3 (which are 
formatted in italic). There are some slightly different on 
number of sublevels and relative positions of each level. In 
this work, following contextual features are taken into 
account:
- Phoneme level

o {Two preceding, current, two succeeding} phoneme
o The phoneme is onset or coda
o Number of phonemes {from the beginning, to the end} 

in the current syllable to the current phoneme.
o Break indices of the current phoneme.

- Syllable level
o Tone of {preceding, current, succeeding} syllable
o Position type of the current syllable
o Number of phonemes in the {preceding, current,

succeeding} syllable
o Number of syllables {from the beginning, to the end} in

the current word to the current syllable.
- Word level

o {Previous, next} punctuation in the current sentence
o Part-of-Speech (POS) tags of the {preceding, current, 

succeeding} word
o Number of words from the {preceding, succeeding} 

punctuation in the current sentence
o Number of {phonemes, syllables} in the {preceding, 

current, succeeding} word
o Number of words {from the beginning, to the end} in

the current phrase to the current word.
- Phrase level

o Number of {syllables, words} in the {preceding, 
current, succeeding} phrase

o Number of words {from the beginning, to the end} of 
the current utterance

o Boundary endtone of the {preceding, current, 
succeeding} phrase.

- Utterance level
o Number of {words, phrases} in the {preceding, current, 

succeeding} utterance
o Punctuation of the {preceding, current, succeeding}

utterance
3.3 Prosodic features for Vietnamese
3.3.1 Design of Vietnamese prosodic features
This subsection explains in detail for prosodic features 
presented in the previous subsection. Tone of a syllable
can be one of 8 values represented for 8 tones: 1-4, 5a, 5b, 
6a and 6b. Position type of a syllable can be “single” if 
there is only one syllable in the bearing word; “initial”, 
“middle” or “last” corresponding to it’s position in a
multi-syllable word. POS of a word can be one of the list 
in the work [22]. Punctuation marks in the middle or at 
the end of sentence are “. , ; : ( ) " ' ? !”.
3.3.2 Extraction rules of ToBI features for Vietnamese 

In our experiment, intonation phrases are identified 
by punctuations in the middle of sentences, e.g. “ ( ) " ' , ;
:”. Other break indices are identified by rules in Table 1.
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For the intermediate phrase boundary (break indices 2, 3), 
we need to do more analysis and experiment to have a
systematic rules.

Table 1: Phrasing rules
Break 
indice Boundary name Rule

0 Clitic boundary
(within-word)

Between 2 consecutive 
phonemes in one word 

1 Prosodic word 
boundary Between 2 consecutive words

2, 3 Intermediate phrase 
boundary N/A

4 Intonation phrase 
boundary

After a punctuation mark in 
the middle of the sentence

5 Utterance boundary At end of sentence, not at end 
of paragraph

6 Paragraph boundary At the end of paragraph

Rules for ToBI boundary tones for phrases in Table 2
are built from the ones for American English [23] with 
some adaptions for Vietnamese. This study for 
Vietnamese intonation in [21] discussed some works on 
the intonation of declarative and interrogative sentences. 
These works described in a qualitative way for these 
sentences mode. Declarative sentences are discussed with 
a falling intonation, F0 declination or “low speech”, 
whereas interrogative sentences are said to be rising 
contour or “higher pitch”. The significant difference 
between sentence modes would relate to average register, 
which is situated in the middle of the range for 
declaratives and towards the periphery for other sentence 
modes. Other work [22] confirmed that the F0 contour of 
the last syllable or the one of its second half tends to 
increase for questions.

Table 2: Intonation rules (boundary tone) for phrases
Position of boundary Rule

End of declarative sentence L-L%
End of exclamative sentence L-H%
End of interrogative sentence H-H%
End of a phrase, terminated by a punctuation mark 
in the middle of the sentence

H-L%

Three sentence modes are then experimented in this 
work: Declarative, exclamative and interrogative sentence 
(Table 2). In declarative mode, sentence-internal 
boundaries were labeled L-H% and sentence final 
boundaries were labeled L-L%. Interrogative sentences 
are transcribed with H-H% while exclamative sentences 
are labeled with L-H% pattern.
4. IMPLEMENTATION & EVALUATION
4.1 Implementation of VTed
We have built an HMM-based TTS system for 
Vietnamese, VTed, following the architecture in Figure 3,
under the Mary TTS platform.

We adopted previous results [22][24][25] to build the 
NLP part. The Prosody Modeling module is built to 
extract prosodic features that are presented in the previous 
section. This enables an automatic training and synthesis 
process in our system. We used a 5-state left-to-right 

HMMs with single diagonal Gaussian output 
distributions. The training was automatically carried out 
with a corpus using about 92% from the 630 sentences of 
an existing corpus, VNSpeechCorpus for speech synthesis,
while the remainding 8% were used in the evaluation 
phase. These sentences were recorded by a Vietnamese 
female broadcaster from Hanoi at 48 kHz and 16 bits per 
sample. The total duration of all sentences is ~37 minutes.
4.2 Subjective evaluations
The subjective evaluations included the assessment of 
general quality with MOS test with a natural speech 
reference, and the assessment of intonation model with 
preference test. Utterances are presented in random order 
to 18 subjects (9 females) for MOS test and 16 subjects (8 
females) for preference test. All subjects are from the 
North of Vietnam, living for a long time in Hanoi. 
Participants were 20-35 years old and reported normal 
hearing and vision. Bars in graphs are presented with the 
mean values and confident intervals (i.e. interval estimate 
of a population parameter, calculated from observations,
to indicate the reliability of an estimate).
4.2.1 Evaluation of general quality
Subjects were asked to score “5-Excellent, 4-Good, 3-
Fair, 2-Poor and 1-Bad” their overall impression after 
listening to an utterance. There were 48 sentences in the 
test corpus (8% of the whole corpus). For the sake of 
comparison, this test was also carried out on our previous 
TTS system adopting non-uniformed unit-selection 
synthesis (NUS-HoaSung) [9] using the same training 
corpus (92% of the whole corpus).

Figure 4: Results of quality in general (MOS Test).
A two-factorial ANOVA was run on the results. The 

two factors were the TTS system (3 levels) and the 
Sentence (48 levels). All factors and their interactions 
have highly significant effect (p<0.001); meanwhile the 
TTS system factor alone explains an important part of the 
variance (partial η2=0.63), while the Utterance factor and 
the interaction explain only about 0.15 each. A post-hoc 
Tukey test shows that each TTS system received 
significantly different mean scores. The experiment 
results plotted in Figure 4 show that the sound quality of 
VTed is rather good (0.81 point higher than HoaSung), 
but still clearly distinguishable from natural speech (1.21 
point lower).

1

2

3

4

5

HMM−VTed NUS−HoaSung Natural

M
OS

 sc
or

e

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

101



4.2.2 Evaluation of prosody model
Preference Test was done with 48 sentences in the MOS 
Test to test the influence of the ToBI boundary tone 
feature to the quality of the synthetic voice. There are two 
synthetic voices for each stimuli: (i) With-ToBI-
boundary-tone: The voice synthesized by VTed trained 
with all proposed prosodic features, including ToBI 
boundary tone (ii) Without-ToBI-boundary-tone: The 
voice synthesized by VTed trained with all proposed 
prosodic features except the ToBI boundary tone. 

Figure 5: Preference rate of Experiment of ToBI Model.
To help subjects compare both systems, long sound 

files of both voices were split into 92 utterances with a 
length ranging between 5 up to 13 syllables. Subjects 
listened these 92 stimuli, composed of two utterances 
based on the two synthetic voices, separated by a “beep” 
sound. The order of the two voices in each pair and the 
order of utterances are presented randomly to the subjects. 
For the objective evaluations, we will look at the signal 
and give some analyses to discover the reasons.

Figure 6: Preference Rate by Tones and Sentence Modes.
The experiment results plotted in Figure 5 show that 

subjects perceived the performances of both system as 
being “The same” in about 55% of the pairs, and the 
“Without-ToBI-boundary-tone” is preferred in 27%, 
while the “With-ToBI-boundary-tone” is preferred in 18% 
of the pairs – thus about a 10% preference for the 
“Without-ToBI-boundary-tone” voice. To further analyze 
the factors that may affect the perception of the synthetic 
voice’s intonation – i.e. the sentence mode (DE, EX, IN 

or DM as in Table 2) and the tone of the last syllable (1-4, 
5a, 5b, 6a or 6b) of utterance in each stimulus, a statistical 
analysis was run on the results, expressed in a three-point 
scale of preference. Figure 6 illustrates this preference 
rate for both sentence modes and tones, with this 3-point 
scale: “Without-ToBI-boundary-tone” is a positive 
preference mark (+1), while an answer “The-same” is 
neutral (0), and a preference for the “With-ToBI-
boundary-tone” is a negative mark (-1) (this polarity for 
the scale was chosen after the observed preferences 
marked by listeners). Since declarative sentences are the 
most common in our corpus, there provide all tones for 
both phrase position: middle or end of the sentence; while 
only tones 1, 5a are presented in exclamative and tones 1, 
2, 4, 5b in interrogative sentences.

A two-factorial ANOVA was run on the results to see 
if there was a difference in the use of this 3-point scale, 
according to the two factors Sentence modes (4 levels) 
and Tone of the last syllable (8 levels). The result of this 
analysis, presented in Table 3, shows that both factors and 
their interactions have significant effect (p<0.001). The 
two-way ANOVA indicates there is significant interaction 
between the effects of sentence mode and tone of last 
syllable on subject’s perception.

Table 3: Rules Of Boundary Tone For Phrases
Anova F value Significance

Sentence mode 6.5372 0.00021681
Tone of last syllable 4.6968 0.00003188
SentenceMode:Tone 3.0753 0.00070529

If considering the impact of tones of the last syllable, 
for tones 2, 4 and 6a, most subjects don’t find any 
difference between two voices; whereas the “Without-
ToBI-boundary-tone” voice is preferred for tones 1, 5a, 
5b and 6b. Conversely, the broken tone 3 is preferred in 
the “With-ToBI-boundary-tone” version, in spite of its 
sparseness in the corpus.
4.3 Objective evaluation
To have an explanation for the preference test results, we 
made some observations of the signal of sentences for 
wich the voice without ToBI features was preferred. We 
observed two main problems in the voice with ToBI 
features: (i) Discontinuity in spectrum and (ii) 
Unexpected voice quality. This may make subjects feel 
uncomfortable when hearing these sounds, and lead them 
to prefer the Without-ToBI voice.

Figure 7 shows an example of the discontinuity in 
spectrum for the “With-ToBI-boundary-tone” of a phrase
“càng nhiều càng tốt” (as much as possible), compared to 
the voice without ToBI features (at the top). The 
intonation pattern “L-L%” is applied for this declarative 
sentence, following the previous rule. However from 
section 2.1.3 we found that the F0 contour of the syllable 
bearing the rising tone (Tone 5a,b) normally raises from 
the beginning to the end of the syllable. But in this case 
the last syllable “tốt” /tot-5b/ of the phrase synthesized 
with ToBI model bearing the rising tone (Tone 5) seems 
to be flat and discontinuous.
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Figure 7: Discontinuity in spectrum and F0 (With ToBI) of      
“… Càng Nhiều Càng Tốt - /caŋ-1 ɳɳ iew-2 caŋ-1 tot-5b/”.

Figure 8: Wave form, Strectrogram and F0 Contour of “bao 
nhiêu mét - /baw-1 ɳɳ iew-1 mɛɛt-5b/”.

An example of the unexpected voice quality of the 
“With-ToBI-boundary-tone” is illustrated in the Figure 8.
The sentence “Nhà này rộng bao nhiêu mét? (How many 
meters is the house?)” was applied the intonation pattern 
“H-H%” for an interrogative sentence. The F0 contour of 
the last syllable “mét” /mɛt-5b/ bearing the rising tone 
(originally high register) is traditionally raised, but in this 
case we found a phenomena of glottalization in the 
syllable. The F0 contour of this syllable looks like the F0 
contour of the broken tone 3; meanwhile the F0 contour 
of this syllable for the Without-ToBI-boundary-tone 
maintains the traditional form of the tone 5b.

5. CONCLUSIONS AND DISCUSSIONS
This paper presented the design of prosodic features for 
training and synthesis an HMM-based TTS system for 
Vietnamese, VTed. The result of a MOS test showed that 
the general quality of synthetic voice is rather good, 1.21 
point lower than the natural voice. A preference test was 
carried out to evaluate the effect of the ToBI boundary 
tone feature to VTed. About 55% of the voice trained 
with ToBI boundary tone are perceived as similar to 
another model without this features, while a 10% 
difference in favour of the without ToBI one is observed. 
Explanations may come from the fact that the F0 contour 
happens to be lowered or raised regardless of the tone of 
the last syllable. It raises two main problems in the 
synthetic voice: discontinuity in the spectrum and F0 and 
inadequate voice quality (e.g. unexpected glottalization).

These results showed the need for more efforts in 
intonation modeling for Vietnamese, which should take 
care of the lexical tones and other prosody cues of 
Vietnamese. In our work, there are also a lack of the 
break indices 2 and 3, which identify the intermediate 
phrase boundaries. We are now working on the interface 
between Vietnamese prosodic hierarchy and syntax to 
discover the systematic rules of break indices on syntax. 
In the generation model of F0 contour for questions from 
declarative sentences in [26], the whole contour of the 
declarative sentence is raised by alpha (normalized 
register ratio), and the contour of the last syllable is then 
raised by beta (increasing slope). However, this work was 
done in a limited corpus disregarding tone types of the 
last syllable and some types of simple questions. In 
conclusion, the prosodic system of Vietnamese seems to 
be too complex for being described by ToBI model, and it 
will need to take into account not only prosodic 
parameters but also the syllabic structure, the tone 
features and the syntactic structure.
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ABSTRACT 
 
We propose an approach to synthesizing high-quality speech 
under the conditions of a small dataset. A robust method for 
solving this problem is vital for voice restoration (recreation 
of lost fragments of records based on available speech 
material of a well-known person, e.g. an actor). The 
proposed TTS system is a hybrid system which includes the 
advantages of both HMM- and Unit Selection-based TTS 
systems. The approach described in the paper is based on 
statistical models of intonation parameters and special 
algorithms of speech element concatenation and 
modification. Listening tests show that it is possible to 
synthesize high-quality speech even with a small speech 
database (approximately one hour of speech). 
 

Index Terms  speech synthesis, voice restoration, 
hidden Markov models, Unit Selection, speech modification. 
 

1. INTRODUCTION 
 
In recent years speech synthesis technology has been 
strongly improved, a lot of research has been carried out. As 
a result synthesized speech sounds very natural now and we 
can hear it in more and more places. The most popular 
approach for obtaining high-quality speech is Unit Selection 
[1,2]. HMM-based TTS systems sound worse due to buzzy 
effects [3]. But the price of such good quality is the 
necessity to have a large speech database (up to 10 hours) 
[2,4]. It is worth noting that each sound file contained in the 
database must be labeled with high accuracy, which 
increases costs and time expenses [2]. Such TTS systems 
can be used for call centers, audio book reading, voice 
assistance systems, etc. That is an area where it is not 
important whose voice is used; the quality and pleasantness 
of the voice are fundamental. 

However, there are some applications where it is crucial 
to synthesize a specific voice. These include voice cloning, 
as well as voice restoration, i.e. the recreation of lost 
fragments of records based on available speech material of a 
well-known person (e.g. an actor, public speaker, etc.). The 

complexity of this task lies in the small amount of available 
speech data. The main reason for this is that usually the 
existing recordings of the speaker are acoustically various: 
they were made with different microphones in dissimilar 
conditions over a long time period. This means that we only 
have a small speech dataset of sufficiently good quality to 
create a voice suitable for a text-to-speech system. 

There is some research on synthesizing speech from 
under-resourced speech data [5-8]. All of them are based on 
speech corpora of a non-target speaker. Then the target 
voice is produced by adaptation techniques applied directly 
to speech elements or acoustic models (which are usually 
HMMs). Both of these approaches do not produce natural 
speech due to a deteriorating effect of applying adaptation in 
the acoustic domain. To avoid this problem, we propose a 
hybrid TTS system [9] where the intonation of the target 
speaker is modeled on another speaker  database, and 
adaptation techniques are applied to emulate voice 
characteristics with maximum precision. Speech synthesis is 
performed by using the target speaker speech database and a 
Unit Selection algorithm with special methods for 
modification and concatenation of speech elements. Using 
such complex techniques makes it possible to synthesize 
high-quality speech even with a small speech database 
(approximately one hour of speech), which is confirmed by 
expert listening tests. 

This paper is organized as follows: the description of the 
proposed system is presented in Section 2, which comprises 
intonation modeling, unit selection and the modification and 
concatenation algorithms; experimental results illustrating 
t
conclusions and future developments are presented in 
Section 4. 
 

2. THE PROPOSED SYSTEM 
 
Structurally, the text-to-speech system consists of two parts: 
the training part (Figure 1) and the synthesis part (Figure 2). 

The main purpose of the training part is creating the 
target voice model (to emulate speaker parameters: 
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Fig. 1. Diagram illustrating the basic steps conducted by 

the training part 
 

mel-frequency cepstral coefficients (MFCC), pitch (F0), 
energy and duration) and the database of speech elements. 
To perform this we need two speech datasets: a donor 
speaker speech dataset (contains about 8-10 hours of speech 
of a speaker in the same language as the target speaker) and 
a target speaker speech dataset (a small speech dataset of the 
voice to be synthesized). Each speech dataset contains a set 
of sound files (each file contains a single recorded sentence) 
and a set of corresponding label files (these contain 
information about the speech elements in each sound file) 
[10-12].  First of all, linguistic and acoustic features [9, 14] 
are calculated for both of the speech datasets. Then, on the 
one hand, a speech database is created based on the target 
speaker speech material. The speech database contains an 
indexed element set to provide fast search by the following 
features: phone name, names of phones before and after the 
current phone, MFCC at phone boundaries, energy, pitch, 
and phone duration. On the other hand, the target speaker 
voice model is trained. This model is a set of HMMs which 
generalize sound element parameters (MFCC, pitch, energy 
and duration) in different contexts. A detailed description of 
the target speaker voice model creation is presented in 
section 2.1. 

Speech synthesis is performed based on the target 
speaker voice model and the database of speech elements 
prepared at the previous step. The TTS system input is raw 
text without any manual preprocessing. Based on the input 
text, the target allophone sequence is formed, and 

 
Fig. 2. Diagram illustrating the basic steps conducted by 

the synthesis part 
 

linguistic and prosodic features are calculated for each 
allophone. The type and structure of features are the same as 
those used at the stage of the speech database building. 
Using this information and the voice model, acoustic 
features are calculated for each allophone: MFCC, pitch, 
energy and duration. Then the most appropriate speech 
elements are selected from the database based on the 
calculated acoustic features using the Unit Selection 
algorithm [4]. Then the selected sound elements must be 
smoothed and concatenated to each other in order to produce 
synthesized speech. Those final steps are the most important, 
particularly taking into account the small size of the target 
speaker database. In these conditions it is likely to be 
impossible to find appropriate speech elements 
corresponding well enough to the model, which is necessary 
to realize appropriate intonation, and to each other, which is 
extremely important for smoothness of synthesized speech. 
So it is necessary to have special techniques that ensure the 
fulfilment of both these requirements. They are described in 
sections 2.2 and 2.3 correspondingly. 
 
2.1. Intonation modeling 
 
The modeling of intonation parameters begins with the 
extraction of the feature set from all sound files [13]. Each 
member of the set represents a short part of the signal 
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Fig. 3. Observation vector 

(frame) with the length of 25 ms. The features contain the 
following parameters: 
 Sequence {C1 CK} of MFCC vectors [15], where each 
vector consists of 25 coefficients and characterizes the 
spectrum envelope of the signal for the frame; K is the 
total number of frames. 
 Sequence {F01 K} of pitch values. 
 Sequence {E1 K} of energy values. 

After that, linguistic and prosodic features for each 
allophone of all the sentences of the training database are 
calculated [9, 14]. 

In the next step, the HMM prototypes for each allophone 
in the donor speech dataset are created. Each HMM 
corresponds to a no-skip N-state left-to-right model with N = 
5. Each output observation vector io  for the i-th frame 
consists of 5 streams TiTiTiTiTiTi oooooo ],,,,[ 54321[ , as 
illustrated in Figure 3, where stream 1 is a vector composed 
by MFCCs, their delta and delta-delta components; stream 2 
is a vector composed by F0s; stream 3 is a vector composed 
by F0 delta components; stream 4 is a vector composed by 
F0 delta-delta components; and stream 5 is a vector 
composed by energies, their delta and delta-delta 
components. 

For each k-th HMM the durations of the N states are 
regarded as a vector Tk

N
kk ddd ],...,[ 1[ , where 

k
nd represents the duration of the n-th state. Furthermore, 

each duration vector is modeled by an N-dimensional single-
mixture Gaussian distribution. The output probabilities of 
the state duration vectors are thus re-estimated by Baum-
Welch iterations in the same way as the output probabilities 
of the speech parameters [15]. 

At the final step, the donor intonation model is adapted 
so as to make it as close as possible to the target speaker 
voice parameters. The adaptation is performed using the 
procedure proposed in [16]. During the voice model 
building, a tree-based clustering technique is applied to the 
HMM-states of MFCC, F0 and energy values and their delta 

and delta-delta as well as to the state duration models. In the 
end of the process, 5N + 1 different acoustic decision trees 
are generated: N trees for MFCC and their delta and delta-
delta components, 3N trees for F0 features, N trees for 
energy features and one tree for state duration. Performing 
this stage makes it possible to generate speech parameters 
for elements absent in the database, which provides 
intelligible output even under conditions of insufficient 
training data. Eventually we have the target speaker 
intonation model which is then used to predict target voice 
parameters for a synthesized utterance. 
 
2.2. Speech element modification 
 
When the most appropriate speech element sequence is 
selected, the F0 and duration parameters are adjusted 
according to the predicted ones. This step is needed to insure 
the proper intonation of the synthesized sentence. In our 
system we use the LP model [17] to get the prediction of the 
residual e[n], modify it by the TD-PSOLA [17], and 
eventually use the obtained modified prediction of the 

 
The calculation of e[n] is shown in (1): 

]1[][][ 1nsansne T , (1) 
where 

TPnsnsnsns ]][],...,2[],1[[]1[ P21[1 , (2) 
T

Paaaa ],...,,[ 21[ , 25P . (3) 
The result is a coefficient vector given by (4): 

][]1[1 npnRa n 1R 1 ,  (4) 
where  

n

i

T isisnR
0

1 ]1[]1[]1[  , (5) 

n

i

isisnp
0

][]1[][ , (6) 

The values of ][np  in Equation (4) can be calculated 
recursively to avoid extra computational load as given by 
(7): 

]1[][]1[][ 11 npnsnsnp . (7) 
Using the LP coefficients obtained in the analysis cycle, the 
LP model can be employed in the synthesis cycle with a new 

the desired pitch characteristics, such that: 
]1[']['][' 1nsanens T . (8) 

The LP model is determined for each time sample n, leading 
to smooth transitions between consecutive models. 

Once reliable pitch marks pm[n] and pitch periods p[n] of 
the original signal are determined, the pitch contour can be 
modified as desired. For that purpose, new pitch marks 

m[n] are determined corresponding to a new pitch period 
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Fig. 4. Speech element boundary correction 

 
 ][][][' npnnp [

period modification factor, which can vary for natural 
prosody modification, automatic pitch correction and so on. 

m[n] are determined by inserting an 
so 

has a pitch mark. The next step is to link each new pitch 
m[n] with its corresponding closest peak in the 

original signal pm[n]. This is done straightforwardly by 
comparing the time index of pm m[n]. 

In the final step of the new signal generation, each peak 
in the original signal is segmented by two half-Hanning 
windows, starting at the preceding pitch mark and ending at 
the next one. The resulting segments are put together by an 
overlap and add procedure according to the new pitch period 

 

2.3. Speech element concatenation 

The last step, when the most appropriate speech elements  
have been selected and have been adjusted to reliable 
intonation parameters, is speech element concatenation. The 
problem is the mismatch of spectrum and pitch components 
at speech element boundaries. To solve this task we propose 
the approach detailed in sections 2.3.1 and 2.3.2 
respectively. 

 
2.3.1. Speech element boundary correction 
Speech element boundary correction is performed to 
minimize spectrum distortions in the positions of 
concatenation. The process is illustrated in Figure 4. For 
example, at the previous step diphones a1_a2 and a2_a3 
were selected as the most appropriate. The position B is the 
original boundary of diphones in the corresponding source 
files. This position is compared with another two, A and C, 
which are obtained by shifting B by the offset that is 
usually two or three F0 periods.  

The optimal speech element boundary optP  position is 
calculated by the Equation (9): 

)(minarg 2
},,{

PLP
CBAP

opt
{

, (9) 

where  
M

i
RiLi PcPcPL

1

2
2 ))()(()( , (10) 

)( PcLi  is the i-th MFCC coefficient of the left diphone 

boundary P, )( Pc Ri  is the i-th MFCC coefficient of the 
right diphone boundary P, the number of MFCC coefficients 
M is set by 12. 
 
2.3.2. Pitch smoothing at element boundaries 
The main idea of pitch smoothing at speech element 
boundaries is, on the one hand, to avoid F0 envelope 
discontinuities and, on the other hand, to keep local F0 
fluctuations to make synthesized speech less static and as a 
result more natural. Let us assume that 

},...,,{ 21 LNLLL pppp { is the N boundary pitch points of 

the left speech element and },...,,{ 21 RMRRR pppp { is 
the M boundary pitch points of the right speech element. 
They form the mutual pitch envelope 

},...,,,,...,,{ 2121 RMRRLNLL ppppppp {  which must 
be smoothed. The resulting pitch envelope 

}',...,','{' 21 MNpppp M{ can be calculated as detailed 
below. 

First of all the pitch envelope p  is represented as the 

superposition of its filtered part mp and fluctuation part 

fp , where ]1[)1(][][ 1( ipipip mm ) , 

mf ppp p , 10 1 . Then mp is smoothed based on 
the Bezier curve as calculated in the Equation (11): 

MN

j
MNjmm MN

i
bjpip

1
1,1 1

1
][][' , (11) 
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. 

The result 'p is calculated by the Equation (12): 

fm ppp p'' . (12) 

3. EXPERIMENTAL RESULTS 

This section describes some experiments performed with the 
speech element boundary correction and algorithms of pitch 
smoothing at element boundaries. 

Figure 5 illustrates the results of applying the technique 
of speech element boundary correction to concatenated 
diphones; the boundary is marked by the vertical line. The 
top image shows the spectrum of the concatenation position 
of diphones. The bottom image shows the spectrum after the 
application of the correction technique to diphone boundary 
positions. As we can note from the results, the new spectrum 
is smoother and looks more natural: there is derivative 
discontinuity of the spectrum peaks in the top diagram which 
is absent in the bottom one. 

The performance of pitch smoothing at element 
boundaries is demonstrated in Figure 6. The top diagram 
shows the original pitch envelope, and the bottom image 
shows the modified one where the pitch discontinuities 
(marked by vertical lines) were smoothed while keeping its 
local fluctuations. 

A complex evaluation procedure of the Mean Opinion 
Score was performed to evaluate the results of this new 
system under the conditions of different sizes of the 
available speech database. The assessment procedure 
consists of two different parts: speech naturalness and 
speech intelligibility evaluation. The criteria are based on 
the standard [18] and presented in Table 1 and Table 2 
respectively. The assessment results are presented on Figure 
7 and Figure 8 respectively. 

Table 1. Criteria for speech naturalness evaluation 
Speech characteristics Rates 

Natural-sounding speech, some subtle distortion 
present. Wheeze, rattle missing. High 
recognizability 

> 4.5 

Some violation of naturalness and 
recognizability, a weak presence of one type of 
distortion (burr, twang, wheeze, rattle, etc.) 

3.6  4.5 

Audible violation of naturalness and 
recognizability, presence of several types of 
distortion (burr, twang, wheeze, rattle, etc.) 

2.6  3.5 

Constant presence of distortions (burr, twang, 
wheeze, rattle, etc.). A significant violation of 
naturalness and recognizability 

1.7  2.5 

Strong mechanical distortion: burr, twang, 
wheeze, rattle, etc., mechanical voice. A 
significant loss of naturalness and 
recognizability is observed 

< 1.7 

 
Fig. 5. Fragments of spectrum in the position of speech 
element concatenation: top - original speech elements, 

bottom - speech elements with corrected boundaries
 

Table 2. Criteria for speech intelligibility evaluation 
Speech characteristics Rates 

Absolutely intelligible speech   5 
Intelligible speech, understanding without 
difficulties 4.6  4.9 

Intelligible speech, understanding with 
small difficulties 3.6  4.5 

Almost intelligible speech, understanding 
with difficulties 2.6  3.5 

Partly intelligible speech, understanding 
with huge difficulties < 2.5 
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Fig. 6. Fragments of pitch envelope: top - original 

envelope, bottom - smoothed envelope 
 

2,0

2,5

3,0

3,5

4,0

4,5

5,0

0,4 0,8 1,8 2,8 3,8 4,8 5,8 6,8
Speech corpus volume, hours

N
at

ur
al

ne
ss

 
Fig. 7. Speech naturalness evaluation results 

 
4. CONCLUSIONS 

 
In this paper, we presented a description of a system for 
high-quality speech synthesis under the conditions of a small 
speech dataset. Our main aim was to solve the problem of 
voice restoration as well as voice creation when available 
speech data is strongly limited. It can be performed by using 
a hybrid approach (HMM-based plus Unit Selection 
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Fig. 8. Speech intelligibility evaluation results 

 
techniques) where the intonation of the target speaker is 
modeled based on another speaker  database, adaptation 
techniques are applied to emulate voice characteristics with 
maximum precision, and the selected optimal elements are 
adjusted to predicted parameters by special modification and 
concatenation methods described in the paper. Experiments 
and subjective expert evaluation results demonstrate that 
high-quality speech synthesis can be achieved even with a 
small speech database. Moreover, the proposed approach 
reduces requirements for accuracy of database labeling 
thanks to spectrum adjustment, and improves synthesized 
speech quality in general. 
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ABSTRACT

We investigate the use of sub-word lexical units for the de-
tection of out-of-vocabulary (OOV) keywords in the keyword
spotting task. Sub-word units based on morphological de-
composition and character ngrams are compared. In particu-
lar, we examine the benefit of sub-word units that cross word
boundaries. Experiments are performed on the IARPA Babel
Turkish dataset. Our results demonstrate that cross-word sub-
word units achieve similar performance on OOV keywords as
other types of sub-word units, but can be combined to pro-
duce further gains. We also show that sub-word units can be
used to improve detection of in-vocabulary keywords. Sys-
tem combination provides a 18% relative gain in ATWV with
the best two systems, and 25% with the best three systems.

Index Terms— keyword search, spoken term detection,
OOV, sub-word lexical units, low resource LVCSR

1. INTRODUCTION

Recently there has been an increased interest in the task of
keyword spotting (KWS)—this task is also referred to as Spo-
ken Term Detection (STD) in the literature. The task differs
significantly from the more traditional speech transcription
task; performance measures for one task are not necessarily
predictive for the other. Instead of accurately transcribing the
entire utterance, a system only needs to determine whether a
specified set of keywords are present.

Several approaches to KWS have been proposed over
the years. Some of the earliest systems were template-based
approaches using dynamic time warping (DTW) [1]. These
were followed by HMM-based systems that used a model for
the keyword and one or more models for all non-keywords
[2]. More recent work utilizes a two-stage approach that
leverages traditional ASR systems [3, 4]. The speech is ini-
tially decoded with an ASR system, producing either a 1-best
transcript, n-best list, or lattice. Keyword search is then per-
formed on the output of the ASR system. As with other recent
work [5, 6], we adopt this two-stage approach and search the
resulting lattices.

One particular difficulty for KWS is handling out-of-
vocabulary (OOV) keywords, especially in the low-resource

setting. While OOV words are typically a low-frequency
occurrence—with a significant, but limited effect on word
error rate (WER)—they can comprise a significant portion
of the keywords in any KWS task [7]. Many approaches
have previously been proposed to address the OOV issue. In
[8], word lattices are converted to phone lattices; keywords
are converted to phone strings and searched in the phone
lattice. This can be extended to converting the word lattice
to a sub-word lattice [9], or decoding with sub-word units
[10]. An alternative is to expand the keywords by searching
for in-vocabulary (IV) words that are easily confusable with
OOV words [11]

In this work, we also focus on the use of sub-word units.
In addition to the previously seen morphological decompo-
sitions [12] and character ngrams [13], we explore the use
of cross-word sub-word units—sub-word units that can span
word boundaries. We note that Bulyko et al. [14] also in-
cluded a system that incorporated cross-word units, but it is
unclear how those units affected performance—particularly
since all keywords were single words. Our hypothesis is that
this will allow OOV words to be discovered without relying
on single character units. While the majority of the prior work
focuses on OOV words, we also demonstrate the potential for
improving performance on (IV) keywords.

We detail the methods used to generate sub-word units
in Section 2. The dataset and keyword spotting system are
described in Section 3. Section 4 contains general results and
Section 5 provides a more detailed analysis. Conclusions are
presented in Section 6.

2. SUB-WORD LEXICAL UNITS

We propose to use sub-word models to handle the detection of
OOV keywords. While our focus is evaluating the efficacy of
cross-word sub-word models, we will also describe a standard
morphological decomposition approach. We use Morfessor
[15] for performing morphological decomposition. Morfes-
sor computes a generative probabilistic model given a list of
words and the count of their occurrences. The model learns a
set of morphological units that can be combined to represent
any word in the corpus. These units represent a trade-off be-
tween maximizing the likelihood of the data and minimizing
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Lexical Units Total Average Length
Baseline 10110 4.7
Morfessor 6187 4.0
3gram-wi 4071 2.4
5gram-wi 6624 3.4
7gram-wi 6093 3.6
3gram-cw 6855 2.6
5gram-cw 7561 3.4
7gram-cw 7302 3.6

Table 1. Number of unique units in the lexicon and average
length of those units. Note the average length is computed on
the training transcript.

the total number of units.
Our approach for building the remaining sub-word units

relies on character ngrams, similar to [13]. The frequency of
every possible character-level ngram (for a specific n) is com-
puted over the training corpus. In order to limit the eventual
size of the lexicon, we only keep the most frequent ngrams—
in this work we keep the 15k most frequent, but preliminary
experiments showed the number of initial units had little ef-
fect on the final lexicon. Given the initial set of sub-word
units, the training corpus is segmented to minimize the total
number of words in the segmented transcript. This heuristic
for segmentation is slightly different than the greedy “longest
match” approach [16], but is equivalent to segmenting with a
uniform language model.

The segmentation is further improved through an itera-
tive process. A trigram language model is built from the seg-
mented corpus. Using the language model, the original corpus
is resegmented. This process is repeated until convergence—
approximately 3 to 5 iterations for our experiments.

Since we are considering both word-internal and cross-
word sub-word units, the space between words must be han-
dled. We do not treat white space as a separate character, but
instead attach it to the final character of a word. Therefore
the white space does not count as a character when we com-
pute the character ngrams. For the word-internal units, the
character representing white space can only be present in the
final character of the unit, while it can appear anywhere in a
cross-word unit. Maintaining a representation of white space
in the lexical units provides the additional benefit of allowing
for a unique conversion of the recognizer output in terms of
sub-word units to words.

For both types of sub-word units, we build three sets of
units. In each case we consider character ngrams of order 3,
5, and 7. The word-internal sub-word units are referred to as
3gram-wi, 5gram-wi, and 7gram-wi throughout the remainder
of the paper. Cross-word sub-word units are referred to as
3gram-cw, 5gram-cw, and 7gram-cw. Details regarding the
size of the lexicon and the average length of the lexical units
are in Table 1. The lexicons for the cross-word units are larger

than their counterparts, but the average lengths are similar.

3. EXPERIMENTAL SETUP

3.1. IARPA Babel Data

Our experiments are performed on the IARPA Babel Turk-
ish data, specifically the “IARPA-babel105b-v0.4-sub-train”
dataset. The particular release contains only 10 hours of tran-
scribed conversational telephone speech for training. While
a pronunciation lexicon is provided with the data, we do not
use it. In keeping with the low-resource approach, we do not
assume any a priori knowledge of the acoustic units or pro-
nunciation lexicon. Results are reported on the 10 hour de-
velopment set. A two hour subset of the development set was
used for tuning parameters in the final KWS system. This
setup is similar to the Tagalog system used in [11].

The keyword list contains both single and multi-word key-
words. The full list contains 3291 keywords, though, only
1778 keywords are present in the development data. Many of
the keywords not in the development set are found in the eval-
uation data. Since the scoring procedure does not consider
keywords with zero occurrences, our keyword list effectively
contains just those 1778 keywords. Of those keywords ap-
pearing in the development set, 421 contain at least one word
not seen during training—an OOV rate of 24%. In general,
the keywords are rare events. Over the 10 hour development
set, each keyword appears an average of 5 times; 30% of the
keywords only appear once.

3.2. ATWV Metric

The performance metric defined for this task is the ”actual
term weighted value” (ATWV), and follows the definition
used in the NIST 2006 Spoken Term Detection evaluation
[17]. The total ATWV is the mean of the ATWV scores for
each individual keyword. The keyword specific ATWV for
keyword k can be computed by

ATWV(k) = 1− PFR(k)− βPFA(k) (1)

where PFR and PFA refer to the probability of a false re-
ject (miss) and false accept, respectively. A trade off between
false rejects and false accepts is maintained by the constant
β. According to the NIST protocol, we set the value of β to
999.9.

It is important to recognize that the ATWV metric is not
dependent on the frequency of any specific keyword. A key-
word that appears once and a keyword that appears hundreds
of times will contribute equally to the final score. This also
highlights why detection of OOV keywords is such an impor-
tant factor for KWS performance.
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3.3. KWS System

We use the Kaldi speech recognition toolkit [18] for all of
our experiments. As mentioned previously, we do not assume
a pronunciation lexicon, so we use a grapheme-based lexi-
con instead—our preliminary experiments did not find a sig-
nificant performance difference between a phone-based and
a grapheme-based lexicon in terms of WER. The use of a
grapheme-based lexicon also simplifies the process of gen-
erating pronunciations for sub-word units.

Standard PLP features with a pitch estimation feature
were used to build an initial model. These features were then
transformed by LDA using a context window of 9 frames as
input; the features were projected down to 40 dimensions.
The LDA transformation is also combined with MLLT and
speaker-dependent fMLLR during training. The final model
uses subspace Gaussian mixture models (SGMM) for the
states [19], discriminatively trained using boosted maximum
mutual information (BMMI) [20]. A trigram language model
is estimated from the training transcripts using Kneser-Ney
smoothing [21].

Word-level lattices are generated through multiple decod-
ing passes. The first two passes use the standard GMM sys-
tem. The lattices are finally rescored using the SGMM+BMMI
models. The word-level lattices are converted to indices as
proposed in [22]. Keywords are compiled into acceptors. For
sub-word models, the keyword acceptors accept any sequence
of sub-word units that can be combined to make the keyword,
not just a single decomposition. Detection hypotheses are ob-
tained by composing the acceptors with the indices. Before
evaluating the results, a detection threshold must be set. We
use the method proposed in [23] that uses a keyword-specific
threshold based on expected keyword counts. Scoring is
performed by the NIST F4DE tool.

4. RESULTS

4.1. Single System

ATWV results for each individual system are shown in Table
2. If we consider only the performance on all keywords, only
the Morfessor-derived units appear to offer any benefit over
the baseline system. Once we examine the performance on IV
and OOV keywords separately, the picture changes. Each sys-
tem detects a significant portion of the OOV keywords. The
only reason the Morfessor result improves over the baseline
on all keywords is that it detects some OOV keywords with-
out reducing IV performance. The other sub-word systems all
see a large decrease in IV performance, resulting in a lower
overall score, even though they all outperform the Morfessor
units on the OOV keywords.

If we focus solely on OOV performance, the two 3gram
sub-word systems perform best. The incorporation of cross-
word units does not appear to affect the performance much—
though they do have worse IV performance. It is unclear why

Lexical Units All IV OOV
Baseline 0.2186 0.2864 0.0000
Morfessor 0.2387 0.2870 0.0830
3gram-wi 0.2212 0.2538 0.1160
5gram-wi 0.2120 0.2481 0.0958
7gram-wi 0.2073 0.2376 0.1094
3gram-cw 0.2087 0.2372 0.1168
5gram-cw 0.2055 0.2403 0.0932
7gram-cw 0.1966 0.2281 0.0952

Table 2. ATWV results for the baseline word-based system
and the sub-word systems described in Section 2. The All col-
umn shows results over all keywords while IV and OOV show
results only for in-vocabulary and out-of-vocabulary words,
respectively.

Lexical Units All IV OOV
Baseline 0.2186 0.2864 0.0000
+Morfessor 0.2589 0.3135 0.0830
+3gram-wi 0.2586 0.3029 0.1160
+5gram-wi 0.2508 0.2988 0.0958
+7gram-wi 0.2517 0.2959 0.1094
+3gram-cw 0.2529 0.2951 0.1168
+5gram-cw 0.2466 0.2941 0.0932
+7gram-cw 0.2444 0.2906 0.0952

Table 3. ATWV results for the baseline word-based system
combined with each sub-word based system individually.

the 7gram systems outperform the 5gram systems in terms
of OOV, but it might be related to the relative size of their
lexicons (see Table 1). Assuming we are only using the sub-
word models for OOV keywords, the best performing system
would simply combine the baseline IV results and either of
the 3gram OOV results. We will now examine the combina-
tion of the systems in more detail.

4.2. Combined Results

We use a simple approach for system combination. The score
for any keyword hypothesis is averaged over all systems that
also make the same hypothesis. If only one system contains
that hypothesis, then its score is used unaltered. In Table
3 we show the performance of every system combined with
the baseline individually. Unexpectedly, even though it had
the lowest OOV score, the Morfessor-based system provides
the best combined performance. The improvement in ATWV
over all keywords comes largely from the 9% relative im-
provement in IV keywords. In fact, all systems show an im-
provement in IV score when combined with the baseline sys-
tem. This is surprising because the individual IV performance
for some of the systems was significantly worse (up to 20%
lower ATWV). Depending on the system the improvement in
ATWV over all keywords is between 12% and 18% relative.
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Lexical Units All IV OOV
Baseline+Morfessor 0.2589 0.3135 0.0830
+3gram-wi 0.2734 0.3156 0.1377
+5gram-wi 0.2711 0.3156 0.1276
+7gram-wi 0.2745 0.3172 0.1368
+3gram-cw 0.2718 0.3126 0.1401
+5gram-cw 0.2699 0.3149 0.1249
+7gram-cw 0.2652 0.3099 0.1211

Table 4. ATWV results for the baseline word-based and Mor-
fessor system combined with each sub-word based system in-
dividually.

For the final set of system combination results, Table 4
shows the effect of adding a third system to the two best
performing systems—the baseline and the Morfessor-based
sub-word system. Adding any of the ngram-based sub-word
models produces a further improvement. Results are similar
across all systems (20% to 25% relative ATWV improvement
compared to the baseline).

5. ANALYSIS

Fig. 1. ATWV performance change by iteratively adding each
of the systems.

The combination of multiple systems significantly im-
proves over baseline performance. Since each proposed
sub-word unit requires a separate recognition system, the
computational effort is linear in the number of systems. In
Figure 1, we examine the benefit of continuing to combine
more systems. The systems are ranked in terms of ATWV
and at each step we add the next highest ranked system. We
continue to obtain increasingly smaller improvements until

we reach the sixth system. Going beyond six systems begins
to slightly degrade performance.

Fig. 2. Comparing the OOV ATWV performance of the word-
internal units, cross-word units, and their combination.

The cross-word sub-word units provide similar perfor-
mance to their word-internal counterparts. Figure 2 shows
the ATWV on OOV keywords when combining the various
ngram sub-word systems. Clearly the combinations are ben-
eficial, so the cross-word models must add information not
found in the systems without cross-word models. Though not
in the figure, it is also interesting to note that by combining
two or more sub-word systems, it is possible to outperform
the baseline system on its own; the combination of 3gram-wi
and 3gram-cw gives an 11% relative improvement over the
baseline. Based on the results, we cannot say that cross-word
sub-word units outperform other units, but they certainly
provide additional information.

Wegmann et al. [24] performed a similar analysis of com-
bining KWS systems, though the lexical units were identical
for each system. They found that the increase in performance
came mainly from the addition of a single true hypothesis
for several keywords; we find a similar pattern in our results.
All systems have a similar number of total correct detections.
Comparing the best performing system and the baseline sys-
tem, there is approximately a 6% absolute difference. The
best performing system correctly detects 76 keywords with
only a single entry in the development set that were missed
by the baseline. The additional detection of these rare, missed
keywords accounts for more than two-thirds of the difference
in performance.

6. CONCLUSION

We have investigated various sub-word units for detecting
OOV keywords. Our results show a relative gain in ATWV
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of 18% when combining the best two systems, and a gain of
25% when combining the best three systems. The gains are
not due solely to the detection of OOV keywords, but also
due to the increased detection of IV keywords. While most
work in sub-word models focuses on OOV keywords, it is
clear they can be useful for IV keywords too. Cross-word
sub-word units were contrasted with word-internal sub-word
units. While performance of the various sub-word units was
similar, the cross-word sub-word units do combine well with
the other units to produce additional gains.

We see two potential extensions to this work. The first is
the development of more sophisticated, potentially keyword-
specific, methods of combining the keyword hypotheses.
In this work, we simply averaged over the various systems.
Each of the systems likely perform better on certain keywords
based on the structure of the lexical units; the system com-
bination could consider this. The second extension would be
to reduce the necessity of multiple systems. Instead, all of
the possible sub-word units could be combined into a single,
larger system.

7. ACKNOWLEDGEMENTS

This research was partially supported by OSEO, the French
State agency for innovation, under the Quaero program and
by the Intelligence Advanced Research Projects Activity
(IARPA) via Department of Defense US Army Research
Laboratory contract number W911NF-12-C-0013. The U.S.
Government is authorized to reproduce and distribute reprints
for Governmental purposes notwithstanding any copyright
annotation thereon. Disclaimer: The views and conclusions
contained herein are those of the authors and should not be
interpreted as necessarily representing the official policies
or endorsements, either expressed or implied, of IARPA,
DoD/ARL, or the U.S. Government.

8. REFERENCES

[1] J. S. Bridle, “An efficient elastic-template method for
detecting given words in running speech,” in Proceed-
ings of the British Acoustic Society Meeting, 1973.

[2] J. R. Rohlicek, W. Russell, S. Roukos, and H. Gish,
“Continuous hidden markov modeling for speaker-
independent word spotting,” in Proceedings of ICASSP,
1989, pp. 627–630.

[3] D. A. James and S. J. Young, “A fast lattice-based
approach to vocabulary independent wordspotting,” in
Proceedings of IEEE ICASSP, 1994, pp. 377–380.

[4] A. G. Hauptmann, R. E. Jones, K. Seymore, S. T. Slat-
tery, M. J. Wittbrock, and M. A. Siegler, “Experiments

in information retrieva from spoken documents,” in Pro-
ceedings of DARPA Workshop on Broadcast News Tran-
scription and Understanding, 1998, pp. 175–181.

[5] B. Kingsbury, J. Cui, X. Cui, M. J. F. Gales, K. Knill,
J. Mamou, L. Mangu, D. Nolan, M. Picheny, B. Ramab-
hadran, R. Schluter, A. Sethy, and P. C. Woodland, “A
high performance cantonese keyword search system,” in
Proceedings of ICASSP, 2013, pp. 8277–8281.

[6] D. Karakos, R. Schwartz, S. Tsakalidis, L. Zhang,
S. Ranjan, T. Ng, R Hsiao, G. Saikumar, I. Bulyko,
L. Nyugen, J. Makhoul, F. Grezl, M. Hannemann,
M. Karafiat, I. Szoke, K. Vesely, L. Lamel, and V.-B.
Le, “Score normalization and system combination for
improved keyword spotting,” in Proceedings of IEEE
ASRU, 2013.

[7] P. Woodland, S. E. Johnson, P. Jourlin, and K. S. Jones,
“Effects of out of vocabulary words in spoken docu-
ment retrieval,” in Proceedings of ACM SIGIR, 2000,
pp. 372–374.

[8] O. Siohan and M. Bacchiani, “Fast vocabulary-
independent audio search using path-based graph index-
ing,” in Proceedings of Interspeech, 2005, pp. 53–56.

[9] U. V. Chaudhari and M. Picheny, “Improvements in
phone based audio search via constrained match with
high order confusion estimates,” in Proceedings of IEEE
ASRU, 2007, pp. 665–670.

[10] M. Saraclar and R. Sproat, “Lattice-based search for
spoken utterance retrieval,” in Proceedings of HLT-
NAACL, 2004.

[11] G. Chen, O. Yilmaz, J. Trmal, D. Povey, and S. Khudan-
pur, “Using proxies for OOV keywords in the keyword
search task,” in Proceedings of IEEE ASRU, 2013, pp.
416–421.

[12] V. T. Turunen and M. Kurimo, “Speech retrieval from
unsegmented finnish audio using statistical morpheme-
like units for segmentation, recognition, and retrieval,”
ACM Transactions on Speech and Language Process-
ing, vol. 8, no. 1, pp. 1–25, 2011.

[13] I. Szoke, L. Burget, J. Cernocky, and M. Faspo, “Sub-
word modeling of out of vocabulary words in spoken
term detection,” in Proceedings of IEEE Workshop on
Spoken Language Technology, 2008, pp. 273–276.

[14] I. Bulyko, J. Herrero, C. Mihelich, and O. Kimball,
“Subword speech recognition for detection of unseen
words,” in Proceedings of Interspeech, 2012.

[15] S. Virpioja, P. Smit, S.-A. Gronroos, and M. Kurimo,
“Morfessor 2.0: Python implementation and extensions

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

116



for morfessor baseline,” Tech. Rep., Aalto University,
2013.

[16] K.-S. Cheng, G. H. Young, and K.-F. Wong, “Study on
word-based and integral-bit chinese text compression al-
gorithms,” Journal of the American Society for Informa-
tion Science, vol. 50, no. 3, pp. 218–228, 1999.

[17] J. G. Fiscus, J. Ajot, J. S. Garofolo, and G. Doddington,
“Results of the 2006 spoken term detection evaluation,”
in Proceedings of ACM SIGIR, 2007, pp. 51–55.

[18] D. Povey, A. Ghoshal, G. Boulianne, L. Burget,
O. Glembek, N. Goel, M. Hannemann, P. Motlicek,
Y. Qian, P. Schwarz, J. Silovsky, G. Stemmer, and
K. Vesely, “The kaldi speech recognition toolkit,” in
Proceedings of IEEE ASRU, 2011.

[19] D. Povey, L. Burget, M. Agarwal, P. Akyazi, F. Kai,
A. Ghoshal, O. Glembek, N. Goel, M. Karafiat, A. Ras-
trow, R. Rose, P. Schwarz, and S. Thomas, “The sub-
space gaussian mixture model - a structured model for
speech recognition,” Computer Speech and Language,
vol. 25, pp. 404–439, 2011.

[20] D. Povey, D. Kanevsky, B. Kingsbury, B. Ramabhad-
ran, G. Saon, and K. Visweswariah, “Boosted MMI for
model and feature-space disciminative training,” in Pro-
ceedings of IEEE ICASSP, 2008, pp. 4057–4060.

[21] R. Kneser and H. Ney, “Improved backing-off for n-
gram language modeling,” in Proceedings of IEEE
ICASSP, 1995, pp. 181–184.

[22] D. Can and M. Saraclar, “Lattice indexing for spoken
term detection,” IEEE Transactions on Audio, Speech,
and Language Processing, vol. 19, no. 8, pp. 2338–
2347, 2011.

[23] D. R. H. Miller, M. Kleber, C. Kao, O. Kimball, T. Col-
hurst, S. Lowe, R. M. Schwartz, and H. Gish, “Rapid
and accurate spoken term detection,” in Proceedings of
Interspeech, 2007, pp. 314–317.

[24] S. Wegmann, A. Faria, A. Janin, K. Riedhammer, and
N. Morgan, “The tao of ATWV: Probing the myster-
ies of keyword search performance,” in Proceedings of
IEEE ASRU, 2013, pp. 192–197.

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

117



RECENT IMPROVEMENTS IN ESTONIAN LVCSR
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ABSTRACT

This paper describes our current automatic transcription sys-
tem for Estonian semi-spontaneous speech that we are de-
veloping within the Estonian language technology national
program. A three pass decoding strategy is employed, with
speaker-independent GMM acoustic models used in the first
pass and speaker-adapted DNN-HMM models in the last
pass. A neural network based phone duration model is used
to rescore recognition lattices after the final pass and is found
to give a surprisingly large gain in recognition accuracy.
Compound words are split before building a statistical lan-
guage model, and reconstructed from recognized hypotheses
using an n-gram model. The word error rate of our system
is 17.9% on broadcast conversations and 26.3% on confer-
ence speeches. This is around 8% absolute (24-30% relative)
improvement compared to a GMM-based system of 2012.

Index Terms— Speech recognition, LVCSR, DNN, dura-
tion model, Estonian

1. INTRODUCTION

This paper describes our current offline speech-to-text tran-
scription system for semi-spontaneous Estonian speech.

Estonian is the official language of Estonia, spoken na-
tively by about one million people. It belongs to the Balto-
Finnic branch of the Finno-Ugric language family. Speech
recognition support for Estonian from commercial vendors
practically doesn’t exist. Even in fields that have pioneered
in using speech recognition among other languages, such as
medical dictation and automatic call routing, there aren’t any
commercial offerings for Estonian available. Google, known
for its wide language technology coverage, has stated that it
is not planning to implement support for Estonian in their
speech recognition based products, such as voice search and
voice typing1.

The need for Estonian language technology has been
recognized by the government and the field is now actively
supported. In the context of the national program Estonian

∗This work was partly funded by the Estonian Ministry of Education and
Research target-financed research theme no. 0140007s12 and through the
project Estonian Speech Recognition System for Medical Applications.

1According to Pedro Moreno’s keynote at SLTU 2012.

Language Technology 2011-2017 and its predecessor [1],
over 100 hours of speech from various domains was manually
transcribed with the purpose of improving speech recogni-
tion. Several large vocabulary continuous speech recognition
(LVCSR) applications for Estonian were developed at the
Institute of Cybernetics at Tallinn University of Technol-
ogy. The Transcribed Speech Archive Browser [2] is a web
application that provides access to hundreds of hours of auto-
matically transcribed radio broadcasts (mainly conversational
programs and long news broadcasts). End-users can use a
web browser to navigate in the hierarchy of speech record-
ings, search from the transcriptions, view the transcriptions
and listen to the recordings. Another application targeted
towards end-users is the web-based speech transcription ser-
vice2. The service allows users to transcribe long speech
files by uploading them to the lab’s server. The speech files
are transcribed on the server and the resulting transcripts are
sent back via e-mail. The service can also be used through a
simple API. Another end-user product, Diktofon3, is an ap-
plication for the Android smart-phone platform that provides
basic digital voice recorder functionalities. In addition, it
uses the previously mentioned web-based speech transcrip-
tion service to provide automatic transcripts for recordings
containing Estonian speech. All the described applications
are free for users.

This paper gives a detailed description of the multi-pass
transcription system that serves the applications. Several im-
provements and redesigns have been made to the system since
it was last described [3]. It is now based on the Kaldi toolkit
[4] and uses deep neural network based hidden Markov mod-
els (DNN-HMMs) as main acoustic models. Neural network
based phone duration models are used for rescoring the fi-
nal lattices, resulting in significant improvement over the pure
DNN-HMM system. The system is free and open-source4. In
addition to being used as a backend transcription system for
some experimental end-user applications, it is also daily used
by three Estonian media monitoring companies for transcrib-
ing radio and TV broadcasts.

2http://bark.phon.ioc.ee/webtrans/
3http://play.google.com/store/apps/details?id=

kaljurand_at_gmail_dot_com.diktofon
4http://github.com/alumae/kaldi-offline-transcriber
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2. SYSTEM DESCRIPTION

2.1. Speech data

For training the acoustic models (AMs), we use the following
wideband Estonian speech corpora, about 122 hours in total:

• the BABEL speech database containing about 9 hours
of dictated speech;

• a corpus of Estonian broadcast news that contains
mostly dictated speech, with some semi-spontaneous
studio and telephone interviews (16 hours);

• a corpus of broadcast conversations consisting of var-
ious talk shows from three radio stations, mostly dis-
cussing political matters in a semi-spontaneous studio
setting (19 hours);

• a corpus of semi-spontaneous interviews from radio
news programs, discussing mainly daily news and cur-
rent events; in most of the recordings, the interviewee
talks over the telephone (33 hours);

• a corpus of local conference and lecture speeches,
recorded using a close-talking microphone (37 hours);

• a corpus of studio-recorded spontaneous monologues
and dialogues [5] (8 hours of speech)

As noted, part of the acoustic data contains telephone
interviews from broadcast news programs. No special pro-
cessing was applied for the telephone speech portion, i.e.,
the MFCC features were computed from the spectrum of the
16kHz signal. According to our experience, this does not
cause problems – speech recognition performance on a test
set containing such telephone interviews is comparable to the
performance on studio interviews.

For tuning and measuring system performance, two dif-
ferent domains are used: conference speeches and broadcast
conversations (BC), with separate development and test sets
for both domains. The conference domain development and
test sets both consist of three 20-minute presentation record-
ings from a local linguistics conference. The development set
for the broadcast conversations domain contains four radio
talk shows from 2009, each about 45 minutes, with 11 unique
speakers in total. For testing, seven radio talk shows from
2011, each about 45 minutes (17 speakers in total) were used.
None of the development and test data was used for training.

All broadcast speech and conference recording data used
for training and testing are available from the authors of
the paper for free for unrestricted use. The BABEL speech
database is available from ELRA (ELRA-S0086) and the
spontaneous speech corpus from the respective authors (re-
strictions may apply).

2.2. Acoustic models

The AM inventory contains 43 phoneme models, a si-
lence/noise model and a garbage model that is used to absorb
unintelligible and foreign language words during training.
Although different noises and fillers are annotated in our
training data at a relatively fine-grained level, they are all
mapped to a single silence/noise model during training. We
also merge palatalized and unpalatalized versions of several
phonemes into single acoustic units, since it is difficult to
derive the correct palatalization from the orthographic word
forms. Estonian is a quantity language: all vowels and con-
sonants, with some exceptions, can occur in short and long
segmental duration. We create distinctive models for short
and long variants of all phones except /j/. Estonian language
has actually three distinctive quantity degrees: short, long
and overlong [5]. However, the distinction between long and
overlong duration is a property of the word foot rather than
phone, and is thus difficult to model using purely segmental
units. Therefore, we ignore this distinction in our acoustic
models. The other reason behind such simplifications is the
fact that the distinction between palatalized and unpalatalized
phonemes as well as the distinction between the long and
overlong quantity degree, is usually not needed for discrimi-
nation between orthographic word forms (i.e., palatalization
and overlong quantity (with some exceptions) is not visible
in orthography).

Acoustic model training is based on the Kaldi Switch-
board training recipe. The triphone GMM models used in
the first passes of decoding have 4000 decision tree leaves
and 100 000 Gaussians. Speaker-adaptive training (SAT) with
the MMI objective function is used. For the last decoding
pass, we build a DNN-HMM hybrid system where the DNN
is trained to provide posterior probability estimates for the
HMM states [6]. Acoustic feature vectors for GMM models
are obtained by splicing together 7 frames of 13-dimensional
MFCCs and projecting them down to 40 dimensions using
LDA. Speaker-based cepstral mean normalization is applied
to the MFCCs. Speaker adaptive training is done by estimat-
ing a fMLLR transform for each speaker. For the DNNs, a
nine frame context window of LDA-transformed MFCC fea-
tures (4 frames at each side) is used at input, followed by a
second LDA transform that retains 250 dimensions out of the
initial 360. The DNNs have four hidden layers each with 1367
neurons, the output layer has 3166 units. DNNs are trained
using cross-entropy cost and stochastic gradient descent.

2.3. Language model

Text data sources used for training the language models
(LMs) are listed in Table 1. Most of the written language
corpora are compiled at the University of Tartu [7]. In or-
der to have up-to-date language data, we scrape additional
web data from news portals and blogs. Finally, transcriptions
of conversational broadcast data (talk shows, telephone in-
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Table 1. Language model training data
Source Documents Tokens
Newspapers 655 847 204M
Web news portals 370 201 79M
Fiction, movie subtitles 140 38M
Magazines and journals 82 851 29M
Parliament transcripts 6024 15M
Social media (comments, blogs) N/A 13M
Broadcast conversations 311 0.47M
Conference, lecture transcripts 54 0.26M
Broadcast news 219 0.13M
Total 1.1M 378M

terviews) and conference speeches are used as a sample of
spoken language.

Before using the text data for LM training, text normal-
ization is performed. Texts are tokenized, split into sentences
and recapitalized, i.e., converted to a form where names and
abbreviations are correctly capitalized while normal words at
the beginning of sentences are written in lower case. Recapi-
talization serves two purposes: first, it improves the language
model by allowing it to discriminate between proper names
and nouns that have the same form but are used in very differ-
ent contexts. Second, it enables us to easily produce correctly
capitalized speech transcripts which is important for several
applications where the system is currently used. For expand-
ing numbers into words, a non-trivial approach is needed as
the exact textual representation of each number depends on
the inflection. However, the inflection of a number is usually
not visible in orthography and is inferred from the context
by human readers. To determine the inflection of a written
number, we employ a semi-supervised machine learning ap-
proach similar to [8]: a support vector machine classifier is
first built using the numbers that are already written as words
in training texts, and the classifier is then used to determine
the inflection for the rest of the numbers. Neighboring words
and their suffixes are used as features for the classifier. This
approach yields about 90% accuracy on a small development
set randomly extracted from training data.

As Estonian is a heavily compounding and inflective lan-
guage, the lexical variety of the language is very high. To re-
duce the out-of-vocabulary (OOV) rate of the LM, compound
words are decomposed into compound segments, using the
word structure information assigned by the morphological an-
alyzer [9]. The relationship between the vocabulary size, vo-
cabulary type and OOV rate is shown on Figure 1. While it
is clear that decomposing compounds helps to decrease OOV
rate, it is perhaps surprising that there is such a big difference
in the full word OOV rate between the BC and conference
domains. This could be explained by the relative shortage of
suitable LM training data for the conference domain, com-
pared to the BC domain.
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Fig. 1. OOV rates on the broadcast conversation (BC) and
conference speech development sets, using full words and
decomposed compounds as vocabulary items. Vocabularies
were optimized for the particular domain using interpolation
of domain-specific unigram counts.

Table 2. Out-of-vocabulary rates and language model per-
plexities, using a 200K vocabulary of with decomposed com-
pounds.

Broadcast conv. Conference speeches
Dev Test Dev Test

OOV 1.4% 1.0% 2.8% 3.1%
Perplexity 480 388 476 526

LM vocabulary is created by selecting the 200 000 most
likely case-sensitive compound-split units from the unigram
mixture of the corpora, optimized on the development texts.
For each corpus, a 4-gram LM is built. The LMs are compiled
by including all bigrams and trigrams as well as 4-grams oc-
curring more than once, using interpolated modified Kneser-
Ney discounting. The individual LMs are interpolated into
one by using interpolation weights optimized on development
data. Finally, the LM is heavily pruned to less than one tenth
in size using entropy pruning. This is all done using the
SRILM toolkit [10]. Since the vocabulary of LM is relatively
large, an even more aggressively pruned LM is created for the
finite state transducer (FST) cascade used at decoding.

For the current work, two different LMs are built: for
conference speeches and for conversational broadcast speech.
For both domains, the LM is optimized on the development
data of the corresponding domain (see section 2.1). The out-
of-vocabulary (OOV) and perplexity results of the pruned
LMs are listed in Table 2.
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µ = o1

σ = exp(o2)

Phone
features

duration

P (duration)

Fig. 2. Architecture of the neural network phone duration
model. Input features describe the current phoneme, phonetic
context of the current phone, and the durations of the previous
phones. Output is used for calculating the log-normal dura-
tion probability density function of the current phone.

2.4. Pronunciation dictionary

As Estonian is a language with a close relationship between
word orthography and pronunciation, a rule based system is
used for deriving the pronunciations for words in the LM lex-
icon 5. The rules are mainly concerned with determining the
correct variant (short or (over)long) of the plosives based on
the usage context. For many common foreign proper names
and abbreviations, pronunciation is created by first transform-
ing the lexical form to a localized form using a transliteration
table, and then applying the common pronunciation rules.

2.5. Phone duration model

As noted in section 2.2, Estonian phonemic inventory shows
a contrastive opposition of short and long vowels and most
of the consonants. HMMs model phone durations using
state transition probabilities, resulting in geometric probabil-
ity density functions (PDFs) for phone durations. However,
phone durations are known to follow a gamma or log-normal
distribution, rather than geometric. Several methods have
been proposed to resolve this conflict. Improved duration
modeling can be integrated directly into the HMM frame-
work by replacing the HMM state transition probabilities
with explicit duration PDFs [11] or by modifying the HMM
topology [12]. An alternative approach is to model word or
phone durations using an independent model and use it as a
separate knowledge source during N -best rescoring [13] or
lattice rescoring [14, 15]. Such approaches usually result in
a small (usually about 5% relative) word error rate reduction

5Available at http://github.com/alumae/et-g2p

in large vocabulary continuous speech recognition (LVCSR)
tasks.

Recently, we proposed a new method for modeling phone
durations in speech recognition [16]. The model was based on
a decision tree that finds clusters of phones in various contexts
that have similar durations. For each resulting phone cluster,
a log-normal duration probability density function (PDF) was
estimated that was used for N-best rescoring.

We have now improved the previous model by replacing
the decision tree based binned probability model with a neu-
ral network that computes the parameters (mean and standard
deviation) of the log-normal phone duration PDF from the
phone’s contextual features.

More specifically, the duration model is a neural network
with two hidden layers (Figure 2). Inputs to the network con-
sist of mostly binary features of the phone and its neighboring
phones, such as the phoneme label and type, position in the
word and sentence (e.g., ‘is the phone word-final?’), whether
the phone is pre-pausal or post-pausal, phonemic length (short
or long), position of the current syllable in the word. To bet-
ter model varying and non-stationary speaking rates the con-
textual features also include the observed duration values of
previous phones, normalized non-linearly to the (0, 1) range.
The network has two outputs: one for the conditional mean of
the duration PDF and second for the conditional standard de-
viation. Because the predictions of the network correspond to
the parameters of the log-normal distribution, exponent func-
tion is applied to the output corresponding to the standard de-
viation to guarantee that its positivity.

In the reported experiments we use a context window of
size 7 (3 phones from either side) which results in 406 in-
put features to the neural network. The first hidden layer has
600 units and uses rectified linear activation functions. The
second hidden layer has 300 units and applies the maxout ac-
tivation function [17]. We regularize the model by imposing
a constraint on the norm of each hidden layer weight vectors.

The model is trained using back-propagation using neg-
ative log-likelihood of the data as the cost function. Fea-
tures and duration values obtained from a large phonetically
aligned speech corpus are used as training data. Once trained,
the outputs of the model (mean and standard deviation) are
used to estimate the likelihoods of phone durations in the
recognition lattices. The resulting phone duration likelihoods
can then be applied for lattice rescoring.

A more detailed description of the neural network based
phone duration model, including experiments with other lan-
guages, is already submitted for publishing.

2.6. Decoding strategy

Transcribing a speech recording in our system consists of the
following steps: speech detection and speaker diarization, fol-
lowed by three passes of decoding with increasingly accurate
acoustic models, language model rescoring, phone duration
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Fig. 3. A finite state automaton representing all possible com-
pound word reconstructions of the token sequence "kala
mees magab" (Eng. lit. "fisher man sleeps"). Cor-
rect path, corresponding to the words "kalamees magab"
("fisherman sleeps"), is drawn in bold.

model rescoring and compound word reconstruction.
Input audio data is segmented into shorter sentence like

chunks using the LIUM SpkDiarization [18] toolkit. Seg-
ments are classified as speech or non-speech using a Gaussian
mixture model built from our AM training data. Segments
containing speech are clustered, each cluster corresponding
ideally to one unique speaker in the recording. BIC clustering
followed by CLR-like clustering [19] are applied. The re-
sulting speaker labels are used to perform unsupervised AM
adaptation in the multi-pass decoding system.

In the first decoding pass, speaker-independent GMM-
HMM AMs are used. The resulting hypotheses are used
for creating fMLLR adaptation transforms for each speaker
which are then used in the second pass with speaker-adaptively
trained GMMs. The results are used to re-estimate the speaker
fMLLR transforms. In the final decoding pass, speaker-
adaptive DNN-HMMs are used to generate lattices for each
utterance. The lattices are rescored using a larger language
model.

From the resulting lattices we generate new lattices that
contain phone segmentation information for each word edge.
We then use the phone duration model to add log duration
scores for each word edge in the lattice, by summing the log
duration likelihoods of the word’s phones. An additional con-
stant equal to the number of phones in the word is added to
each word edge to be used as a phone insertion penalty. For
edges representing silence or noise, the duration and phone
penalty scores are set to zero. Finally, duration model score,
phone penalty, LM score and AM score are combined, using
weights optimized on the corresponding development sets,
and the lattices are decoded.

2.7. Compound word reconstruction

Output hypotheses of the decoding system consist of se-
quences of word-like units where compound words (includ-
ing words containing hyphen as a separator) are replaced with
their compound segments. In the final system output, com-
pound words have to be reconstructed from the segments. To
reconstruct compound words, we use a weighted finite state
automaton (FSA) based approach. The input tokens are used
to compile a FSA with three possible paths between each con-
sequent token (see Figure 3). The paths between the tokens

Table 3. Word error rates in percentages of the transcription
system for the broadcast conversations and conference pre-
sentation domains. Accuracy of the GMM-HMM system de-
veloped in 2012 and described in [3] is given for comparison.

.

BC Conferences
Dev Test Dev Test

GMM-HMM ML (2012) 24.9 25.6 31.5 34.6
GMM-HMM SAT+MMI 22.6 22.7 27.9 30.0
DNN-HMM 20.7 20.0 24.9 27.9
DNN-HMM + dur model 18.0 17.9 23.7 26.3

correspond to a compound word ("+" on the figure, meaning
that the neighboring tokens should be concatenated), a dash-
connected word ("-", as in võib-olla, Eng lit may-be),
and a non-compound ("<eps>", corresponding to an epsilon
node, meaning that there is a space between the tokens).
The FSA is then composed with a 4-gram language model,
represented as another FSA, that is trained on texts with the
respective special tokens ("+" and "-") between compound
word and dash-compounded word segments. Shortest path in
the resulting FSA gives the most likely reconstruction of the
compound words.

3. EXPERIMENTAL RESULTS

Word error rates (WER) of the system on two test domains
are reported in Table 3. The first line lists the WER results
of our previous system built in 2012 and described in [3].
The system uses maximum-likelihood trained GMM-HMMs,
and performs both unsupervised fMLLR and MLLR adapta-
tion as well as confusion decoding. It also uses slightly less
data for training acoustic and language models. The second
line gives the WER of the current system after decoding with
GMM-HMM acoustic models. Unlike the 2012 system, they
are trained using MMI and SAT, and two passes of fMLLR
adaptation are performed. The third line corresponds to the
speaker-adaptive DNN-HMM acoustic models. The last line
lists the results after rescoring lattices with the phone duration
model.

The improvements of the current GMM-HMM and DNN-
HMM system over the previous system are not surprising:
both MMI training and DNN-HMM models are expected to
give roughly 10% relative improvement in WER. Somewhat
unexpected is the improvement brought by the phone dura-
tion model: it gives 6-11% relative reduction in WER over the
DNN-HMM system that is already highly optimized. Over-
all, the reduction in WER over the 2012 system is 7.8% (30%
relative) and 8.3% (24% relative) for the two test sets.
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4. CONCLUSION

The paper described our Estonian speech-to-text system de-
veloped with the aim of providing accurate offline speech
transcription service and software to end-users and various
institutions.

The system uses the Kaldi toolkit and is thus able to use
various state-of-the art acoustic modeling techniques, such
as DNN-HMM models. The resulting improvements over
our previous GMM-based system are consistent with previ-
ous work reported in the literature. On top of the DNN-HMM
system, we apply a novel neural network based phone dura-
tion model that gives further 1.6-2.1% absolute WER reduc-
tion. The final WER of the system is 17.9% for broadcast
conversations and 26.3% for oral conference presentations.
The system is free, open source, and is used on a daily basis
by several local media monitoring companies.

Future work on this system includes using more ad-
vanced feature representations and training criteria for the
DNN-HMM models and using improved language modeling
techniques, such as recurrent neural network LMs.
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ABSTRACT 

 
Unsupervised acoustic modeling can offer a cost and time 
effective way of creating a solid acoustic model for any 
under-resourced language. This paper explores the novel 
idea of using two independent ASR systems to transcribe 
new speech data, align and filter the ASR hypotheses and 
use the presumably correct transcriptions to iteratively 
improve the two seed ASR systems. In parallel, the newly 
transcribed speech is used to retrain the mainstream ASR 
system. The methodology leads to WER relative 
improvements of 5.5% after the first iteration. The 
experiments are made with data in the Romanian language. 
 

Index Terms - unsupervised acoustic modeling, speech 
recognition, unsupervised training, under-resourced 
languages 
 

1. INTRODUCTION 
 
State-of-the-art Automatic Speech Recognition (ASR) 
systems for high-resourced languages use hundreds or even 
thousands of hours of manually transcribed speech data for 
training the acoustic model (AM) and corpora with billions 
of words to train the language model (LM). This is a 
critical issue in the development of a new ASR system, 
because the acquisition of such data is expensive and 
requires a lot of time. Under-resourced languages are 
characterized by lack of text corpora and annotated speech 
data, phonetic dictionaries, tools and language expertise. 

Many acoustic and language adaptation techniques 
were recently proposed to overcome this crucial issue in 
developing ASR systems for under-resourced languages. 
Among them, lightly-supervised and unsupervised AM 
training seem to be the most successful methods in 
bootstrapping an acoustic model for a new language. These 
methods were initially proposed and are effective for high-
resourced languages also, but their application to under-
resourced languages is even more valuable given the more 
significant lack of annotated acoustic data for the latter type 
of languages. 

The basic idea of both lightly-supervised and 
unsupervised training techniques is to use an initial, seed 
acoustic model (trained with manual transcribed speech 
data) to generate transcriptions for a large quantity of 
untranscribed speech data and then use this data for further 
retraining. This idea is based on the highly likely 
assumption that untranscribed speech data can be obtained 
much easier, regardless of the language. In lightly-
supervised acoustic modeling this untranscribed speech 
data needs to be accompanied by approximate or loose 
transcriptions (which are also easier to obtain than correct, 
manual transcriptions). 

In the case of lightly-supervised training, (a) the initial 
acoustic model generates transcriptions for the loosely-
transcribed speech data, (b) these automatically generated 
transcriptions are aligned with the loose transcriptions, (c) 
a part of the transcriptions are selected to be correct based 
on some confidence score for the alignment and (d) the 
selected data is finally used in further AM retraining. The 
process can be repeated until no new data can be selected 
for further retraining. 

The general procedure for unsupervised acoustic model 
training starts similarly by using a seed AM to transcribe a 
large amount of speech data. Afterwards, using confidence 
scoring and threshold optimization, a part of the 
transcribed data is selected for further AM retraining. 
Again the whole process can be repeated until the ASR 

newly selected data is not significant anymore. Note that in 
this case loose-transcriptions are not available, therefore the 
confidence scoring must be done on the ASR output alone. 

While in previous works we focused on ASR domain 
adaptation [1] and lightly-supervised acoustic modeling [2] 
for under-resourced languages, in this paper we explore 
unsupervised acoustic modeling and introduce a novel 
method of selecting the correctly transcribed data. The idea 
is to use two complementary seed ASR systems to generate 
two sets of ASR hypotheses and then align these 
transcriptions with Dyanmic Time Warping (DTW) based 
algorithms. The method assumes that complementary ASR 
systems will make uncorrelated errors and the aligned parts 
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of the transcriptions can be considered correct (the 
probability that two independent systems make the same 
identical errors is very small.). Going further, the selected 
(correct) data is split into two distinct parts and each part is 
used to further retrain one of the seed acoustic models. The 
process can be repeated until the amount of newly selected 
data is not significant anymore. In this study, we validate 
the proposed methodology on a Romanian broadcast news 
and conversations speech corpus, acquired automatically 
from the Internet. The method presents some clear 
advantages such as (i) the obtained annotated speech is 
accurate, (ii) no restriction is imposed to the audio data and 
(iii) new kind of speech can be obtained, e.g. elder speech, 
whisper, dialect, etc. 

The rest of the paper is organized as follows. In 
Section 2 we discuss the state-of-the-art in unsupervised 
acoustic model training and point out the main novelties of 
our study. In Section 3 we describe in detail the proposed 
method and the specific issues encountered. In sections 4 
and 5 we present the experimental setup and results and 
finally, in Section 6 we draw some conclusions. 
 

2. RELATED WORK AND NOVEL KEY FACTORS 
 

The first tentative to train an acoustic model in an 
unsupervised fashion was presented in [3]. In this study, the 
authors used a Spanish ASR system, trained with a very 
small amount of data (3 hrs of transcribed speech), to 
decode 25 hrs of untranscribed speech. Afterwards, using 
confidence scoring and threshold optimization, they were 
able to select 2.7 hrs of the ASR output for further 
retraining and obtained an improvement of 1.7% relative 
WER over the initial ASR system. A similar procedure 
using a different, lattice-based confidence score is presented 
in [4]. In this paper the authors applied the unsupervised 
acoustic model training technique to create a German ASR 
system and they report much better results: 34% relative 
WER improvement over the initial ASR. 

In [5] the authors extended the series of experiments 
presented in [4] by exploring the gains in ASR accuracy 
obtained for seed systems trained with different amounts of 
manually transcribed data. The conclusion was that 
unsupervised training cannot bring any accuracy 
improvements if the initial ASR system is trained on a 
large dataset. In their study, the authors also investigate the 
gains in accuracy obtained if all the ASR hypotheses are 
used for retraining (i.e. no confidence measure is applied) 
versus the improvements obtained if the words posterior 
probability is used as confidence score for data selection. 
Finally, the authors also explore for the first time the idea 
of iterative unsupervised training: the ASR system trained 
using the unsupervised training procedure is used to decode 
again the untranscribed speech data, which is further used 
in an unsupervised training procedure. 

In [6] the authors investigate unsupervised AM 
training with different sized language models. The training 
procedure is a little different in the sense that more un-
transcribed data is added iteratively (the seed models are 
used to transcribe only a small part of the untranscribed 
data and generate better models; these are used to 
transcribe a double amount of untranscribed data and 
generate better models and so on). The conclusion is that 
unsupervised training is almost as good as lightly-
supervised training and that this procedure works with both 
high-quality and low-quality language models. 

Although initially the unsupervised acoustic modeling 
procedure was applied in the context of Maximum 
Likelihood (ML) training, several studies also investigated 
its usability for Maximum Mutual Information (MMI) 
training [7, 8] and Minimum Phone Error (MPE) training 
[7, 9]. In [9] the authors focus on the idea that, depending 
on the type of AM retraining (maximum likelihood or 
discriminative), the errors in the automatic generated 
transcriptions have different impacts on the final system 
performance. They argument that for discriminative AM 
retraining, it is desirable to select and transcribe manually 
some parts of the speech data, which are believed to be 
poorly recognized. These manual transcriptions are then 
used to supplement the fully automatic transcriptions. 

As it was expected, the unsupervised AM training has 
been successfully applied to create or improve ASR systems 
for new languages such as Mandarin [7, 9], Arabic [8], 
Polish [10], Czech [11] and Vietnamese [12]. 

An innovative idea, recently introduced in [12], 
implies using several ASR systems, in six source European 
languages, to create transcriptions for speech data in a 
target language: Vietnamese. In this process the authors 
iteratively adapt the source ASR systems to the target 
language using unsupervised training based on the 

- 13]. Finally, they 
train a Vietnamese ASR system using the resulted 
transcriptions. In [11] the same authors use a similar 
multilingual unsupervised training procedure to develop a 
Czech ASR without any transcribed training data. They 
apply a combination of cross-language transfer and 
unsupervised training -

 confidence score. 
In our study we go beyond the state of the art by 

exploring the idea of using two complementary ASR 
systems for Romanian to transcribe new Romanian speech 
data, align and filter the ASR hypotheses and use the 
matched words from the transcriptions alignment to 
iteratively improve the two seed ASR systems. The novelty 
of the proposed unsupervised training methodology 
comprises several key factors: 

a) the unsupervised training process starts with two 
seed ASR systems; 
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b) ASR hypotheses filtering is done based on a phrase-
level similarity confidence score; 

c) the selected correct transcriptions are used to 
improve both the seed models. 

d) there is no need to re-tune the system every time a 
new kind of speech recording is used, i.e. new recording 
conditions, elder speech, dialects, whispers, etc. 

The usage of several seed ASR systems in unsupervised 
training was also explored in [12], but in that study the seed 
models were for different languages and the iterative 
adaptation procedure of these models also differs. 

The ASR hypotheses filtering idea is totally different 
from the ideas reported in the literature: we do not use a 
confidence metric applied at state, word or sentence level 
on the output of a single ASR system, but instead we use a 
similarity confidence score applied at phrase (multi-word) 
level on the output of two ASR systems. 

Finally, although we also adopt the iterative training 
procedure, the new data obtained after each iteration are 
split into two parts and each part is used to retrain a single 
seed ASR system, trying to preserve their complementarity. 
 

3. METHOD DESCRIPTION 
 

The purpose of the proposed unsupervised training 
procedure is to improve an existing ASR system for a 
particular language (in our case Romanian). Generally, this 
ASR system, further called main ASR system, would have 
been trained with all the annotated speech data available 
and would use the best language model available. The 
method has five steps and it is illustrated in Figure 1. 

The first step is to create two complementary ASR 
systems, which can be further used to process untranscribed 
speech data. These complementary ASR systems will make 
uncorrelated recognition errors and this fact can be 
exploited to select the (assumed) correct parts of the 
transcriptions (the aligned parts of the ASR hypotheses can 
be considered correct). 

To create complementary ASR systems, the initial 
training speech database can be split into two parts based 
on the type of speech, acoustic environment, etc. Another 
aspect that could help in obtaining complementary ASR 
systems is language model selection. One could start with 
seed ASR systems using the same LM, or different LMs. 
Although the usage of different LMs seems like the most 
natural choice, the experiments showed that choosing the 
same, best language model for both seed ASR systems leads 
to better results (see Section 5). 

The second step in the procedure is the acquisition and 
diarization of raw, untranscribed speech data. Speech data 
acquisition is most easily done over the Internet, by 
capturing radio or television broadcast streams. Other 
sources of raw speech data are audio books, user-recorded 
data, etc. The segmentation and diarization of the speech 

 
Figure 1. The block diagram of the proposed method 

data is mandatory because the raw speech data can contain 
non-speech (music, jingles, advertisements, etc.) parts that 
should be filtered out before speech recognition. The 
segmentation also helps the ASR hypotheses alignment 
process (aligning short sequences of words is less error-
prone than aligning long sequences of words). 

In step 3, the clean, un-transcribed speech data is 
decoded using the two seed ASR systems and the resulted 
sets of ASR hypotheses are aligned using a DTW 
algorithm. 

In step 4, the matched parts of the ASR hypotheses 
resulted from the alignment are selected, together with the 
corresponding audio data, to create a new annotated speech 
corpus. For this, we use a similar confidence score as the 
one introduced in [2], i.e. sequences of consecutive aligned 
words are considered to be correctly recognized if the 
number of characters forming these sequences exceed an 
empirically determined threshold. In addition, the aligned 
sequence duration has to be at least one second for the 
sequence to be taken into account. Moreover, the time 
difference between two consecutive words should not 
exceed two seconds (because this could mean that the audio 
file contains untranscribed non-speech fillers). 

This selection procedure increases the likelihood that 
selected data is correct, because it ignores singular short 
words and even short sequences of short words, which can 
be very common in a language, and it assures that all words 
are part of the same utterance. After the selection of the 
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correctly aligned sequences of words is done, their 
timestamps are used to cut the corresponding audio parts 
out of the initial speech files. 

As described above, the confidence score used in this 
method is applicable at phrase-level and the resulted speech 
corpus will be composed of utterances of at least a few 
words, as opposed to single words as in the case of the 
selection procedures discussed in Section 2. 

Step 5 involves retraining the seed acoustic models 
with the newly created annotated speech data. The 
complementarity of the retrained systems has to be 
preserved, because the ASR systems should be used in a 
new iteration of the whole process. Therefore, the newly 
created speech data has to be split into two distinct parts 
and each part should be used to augment the initial training 
data for one of the ASR systems. In other words, both seed 
ASR systems are retrained using the initial speech data plus 
a part of the newly created speech data. These systems will 
still be complementary, as each of them will be adapted to 
better recognize a part of the untranscribed speech data. 

Using the enhanced ASR systems, the unsupervised 
training procedure can be restarted at step 3. Steps 3, 4 and 
5 can be further reiterated until the amount of new data 
selected at step 4 does not significantly differ from the 
amount of data selected at the previous iteration.  

 
4. EXPERIMENTAL SETUP 

 
4.1. Speech corpora 
 

The various Romanian speech corpora used in the 
experiments are listed in Table 1. All these corpora are 
created by the Speech and Dialogue (SpeeD) research 
group1. Note that the experiments presented in this paper 
are done on self-developed corpora because for the 
Romanian language there are no other speech corpora 
available for research. 

The RSC-train (Read Speech Corpus) and RSC-eval 
corpora comprise Romanian read speech recorded by 165 
speakers. The read speech corpora were obtained by 
recording various predefined texts, representing news 
articles and literature. The recordings were made in 
laboratory conditions, using an online recording 
application. More information regarding these corpora can 
be found in [14; 15]. 

The SSC-train (Spontaneous Speech Corpus) and SSC-
eval corpora were created using a lightly-supervised 
acoustic modeling technique [2]. The originally loosely-
transcribed speech data comprised broadcast conversational 
speech. A part of this speech data (SSC-eval) was manually 
annotated to create an error-free spontaneous speech corpus 
for evaluation only. This part consists of 3.5 hours of 

                                                
1 Speech and Dialogue Research Group: http://speed.pub.ro 

Table 1. Romanian speech corpora 

Corpus name Type of speech Size #Speakers 

RSC-train 
read speech 

100 hrs 157 

RSC-eval 6 hrs 22 

SSC-train conversational 
speech 

27.5 hrs unknown 

SSC-eval 3.5 hrs unknown 

SSC-untranscribed conversational + 
read speech 200 hrs unknown 

 
speech, among which 2.2 hours of clean speech. The 
remaining 1.3 hours of speech contains speech in degraded 
conditions (background noise, background music, telephone 
speech, etc.). 

The SSC-untranscribed speech corpus was acquired 
over the Internet and contains broadcast news and 
conversational speech, without any transcriptions. SSC-
untranscribed was segmented and diarized using the LIUM 
Speaker Diarization Toolkit [16]. The segmentation and 
diarization processes aimed to filter-out all the non-speech 
parts of the corpus and to create single-speaker utterances. 
The SSC-untranscribed corpus will be further used in the 
unsupervised training procedure. 
 
4.2 Acoustic models 
 
All acoustic models used in this study are 5-state HMMs 
with output probabilities modeled with GMMs. As speech 
features we used the recently introduced noise robust 
features: Power Normalized Cepstral Coefficients (PNCCs) 
plus their first and second temporal derivates (13 PNCCs + 
deltas + double deltas). In all cases the 36 phonemes in 
Romanian were modeled contextually (context dependent 
phonemes) with 4000 HMM senones. The number of 
Gaussian mixtures per senone state was varied (32/64/128) 
in order to adapt the acoustic model setup to the size and 
variability of the training speech corpus. The acoustic 
models were created and optimized (using the CMU 
Sphinx2 Toolkit) with the various training speech corpora 
listed in Table 1. 
 
4.3 Language models 
 
Two tri-gram, closed-vocabulary, language models, 
previously created with the SRI-LM Toolkit3, were used in 
this study: LM #1 and LM #2. LM #1 is a general language 
model trained with several online-newspaper text corpora 
(with a total 169M words). LM #2 is another general 
language model trained using the same online-newspaper 
text corpora, but biased towards broadcast conversational 
speech using a text corpus of 40M words. LM #2 was 
                                                
2 CMU Sphinx Toolkit: http://cmusphinx.sourceforge.net 
3 SRI-LM Toolkit: http://www-speech.sri.com/projects/srilm 
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obtained through language model interpolation, using a 
weight of 90% for the broadcast conversational speech. For 
both LMs the number of unigrams was limited to the most 
frequent 64k (this constraint was imposed by the Sphinx4 
ASR decoder). The two language models have different 
sizes and vocabularies as they were created with different 
text corpora. The language models performance figures 
(perplexity PPL and out-of-vocabulary rate  OOV rate) 
obtained on the transcriptions of the two evaluation speech 
corpora are listed in Table 2. 

Table 2. LMs performance figures on transcriptions 

 PPL OOV rate [%] 

Language model RSC-eval SSC-eval RSC-eval SSC-eval 

LM #1 216.4 176.9 2.08 3.13 

LM #2 201.3 150.6 1.86 3.07 

 
5. EXPERIMENTAL RESULTS 

 
5.1 Baseline ASR and seed ASR systems 
 
The baseline for all further experiments is the best 
Romanian ASR system developed so far in our research 
group (further called mainASR). This system uses an 
acoustic model trained on RSC-train + SSC-train and LM 
#2. Its word error rates (WERs) on the two evaluation 
corpora are listed in Table 3. As expected, the WER on 
read speech is much lower than the WER on conversational 
speech, not only because read speech is easier to recognize, 
but also because the RSC-train is larger than SSC-train. 

The two seed ASR systems (created for the first 
decoding iteration) were trained on RSC-train and SSC-
train, respectively. These seed ASR systems are also 
presented in Table 3. For seed ASR system #1 we created 
two versions: one uses LM #1 (the general LM trained on 
newspaper text) and the other uses LM #2 (the general LM 
biased towards broadcast conversational speech). Version 
#1 has the advantage of increased complementarity with 
seed #2 ASR, while version #2 benefits from a better 
language model and might recognize correctly more 
untranscribed speech. Section 5.2 will show which of the 
two versions of seed #1 will be further used. 

One thing that is worth noting about the values 
presented in Table 3 is that the RSC-train corpus does not 
help too much in conversational speech recognition (the 
baseline system and seed #2 have similar WERs on SSC-
eval). However, this corpus makes a huge difference when 
it comes to read speech recognition (the baseline system has 
a significantly lower WER than seed #2 on RSC-eval). This 
means that an ASR system cannot perform well with both 
RSC or SSC if it is trained only with one type of data. 

 

Table 3. Baseline and seed ASR systems 

ASR 
system 

Acoustic model 
(training corpus) LM 

WER [%] 

RSC-eval SSC-eval 

mainASR 
baseline 

RSC-train + SSC-train 
(127 hrs) LM #2 16.1 38.6 

seed #1 v1 RSC-train (100 hrs) LM #1 18.0 47.1 

seed #1 v2 RSC-train (100 hrs) LM #2 17.1 46.0 

seed #2 SSC-train (27 hrs) LM #2 36.1 39.9 

 
5.2 Language model selection effect 
 
The SSC-untranscribed corpus was processed in parallel 
with the three seed ASR systems (seed #1 v1, seed #1 v2 
and seed #2). The resulted ASR hypotheses were aligned 
and the assumed correct speech data was selected exactly as 
described in Section 3. Out of the 200 hours of speech in 
the SSC-untranscribed corpus, we were able to select 60 
hours by using version 1 of the seed #1 ASR, and 64 hours 
by using version 2 of the seed #1 ASR. 

This new speech data was used to retrain the seed #2 
ASR system. The performance of the resulted ASR systems 
is presented in Table 4. The results show us that using the 
better language model in the seed #1 ASR system generates 
more transcribed speech, which helps in improving an ASR 
system (for both read and conversational speech). 
Consequently, we used LM #2 in all the following 
experiments for both seed ASR systems. 

Table 4. Language model selection effect 

Acoustic model 
(training corpus) 

WER [%] 

RSC-eval SSC-eval 

SSC-train (27 hrs) 36.1 39.9 

SSC-train (27 hrs) + 60 hrs* 27.9 37.1 

SSC-train (27 hrs) + 64 hrs** 27.7 36.7 
* the 60 hrs of speech were obtained by aligning the output of seed #1 v1 and 
seed #2; 
 ** the 64 hrs of speech were obtained by aligning the output of seed #1 v2 
and seed #2; 
 
5.3 Iterative unsupervised training 

 
In this experiment the seed ASR systems were iteratively 
used to decode the SSC-untranscribed corpus and retrained 
using the original training corpus and half of the 
automatically generated speech data. In Table 5 we present 
the first two iterations of the unsupervised training process 
because after the second iteration no further improvements 
were reported. 

After the first retraining iteration, seed #1 ASR showed 
a significant improvement on conversational speech (16.5% 
relative WER). It is an expected result because this ASR 
system was initially trained only on read speech and in 
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iteration #1 the read speech training corpus is augmented 
with 30 hrs of read + conversational speech. 

Seed #2 ASR improvement is less significant on 
conversational speech (5.5% relative WER) because this 
system was initially trained on the SSC-train corpus. 
However, seed #2 ASR gets much better at recognizing read 
speech: 15.5% relative WER improvement. 

The mainASR system exhibits divergent performance 
figures after iteration #1, when it is trained with the initial 
127 hrs of speech (in RSC-train and SSC-train) plus the 
additional 64 hrs of speech obtained in an unsupervised 
fashion. The WER on read speech is slightly worse 
probably because the new acoustic model is less adapted to 
read speech. We do not consider this a worse result, but 
rather a more objective result, i.e. the system has gained in 
generality. On conversational speech the mainASR obtains 
an improvement of 5.5% relative WER. 

Another iteration (#2) was performed in order to see if 
more annotated speech could be extracted from this corpus. 
The experiment showed that the amount of the extracted 
annotated speech is bigger (98 hours versus 64 hours 
obtained in the first iteration), however, the accuracy of the 
mainASR after iteration #2 was not improved. This means 
that in order to improve the performance either more 
speech needs to be acquired, or other type of speech (other 
than broadcast news) must be used. 

The poor results obtained after iteration #2 might be 
explained by the following: even though more 
automatically annotated data is produced, its quality might 
be lower, because the ASR seeds are probably less 
complementary (after the first iteration they were trained 
with both read and conversational speech). This hypothesis 
will be verified in a future work. 

While the WER reduction obtained by this method 
depends on the current development state of a given ASR 
system, by the amount of untranscribed speech data used, 
the characteristics of the test speech data, etc., it is 
unquestionable the benefit of easily obtaining annotated 
speech data from raw untranscribed speech. This method 
enables the acquisition of new type of speech data such as 
dialects, whispers, elder speech, etc., which are in general 
very difficult to acquire. The quantity of the annotated 
speech data obtained by this method is proportional to the 
quantity of the untranscribed speech collected. 

 
5.4 Comparison with other unsupervised methods 

 
An alternative unsupervised acoustic training scenario 

is the one in which the mainASR system is used to decode 
the SSC-untranscribed speech corpus and all the raw 
transcriptions are used to retrain this mainASR system. 

The results obtained for this experiment showed that 
mainASR (trained with RSC-train + SSC-

train + raw transcriptions) does not obtain any WER 

reductions over the initial one. These results are in line 
with the findings reported in [5]. 

In the near future we also plan to compare our method 
with some of the confidence-based unsupervised training 
methods listed in Section 2. 
 

6. CONCLUSIONS AND FUTURE WORK 
 

We presented a novel method of unsupervised acoustic 
model training. The method aims at obtaining annotated 
speech data from raw untranscribed audio data. The 
transcription is obtained by aligning the output of two 
complementary ASR systems. The complementarity of the 
ASR systems assures that the errors produced by them are 
uncorrelated. Hence, the aligned parts of the transcriptions 
can be considered correct transcriptions. The newly 
obtained transcribed speech together with the existing 
annotated speech data are used to re-train a new acoustic 
model. This procedure is repeated until no improvement in 
ASR accuracy is obtained. 

The experimental results have shown that the method 
is able to annotate 32% of the untranscribed speech data at 
the first iteration and 49% at the second iteration. After the 
first iteration a relative reduction of WER by 5% is 
obtained. The second iteration brought no WER reduction 
despite the amount of annotated data is higher meaning 
that more untranscribed speech needs to be used in order to 
further reduce WER. 

The method leads to new opportunities for annotating 
new type of speech such as dialects, whispers, elder speech, 
etc., which are not easy to find. The amount of annotated 
speech is proportional to the quantity of the untranscribed 
speech data used. 

Table 5. ASR improvements over several retraining iterations 

ASR 
system 

Acoustic model 
(training corpus) 

WER [%] 

RSC-eval SSC-eval 

mainASR 
baseline RSC-train + SSC-train (127 hrs) 16.1 38.6 

mainASR 
iteration #1 

RSC-train + SSC-train (127 hrs) 
+ 64 hrs 16.3 36.5 

mainASR 
iteration #2 

RSC-train + SSC-train (127 hrs) 
+ 98 hrs 16.7 36.6 

seed #1 RSC-train (100 hrs) 17.1 46.0 

seed #1 
iteration #1 

RSC-train (100 hrs) 
+ 30 hrs 15.8 38.4 

seed #1 
iteration #2 

RSC-train (100 hrs) 
+ 48 hrs 17.1 38.6 

seed #2 SSC-train (27 hrs) 36.1 39.9 

seed #2 
iteration #1 

SSC-train (27 hrs) 
+ 34 hrs 30.5 37.7 

seed #2 
iteration #2 

SSC-train (27 hrs) 
+ 50 hrs 31.5 38.5 
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In the near future we plan to evaluate the data selection 
method (the quality of the automatically generated 
transcriptions) by using a reference, transcribed speech 
corpus as if it was an untranscribed speech corpus. 
Moreover, we plan to compare our method with some of the 
confidence-based unsupervised training methods listed in 
Section 2 and to explore the possibility of using several 
seed ASR systems for improved data selection accuracy.  
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ABSTRACT 
 
Morph-based language modeling has been efficiently 
applied in improving the accuracy of Large-Vocabulary 
Continuous Speech Recognition (LVCSR) systems  
especially in morphologically rich languages. However, the 
rate of improvements varies greatly and the underlying 
principles have been only superficially studied. Having a 
method that can predict the expected improvement prior to 
experimentations would be largely useful. In this paper, we 
introduce language-independent factors affecting morph-
based improvement and show how they can be utilized in 
estimating the effectiveness of statistical morph-based 
language modeling. The task was broadcast news 
transcription in two less investigated languages, Hungarian 
and Romanian. It was found that in case of under-resourced 
conditions morph-based models can bring significant 
improvement  even for a morphologically less rich 
language like Romanian. In addition, it was shown that non-
initial morph tagging can constantly outperform explicit 
modeling of word-boundaries both in terms of letter and 
word accuracies. 
 

Index Terms  LVCSR, morphologically rich 
languages, under-resourced languages, broadcast news 
transcription, Hungarian, Romanian 

 
1. INTRODUCTION 

 
In the last several decades many efforts have been devoted 
to the development of LVCSR systems; however there are 
still many issues that the research community has not been 
able to overcome. In a recent, comprehensive study [1] the 
task dependency of the models and lack of noise robustness 
were identified as the greatest shortcomings of HMM 
(Hidden Markov Model) framework. This study also 
recommends some research directions to find remedies for 
the problems. It is claimed that transcending the limitations 
of the current modeling techniques is not possible without 
making use of diagnostic analysis. 

Accordingly, in this paper, we investigate the relation 
between the performance of word- and the morph-based 
language modeling approaches evaluated on two broadcast 
news recognition tasks. Some aspects of this work have 
already been investigated for Hungarian in our previous 
papers [5] [7]. In [5], [6] the performance of word- and 
morph-based language models were compared on various 
recognition tasks and a strong relationship was found 
between morphological richness and the morph-based 
improvement. However, we also found that the benefit of 
subword lexical models over word-based models was 
diminishing  until it completely disappeared [7]  as the 
training text size was being increased. 

Here we extend our former work in many directions. 
Firstly, in this study the morph-based improvement is 
determined not only as a function of training corpus size but 
also with various vocabulary sizes, in different acoustic 
conditions and with a new type of word boundary 
reconstruction technique (non-initial tagging). Secondly, we 
make an attempt to estimate the impact of word boundary 
modeling on the recognition performance. And last but not 
least, the new results are used to refine our model for the 
prediction of morph-based improvement. 

Our findings can be especially beneficial for the 
community studying under-resourced languages; hence we 
performed the analysis not only for Hungarian but 
Romanian, as well. Base Languages in the European 
Information Society
considered as under-resourced [2]. Although Hungarian is 
slightly better supported with speech and text resources and 
categorized as a moderately-resourced language [3], there 
are no publicly available resources for broadcast speech. As 
a consequence, in addition to morph-based language 
modeling other under-resourced language specific modeling 
approaches (use of the Web, grapheme-based approach) 
were also utilized in our experiments [4]. 

Apart from those that were already cited, we know 
about two papers dealing with LVCSR for Hungarian 
broadcast speech. The first one [8] compared the 
performance of deep neural networks and standard HMM 
acoustic models. Whereas the second one [9] investigates 
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the potentials in unsupervised training methods. Note that 
none of these two studies apply morph-based language 
models. There are only a few papers reporting LVCSR 
results for Romanian language. In [10] statistical machine 
translation supported language model adaptation is 
investigated for the recognition of tourism-specific 
Romanian read speech. The unsupervised adaptation method 
presented in that study was later outperformed in [11] with 
semi-supervised methods, however the recognition task 
remained the same. In both studies the vocabulary size was 
restricted to the most frequent 64000 words due to the 
limitation of Sphinx3 decoder. To the best of our knowledge 
the only paper presenting Romanian broadcast news results 
is our former work [12], in which we introduced a web-
based, automatic language model updating method for three 
East-Central European languages including Hungarian, 
Romanian and Polish. 

In the next section the databases used for the training 
and evaluation of the broadcast news transcription systems 
are presented. The subsequent section introduces the applied 
modeling approaches that is followed by the experimental 
results and their discussion. In section 5 the potentials in the 
prediction of morph-based improvement are presented, 
while in the last section we summarize our findings. 
 

2. TASK AND DATABASES 
 
2.1. Acoustic training and test data 
 
The acoustic training database of our Hungarian and 
Romanian broadcast speech transcription system consisted 
of manually transcribed TV news programs. The Hungarian 
database contained 50 hours, whereas the Romanian was 
based on 31 hours of transcribed speech.  

The Hungarian test set comprises 6 TV news (155 
minutes altogether) collected in January of 2012 from 
various Hungarian TV channels (TV2, MTV, Duna TV). The 
test set was split into two parts: one part used for 
development tests (HUN-Dev, 2 TV news, 50 minutes) and 
a second part for evaluation (HUN-Eval, 4 TV news, 105 
minutes). The 125 minutes long Romanian test database 
dates from the same period of time as the Hungarian and 
consists of the recordings of 3 TV news. One of the 3 news 
was selected for development purposes (ROM-Dev, 42 
minutes), while the other 2 was used for evaluation (ROM-
Eval, 83 minutes). 

During the transcription of the Hungarian test set not 
only the common acoustic events were noted but speech 
segments were categorized based on the acoustic conditions 
(see Table 1). Note if more categories occurred in a speech 
segment, the whole segment was classified into the highest 
category. As it can be seen in Table 1, the majority of 
segments were recorded in degraded acoustics conditions, 
which can be surprising in a broadcast news task. However, 
in our test database all parts of the news were kept even the 
reports made on the spot. The approximate signal-to-noise 
ratios (SNR) were determined by using NIST STNR1 and 
WADA SNR [13] algorithms. In the case of F2 and F5 there 
were not enough data for reliable estimation of SNR. 
 
2.2. Training text corpora 
 
The textual training data were collected from two sources. 
On the one hand the manual transcriptions (TRS) of 
acoustic training data were utilized, while on the other hand 
additional texts were gathered from news site on the web. 
Only those websites were selected that used proper 
diacritics. More information about the collection, storage 
and processing of web-based news can be found in [12]. In 
order to separate the more recent and this way more relevant 
training data from the older ones, the web-based training 
corpora were split into two parts. The first part (WEB 30D-) 
contains all the articles from web-based news database, 
which are newer than 30 days (published between the 1st and 
31st December, 2011), whereas the second part (WEB 
30D+) consists of the articles, which are older than 30 days. 
For further details see Table 2. 
 

3. METHODOLOGY 
 

3.1. Acoustic modeling 
 
The Hungarian speaker independent, cross-word triphone 
models were trained using decision trees and embedded 
Baum-Welch re-estimation with the HTK toolkit [14]. 
Word-to-phoneme mapping was obtained by applying 
simple grapheme-to-phoneme rules considering consonant 
assimilations of Hungarian. The final model had 4630 states 
and 15 Gaussians per state. 

                                                 
1 http://labrosa.ee.columbia.edu/~dpwe/tmp/nist/doc/stnr.txt 

Table 1. Distribution of the Hungarian test set 
according to acoustic categories 

Categ. 
name Meaning Length 

[min.] 
SNR 
[dB] 

F0 Clean, planned speech 38 20-25 
F1 Clean, spontaneous speech 18 20-25 
F2 Speech on telephone channels 2 - 
F3 Speech with background music 10 8-10 
F4 Speech in degraded acoustics 84 10-15 
F5 Non-native speaker 3 - 

 

Table 2. Characteristics of training text corpora 

Lang. Corpus # of 
words 

Vocab.
size 

Eval 
PPL 

Eval 
OOV 

HUN 
TRS 530k 74k 598 10.0% 
WEB 30D- 1.2M 115k 761 8.3% 
WEB 30D+ 50.1M 955k 551 1.5% 

ROM 
TRS 305k 27k 315 8.8% 
WEB 30D- 1.5M 72k 382 3.9% 
WEB 30D+ 20.3M 215k 345 1.7% 
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There was no publicly available pronunciation 
dictionary for Romanian that would suit our task. However, 
Romanian has a largely phonemic orthography that enabled 
us to train data-driven, grapheme-based acoustic model 

 [15]. Grapheme-based acoustic 
models were trained similarly as the Hungarian phoneme-
based models. Since in the current state of the research we 
wanted to avoid the usage of any language-specific 
knowledge we applied a simplistic singleton clustering 
technique [16] in decision tree constructions. Number of 
states in the model was 4672 and 15 Gaussians were used 
per state. 
 
3.2. Language modeling 
 
The parameter estimation and interpolation of language 
models were performed by using the SRI Language 
Modeling Toolkit (SRILM) [17]. The n-gram orders were 
optimized individually for every model by minimizing word 
error rate. 
 
3.2.1. Morph segmentation 
In the case of morphologically rich languages the usage of 
word-based language models (WORD) often results in very 
large vocabularies, high Out Of Vocabulary (OOV) rate, and 
inaccurate language model parameter estimation due to 
large number of distinct word forms. These issues can be 
handled by changing the base units from words to sub-word 
lexical units in the language model [4]. In our experiments 
the morphological segmentation was performed by applying 
an unsupervised vocabulary decomposition technique, called 
Morfessor Baseline [18]. As a result of the decomposition a 

-to-
to replace a word by the corresponding morph sequence. 

-word 
lexical units. 
 
3.2.2. Word boundary modeling 
As morph-based recognition systems create morph 
sequences as an output, reconstruction of word boundaries is 
essential. Two approaches are compared in our paper. The 
first places word boundary (WB) symbols into the training 
text between each word and considered as a separate morph 
[19]. Word boundaries are reconstructed in the ASR output 
by merging every morph between WB symbols. According 
to the other approach only those morphs are tagged, that are 
not the initial morphs of a given word. This technique is 
called non-initial (NI) tagging [20]. Word reconstruction 
here is solved by merging non-initial morphs with the 
preceding morphs in the output. A sample training sentence 
for both approaches can be found in Fig. 1. 

 
3.3. Decoding and evaluation 
 
The knowledge sources were integrated into a triphone level 
Weighted Finite State Transducer (WFST) [21] recognition 
network. Standard MFCC feature extraction with Blind 

Equalization [22] was applied on all audio data, including 
first and second derivatives and energy, resulting in a total 
of 39 dimensional vectors. The one-pass recognition tests 
were performed using the WFST decoder called VOXerver 
[7] on a standard PC with a Core i7 processor at 3.5 GHz. 
The Real Time Factor (RTF) for a morph- and the 
corresponding word-based system were adjusted to be close 
to equal using standard pruning techniques. The 
performance of the broadcast news transcription system is 
characterized by Word Error Rate (WER) in all of our 
experiments, except for one case in section 4.4 where Letter 
Error Rate (LER) is given. 

 
4. EXPERIMENTAL RESULTS 

 
4.1. Morph-based improvement as a function of training 
corpus size 
 
The aim of our first experiment was to investigate the 
relation between the morph-based improvement and the 
amount of text data used for training the language models. 
Previously we found that the benefit of morph-based lexical 
models was diminishing [5], [6]  until it completely 
disappeared [7]  as the training text size was being 
increased. However, in our former papers only the WB 
reconstruction technique was investigated. 

In the current comparison 3 measuring point was 
applied. The first measurement was taken with models 
trained on the in-domain manual transcriptions (TRS). In 
the second case transcriptions were extended with WEB 
30D- web corpora (TRS+WEB 30), whereas in the last case 
all available training data (TRS, WEB 30D-, WEB 30D+) 
were utilized (TRS+WEB ALL). Training data were 
integrated in a common language model by using linear 
interpolation. Interpolation weights were optimized on the 
development test sets. 

If Hungarian (Table 3) and Romanian (Table 4) 
recognition results are compared, we find that WERs of the 
Hungarian system is much lower. It can be explained by the 
fact that notably more training data were available in 
Hungarian (see section 2). We can also get an impression 
about the difference in the morphological richness of the 
two languages, if we compare the size of the vocabularies. 
This difference implied that morph-based language 
modeling was only successful for Hungarian and in the case 
of Romanian degradations were measured (see Fig. 3). The

Word: 
 

NI tagging: 
ok 

WB morph: 
 

 
Figure 1. Sample sentence from the training corpus for 

demonstrating word boundary modeling 
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Table 3. Hungarian recognition results with various 
training corpus sizes and lexical modeling 

Corpus Lexical 
model 

N-gram 
order 

Vocab. 
size 

Dev 
WER 

Eval 
WER 

TRS 
WORD 3 74k 38.2% 41.4% 
WB 4 12k 35.2% 39.6% 
NI 4 16k 34.8% 38.3% 

TRS+ 
WEB 30 

WORD 3 151k 32.4% 36.1% 
WB 4 24k 31.1% 35.7% 
NI 4 31k 30.9% 34.2% 

TRS+ 
WEB 
ALL 

WORD 4 978k 23.0% 25.6% 
WB 5 175k 23.1% 25.6% 
NI 4 204k 22.3% 24.7% 

 

 
Figure 2. Hungarian recognition results as a 

function of vocabulary size 
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Figure 3. Morph-based WER improvement as a 

function of training corpus size 
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Table 4. Romanian recognition results with various 
training corpus sizes and lexical modeling 

Corpus Lexical 
model 

N-gram 
order 

Vocab. 
size 

Dev 
WER 

Eval 
WER 

TRS 
WORD 3 27k 45.8% 45.1% 
WB 5 7k 48.6% 48.0% 
NI 4 9k 47.5% 47.2% 

TRS+ 
WEB 30 

WORD 4 80k 38.9% 39.6% 
WB 6 17k 41.6% 42.8% 
NI 5 21k 40.4% 41.4% 

TRS+ 
WEB 
ALL 

WORD 4 233k 34.6% 35.2% 
WB 6 42k 36.8% 38.1% 
NI 5 53k 36.2% 36.6% 

 

 
Figure 4. Romanian recognition results as a 

function of vocabulary size 
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Figure 5. Morph-based WER improvement as a 

function of vocabulary size 
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results in Fig. 3 (apart from ROM-NI) are in accordance 
with our earlier finding, namely, the more textual training 
data is available; the lower is the morph-based 
improvement. Note that NI word boundary modeling 
technique outperformed WB at all measuring points. 

 
4.2. Morph-based improvement as a function of 
vocabulary size 
 
The results presented in the previous section were got by 
including all lexical units found in the training texts into the 
vocabulary. However, the utilizable vocabulary size is often 
restricted due to built-in limitations of the framework or 
resource efficiency reasons. Hence, we decided to 
investigate the effect of restricted vocabulary on morph-
based improvement. We took the word- and morph-based 
language models trained on TRS+WEB ALL dataset and 
limited their vocabulary to 60, 100, 175, 204, 500 thousand 
of most frequent items for Hungarian (see Fig. 2), and 10, 
20, 42, 53, 60, 100, 200 thousand items for Romanian (see 
Fig. 4). The vocabulary limited language models were 
created with -limit-vocab switch of SRILM tools. Note that 
for vocabulary sizes indicated with italic letters there are 
only word-based results available, since they exceed the full 
size of morph-based vocabularies.  

As it can be observed in both Fig. 2 and 4, word-based 
language models are far more sensitive to the limitation of 
vocabulary then morph-based approaches. Consequently, 
the more limited is the vocabulary the higher is the morph-
based improvement (see Fig. 5). For instance the morph-
based models have around 20% lower WER than word-
based models at 60k vocabulary size in the case of 
Hungarian. Although morph-based language models did not 
suit the Romanian task with full vocabulary (see section 
4.1), if the vocabulary has to be restricted (e.g. built in 
limitations of modeling framework) morph-based modeling 
can be a good choice. 

 
 

4.3. Morph-based improvement as a function of speech 
type and signal-to-noise ratio 
 
As the Hungarian test set was labeled according to the 
acoustic conditions (see section 2.1), we also had the 
opportunity to investigate the effect of speech type and SNR 
on morph-based improvement (see Table 5). The best 
recognition results can be obtained on clean, planned speech 
(F0), where WER ranges between 16-30% depending on the 
size of training corpus. However, as the SNR degrades from 
20-25dB (F0, F1) to 10-15dB (F3, F4), the average WER 
increases with around 10-15%. The worst results (56-76%) 
were got for telephone speech (F2), which can be explained 
by the mismatch in the bandwidth of the task and the 
acoustic model. Although the SNR of F0 and F1 tasks are 
roughly equal, the WER of F1 is 8-15% higher than of F0 
due to the sloppy articulation and higher perplexity in 
spontaneous speech [5]. 

In the comparison of morph-based improvements F2 
and F5 categories were not taken into consideration due to 
their small proportion in the test set (see Table 1). If there 
are only limited resources available for language modeling 
(TRS, TRS+WEB30 in Fig. 6 and 7), the highest morph-
based improvement can be observed on F0 test category.

Table 5. Word error rates [%] measured according to the 
different acoustic categories of HUN-Dev+Eval 

Corpus Lexical 
model F0 F1 F2 F3 F4 F5 

TRS 
WORD 33.7 42.1 76.0 46.3 42.3 55.4 
WB 29.2 40.2 67.4 42.9 39.8 54.7 
NI 29.6 41.0 67.1 43.0 39.5 52.2 

TRS+ 
WEB 30 

WORD 26.3 39.1 67.1 40.0 37.0 49.5 
WB 24.8 38.5 60.5 38.5 35.8 48.7 
NI 24.7 37.2 64.7 37.3 35.4 47.3 

TRS+ 
WEB 
ALL 

WORD 15.6 31.5 56.2 28.7 27.5 38.2 
WB 15.9 29.7 53.5 30.7 27.4 35.8 
NI 15.6 29.5 56.6 28.1 26.6 37.6 

 

 
Figure 6. Morph-based improvement as a function 

of acoustic categories in the HUN test set if WB 
word boundary modeling is applied 
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Figure 7. Morph-based improvement as a function 

of acoustic categories in the HUN test set if NI word 
boundary modeling is applied 
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This result is in accordance with our former findings [6] that 
clean acoustic conditions (good acoustical match) can raise 
the improvement rate owing to the smaller acoustic 
confusability of lexical elements. In degraded acoustic 
conditions (F3, F4) the WB modeling approach performs 
much worse than NI that can explain the difference in their 
overall performance. The results based on TRS+WEB ALL 
corpus show that if there is efficient amount of training texts 
are available, the advantage of morph-based models 
disappears on F0. 

 
4.4. The effect of word boundary modeling 
 
In the last experiment we had an interest in the recognition 
performance of a morph-based system without using any 
type of word boundary modeling. According to our 
hypothesis word boundary markings reduce the efficiency of 
morph-based language models, but we must use them for the 
reconstruction of word boundaries in output of the 
transcription system. Hence it follows that the comparison 
of word-based models, morph-based models with boundary 
markings (WB, NI) and the morph-based models without 
any marking (Pure Morph - PM) could only be done by 
using LER as a metric. As it can be seen on Fig. 8 and 9, 
the results refuted our prior assumption. Although the PM 
approach outperformed both the word- and WB morph-base 
models, it was not able to provide lower error rate than NI 
morph approach. Consequently, the additional information 
coded in the NI models by making difference between initial 
and non-initial morphs is useful for improving accuracy of 
language modeling. 
 

5. PREDICTION OF MORPH-BASED 
IMPROVEMENT 

 
Here we introduce two empirically derived predictors that 
can be used to estimate the expected morph-based 
improvement. These predictors are based on the 
characteristics of the training corpora; hence they are 
language-independent and can be calculated prior to 

morphological processing. In our former study [5] we 
showed the relation between morphological richness of a 
recognition task (average number of word types in training 
corpora) and the morph-based improvement. However, as it 
was presented in the previous section, the improvement has 
a connection with training corpus size (see Fig. 3) and 
vocabulary size (see Fig. 5), as well. This way our new 
predictors take these factors also into account. 

For the calculation of the predictors first the training 
corpus (T) is split into n, disjoint parts (Ti) that contains k 
tokens. In our experiments k = 160000. 

 

 

 
The empirical predictors are constructed to be in direct 

proportion to the morph-based improvement, thus in the 
numerator the average amount of word types are placed that 
relates to the morphological richness of the task. Note that 
this is our original predictor from [5]. This predictor is 
extended with the logarithm of training corpus (predictor 1) 
and vocabulary size (predictor 2) in the denominator with 
respect to the relations we found in this paper. Besides both 
predictors utilize tuning parameters a and b. 

 

 

 

 

 
As it can be seen in Fig. 10, after tuning  free parameter 

(a = 10), a very high correlation can be observed between 
predictor 1 and morph-based improvement measured with 
various training corpus sizes on the Hungarian and 
Romanian test set. On the other hand, in Fig. 11 the 
vocabulary limited improvement rates are plotted as a 

 
Figure 8. Letter error rates measured on HUN-Eval 

test set with word-based and various types of 
morph-based language models 
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Figure 9. Letter error rates measured on ROM-Eval 

test set with word-based and various types of 
morph-based language models 
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function of predictor 2 (b = -2). The correlation here is also 
very high. In the future these features can be efficiently used 
to create a more complex model that is able to predict the 
morph-based improvement considering all the important 
factors at the same time. 

 
6. CONCLUSIONS 

 
In this paper, we made an attempt to reveal the factors 
affecting the improvement that can be achieved by using 
morph-based language model instead of word-based. Our 
experiments were carried out on a Hungarian and a 
Romanian broadcast news recognition task utilizing two 
types of word boundary reconstruction approach. The results 
showed that the more textual data is available the less 
morph-based improvement can be expected probably due to 
the reduction of data sparseness. 

The relation between the vocabulary size and the 
morph-based improvement was also investigated. It was 
found that the morph-based language models much less 
sensitive for the limitation of vocabulary than word-based 
models. This way even higher improvement (~20%) can be 
measured for a morphologically rich language (e.g. 
Hungarian) and degradation can be turned to improvement 
for a morphologically less rich language (e.g. Romanian). 
Therefore morph-based language models can be especially 
beneficial for the processing of under-resourced languages, 
where small training corpus and vocabulary sizes are very 
common. 

The high improvement rate observed on the clean, 
planned part of Hungarian test set indicate that reduction of 
acoustic ambiguity of lexical units can further improve the 
efficiency of morph-based models. The applied word 
boundary reconstruction method turned out to be another 
important factor, as non-initial tagging outperformed word 
boundary morphs in every experimental setup. This 
difference can be probably assigned to the fact that NI 
approach differentiates initial and non-initial morphs. 

 

Building morph-based speech recognition systems 
entails extra work compared to word-based systems, thus it 
would be helpful to know the expected improvement. 
Therefore in the last section of our paper, we presented 
empirical predictors based on language independent 
parameters. Currently these predictors take morphological 
richness, training corpus size and vocabulary size into 
account; however, we plan to extend it with a metric for the 
match between the acoustic model and the recognition task. 
In the future, we would like to create a model that is able to 
predict the morph-based improvement considering all the 
important factors and evaluate it on an independent 
recognition task. 
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COMBINING GRAPHEME-TO-PHONEME CONVERTER OUTPUTS FOR ENHANCED
PRONUNCIATION GENERATION IN LOW-RESOURCE SCENARIOS
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ABSTRACT

For pronunciation dictionary creation, we propose the com-
bination of grapheme-to-phoneme (G2P) converter outputs
where low resources are available to train the single convert-
ers. Our experiments with German, English, French, and
Spanish show that in most cases the phoneme-level combi-
nation approaches validated reference pronunciations more
than the single converters. In case of only little training data,
the impact of the fusion is high which shows their great im-
portance for under-resourced languages. We detected that
the output of G2P converters built with web-derived word-
pronunciation pairs can further improve pronunciation qual-
ity. With 23.1% relative in terms of phoneme error rate to
the reference dictionary, we report the largest improvement
for the scenario where only 200 French word-pronunciation
pairs and web data are given as training data. In additional
automatic speech recognition experiments we show that the
resulting dictionaries can lead to performance improvements.

Index Terms— pronunciation dictionary, pronunciation
modeling, low-resource scenarios, multilingual speech recog-
nition, rapid language adaptation

1. INTRODUCTION

With more than 7,000 languages in the world, the biggest
challenge today is to rapidly port speech processing systems
to new languages with low human effort and at reasonable
cost. This includes the creation of qualified pronunciation
dictionaries. The dictionaries provide the mapping from the
orthographic form of a word to its pronunciation, which is
useful in both speech synthesis and automatic speech recog-
nition (ASR) systems. Pronunciation dictionaries can also be
used to build generalized grapheme-to-phoneme (G2P) mod-
els, for the purpose of providing pronunciations for words
that do not appear in the dictionary [1]. The manual pro-
duction of dictionaries can be time-consuming and expen-
sive. Therefore knowledge-based and data-driven grapheme-
to-phoneme (G2P) conversion approaches for the automatic
dictionary generation have been introduced (see Section 2).
As pronunciation dictionaries are so fundamental to speech
processing systems, much care has to be taken to create a dic-
tionary that is as free of errors as possible. For ASR systems,

faulty pronunciations in the dictionary may lead to incorrect
training of the system and consequently to a system that does
not function to its full potential. Flawed dictionary entries can
originate from G2P converters with shortcomings.

Our goal is to investigate if a combination of G2P con-
verter outputs outperforms the single converters. This is par-
ticularly important for the rapid bootstrapping of speech pro-
cessing systems if not many manual created example word-
pronunciation (W-P) pairs are available and therefore a single
G2P converter has a poor performance. In the case of semi-
automatic pronunciation generation, enhanced pronunciations
derived from the combination would reduce the editing effort
and speed up the annotation process. We combine the G2P
converter outputs based on a voting scheme at the phoneme-
level. Our motivation is that the converters are reasonably
close in performance but at the same time produce an out-
put that differs in their errors. This provides complementary
information which leads in combination to performance im-
provements. With the phoneme error rate (PER), we evaluate
how close the resulting pronunciations come to pronuncia-
tions which have been successfully used in speech processing
projects.

For training the G2P converters, we select different
amounts of English, French, German, and Spanish W-P pairs
to simulate scenarios with small amounts of W-P pairs, since
our intention is that our approach can be applied to languages
with very limited lexical resources and differing grade in
G2P regularity. In additional ASR experiments we investi-
gate the impact of the phoneme-level combination on ASR
performance, especially in the context of confusion network
combinations.

This paper is structured as follows: Section 2 gives
an overview of knowledge-based, data-driven and semi-
automatic G2P conversion approaches. In Section 3 we
present the G2P converters we conduct our experiments with.
We describe our experiments in Section 4. In Section 5 we
conclude our work and propose further steps.

2. RELATED WORK

Knowledge-based approaches with rule-based G2P conver-
sion systems were developed which can typically be ex-
pressed as finite-state automata [2] [3]. Often, these methods
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require specific linguistic skills and exception rules formu-
lated by human experts. In contrast, data-driven G2P conver-
sion approaches predict the pronunciation of unseen words
purely by analogy. The benefit of the data-driven approach
is that it trades the time- and cost-consuming task of de-
signing rules, which requires linguistic knowledge, for the
much simpler one of providing example pronunciations. [3]
propose Classification and Regression Trees (CART) to the
G2P task. In [4], the alignment between graphemes and
phonemes is generated using a variant of the Baum-Welch
expectation maximization algorithm. [5], [6] and [7] use a
joint-sequence model. [8] and [9] utilize weighted finite-
state transducers (WFSTs) for decoding as a representation
of the joint-sequence model. [10], [11], and [12], apply
statistical machine translation (SMT)-based methods for the
G2P conversion. A good overview of state-of-the-art G2P
methods is given in [13]. Methods to leverage off pronun-
ciations from the World Wide Web have been introduced
[14] [15] [16] [1] [17]. Furthermore several methods to
generate pronunciations in a semi-automatic way have been
presented [18][19][20][21][22].

3. EXPERIMENTAL SETUP

3.1. Grapheme-to-Phoneme Converters

We analyze five common G2P conversion approaches and
their combination:

• SMT-based with Moses Package [23] [24] (Moses)

• Graphone-based with Sequitur G2P [25] (Sequitur)

• WFST-driven with Phonetisaurus [8] (Phonetisaurus)

• CART-based with t2p [3] (Carttree)

• Simple G2P conversion based only on the mostly ut-
tered phoneme for each grapheme1 (Rules).

3.2. Data

As our methods should work for languages with different
grade of regularity in G2P relationship, our experiments are
conducted with German (de), English (en), Spanish (es), and
French (fr). G2P accuracy is a measure of the regularity of the
G2P relationship of a language and [1] showed that the G2P
accuracy for en is very low, for es it is very high, whereas de
and fr are located in between.

For evaluating our G2P conversion methods, we use Glob-
alPhone dictionaries for de and es as reference data since they
have been successfully used in LVCSR [26]. For fr, we em-
ploy a dictionary developed within the Quaero Programme.

1In contrast to the other data-driven approaches, it represents a
knowledge-based approach.

The en dictionary is based on the CMU dictionary2. All dic-
tionaries contain words from the broadcast news domain. For
each language, we randomly selected 10k W-P pairs from the
dictionary for testing. From the remainder, we extracted 200,
500, 1k, and 5k W-P pairs for training to investigate how well
our methods perform on small amounts of data. To evaluate
the quality of the G2P converters’ outputs, we apply them to
the words in the test set and compute their phoneme error rate
(PER) to the original pronunciations.

For the ASR experiments, we replace all pronuncia-
tions in the dictionaries of our de and en GlobalPhone-based
speech recognizers with pronunciations generated with the
G2P converters. Thereby we replace 39k pronunciations for
German for de and 64k for en. Then we use them to build
and decode LVCSR systems. The transcribed audio data
and language models for de come from the GlobalPhone
project [26], those for en from the WSJ0 corpus [27]. Finally,
we decode their test sets with the resulting systems.

As we are able to find en, fr, de, and es W-P pairs in Wik-
tionary3, we additionally built a G2P converter with these data
for each language. The quality of web-derived pronunciations
is usually worse than handcrafted pronunciations. However,
the W-P pairs from the Web can include complementary infor-
mation than our given training data and we can find W-P pairs
even for languages with no or very limited lexical resources
as we have shown in [17].

4. EXPERIMENTS AND RESULTS

4.1. Analysis of the G2P Converters’ Output

For all G2P converters, we use context and tuning parame-
ters that result in lowest PERs on the test set with 1k training
data. Figure 1 demonstrates the PERs of the single G2P con-
verter outputs. The converters with lowest PER are marked
with arrows. They serve as a baseline for us and we compute
the relative PER change compared to their PER in Section 4.2
and 4.3. We observe lower PERs with increasing amount of
training data. Lowest PERs are achieved with Sequitur and
Phonetisaurus for all languages and data sizes. Carttree re-
sults in worse performance. Moses is always worse than Se-
quitur and Phonetisaurus, even it is very close for de. For
200 en and fr W-P pairs, Rules outperforms Moses. To show
that the G2P converters produce different outputs, we present
the edit distances at the phoneme-level between the G2P con-
verter outputs trained with 1k W-P pairs in Table 1. How
much they differ depends on the similarity of the correspond-
ing technique. For example, the smallest distances are be-
tween Sequitur and Phonetisaurus, while Rules has the high-
est distances to the other approaches. It is also dependent on
the G2P relationship: While the en outputs differ most for all

2http://www.speech.cs.cmu.edu/cgi-bin/cmudict
3http://www.wiktionary.org
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Sequitur Phonetisaurus Carttree Moses
Phonetisaurus 10.8 / 4.4 / 4.8 / 1.0 X X X
Carttree 23.4 / 11.9 / 9.4 / 2.2 23.6 / 12.3 / 10.9 / 2.2 X X
Moses 35.8 / 7.7 / 25.9 / 7.6 35.7 / 7.6 / 26.3 / 7.7 39.8 / 12.5 / 27.9 / 7.1 X
Rules 45.8 / 34.4 / 32.6 / 11.3 45.6 / 34.3 / 32.7 / 11.5 46.1 / 34.3 / 33.5 / 11.3 40.3 / 34.7 / 35.7 / 10.7

Table 1. Edit Distances at the Phoneme-Level between G2P Converter Outputs (en / de / fr / es).

Fig. 1. PER of Single G2P Converter Outputs to Reference Pronunciations over Amount of Training Data.

amounts of training data, the es ones are closest. The dis-
tances of fr and de are located in between.

4.2. Phoneme-Level Combination:
Combining the G2P Converters’ Output

For the phoneme-level combination (PLC), we apply nbest-
lattice at the phoneme-level which is part of the SRI Lan-
guage Modeling Toolkit [28]. From each G2P converter we
select the most likely output phoneme sequence (1st-best hy-
pothesis). Then we use nbest-lattice to construct a phoneme
lattice from all converters’ 1st-best hypotheses and extract the
path with the lowest expected PER. We detected that in some
cases the combination of subsets of G2P converter outputs
improved PER slightly. In other cases single much worse 1st-
best G2P converter outputs even helped to improve quality.
As in a real scenario the impact is not clear, we continued
our experiments with the combination of all 1st-best converter
outputs.

The left blue bars in Figure 2 (PLC-w/oWDP) show the
change in PER compared to the G2P converter output with the
highest quality. In 10 of 16 cases the combination performs
equal or better than the best single converter. For de, we ob-
serve improvements for all training data sizes, for en slight
improvements in four of five cases. Therefore we selected
these languages for our ASR experiments (see Section 4.4).

For es, the language with the most regular G2P relationship,
the combination never results in improvements. While for de
the improvement is higher with less training data, the best
fr improvement can be found with 5k training data. Further
approaches of weighting the 1st-best G2P converter outputs
could only reach the quality of the best single converter and
not outperform it.

4.3. Adding Web-driven G2P Converters’ Output

We used Sequitur to build additional G2P converters based on
pronunciations which we found in Wiktionary together with
corresponding words (WDP) and analyzed their impact to
the combination quality. The single de web-driven converter
trained with unfiltered W-P pairs has a PER of 17.83%, the en
one 39.74%. The de one trained with filtered W-P pairs has a
PER of 17.00%, the en one 35.37%.

Figure 2 shows the changes without (PLC-w/oWDP) and
with additional converter outputs compared to the best sin-
gle converter. First we built G2P converters after we ex-
tracted W-P pairs from Wiktionary without any filtering (PLC-
unfiltWDP). Second we filtered them before we built the G2P
converters as described in [29] (PLC-filtWDP).

For de, the web-driven G2P converter’s optimal training
data were obtained with a 2-stage filtering (G2PLen): First
we computed the mean (µLen) and the standard deviation
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Fig. 2. Rel. PER Change to Reference Pronunciations with PLC using Converters Trained with Web-derived Pronunciations

Fig. 3. WER with Dictionaries from Single G2P Converter Outputs over Amount of G2P Training Data.

(σLen) of the ratio of grapheme and phoneme tokens over
all W-P pairs. Then we removed W-P pairs whose ratio of
grapheme and phoneme tokens were shorter than µLen−σLen

or longer than µLen+σLen. With the remaining W-P pairs we
trained a G2P model and applied it to convert the grapheme
strings of the remaining words into a most likely phoneme
strings. Then we computed the mean (µG2P ) and the stan-
dard deviation (σG2P ) of the edit distance between the syn-
thesized phoneme string and the pronunciation from the Web.
Finally, we removed pronunciations if the edit distance be-
tween the synthesized phoneme string and the pronunciation
from the Web was shorter than µG2P − σG2P or longer than
µG2P + σG2P .

For en, the web-driven G2P converter’s optimal train-
ing data were obtained with the m-n Alignment Filtering
(M2NAlign). For that we performed an M-N G2P align-
ment [30] [3] to the web-derived W-P pairs. Then we
computed the mean (µM2NAlign) and the standard devia-
tion (σM2NAlign) of the alignment scores. Finally, we re-
moved W-P pairs whose alignment score was shorter than
µM2NAlign − σM2NAlign or longer than µM2NAlign +
σM2NAlign.

With each filtering method, 15% of the inconsistent web-

derived word-pronunciation pairs were removed. More infor-
mation about our filtering methods is described in in [29].

We observe that PLC-unfiltWDP outperforms the best sin-
gle converter output in 15 of 16 cases. In all cases it is bet-
ter than w/oWDP. Like PLC-unfiltWDP, PLC-filtWDP out-
performs the best single method in 15 cases. However, it is
in all cases better than PLC-unfiltWDP and better than PLC-
w/oWDP. With 23.1% relative PER improvement, we report
the largest improvement for fr where only 200 French W-P
pairs and web data are given as training data.

Where our PLC methods improves PER, a linguist or na-
tive speaker has to change less phonemes to meet a validated
pronunciation quality. Therefore PLC has potentials to en-
hance the processes of semi-automatic pronunciation dictio-
nary creation described in [18], [19], [20], [21], and [22].

4.4. ASR Experiments

For de and en, we have illustrated that we can approximate
validated pronunciations using PLC, which can be helpful for
speech synthesis and to lower the editing effort in the semi-
automatic dictionary generation. In the following sections we
investigate if the impact of the phoneme-level combination
additionally has immediately a positive impact on ASR per-
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Fig. 4. Rel. WER (%) Change over Training Data Size With and Without Web-derived Data.

formance. Furthermore we compare PLC (early fusion) to a
combination at lattice-level (late fusion) from the output of
individual ASR systems.

For the evaluation we built separate ASR systems for each
single G2P converter as follows: We replaces the pronuncia-
tions for all words in our de and en reference dictionary (39k
for de and 64k for en) with pronunciations generated with the
G2P converters. Then we used them to build and decode the
systems. For each W-P pairs size, the best performing single
system serves as baseline. Then we evaluated the combination
approaches with the relative change in word error rate (WER)
compared to the best performing system that is trained with
a dictionary that has been built with a single converter. We
marked those baseline systems with arrows in Figure 3.

Figure 3 depicts variations in WER with increasing
amounts of training data, even if there is a general decrease
with more training data using our data-driven G2P converters
except for en with Moses. As in our PER evaluation, Se-
quitur and Phonetisaurus outperform the other approaches in
most cases. However, Rules results in lowest WERs for most
scenarios with less than 1k training data.

ASR Systems with Dictionaries from
Phoneme-Level Combination

Figure 4 shows the WER changes compared to the best sin-
gle converter, using dictionaries generated from PLC without
(PLC-w/oWDP) and with (PLC-filtWDP) the additional web-
driven G2P converter outputs. PLC-w/oWDP is only in one
case better than the best single method, whereas PLC-filtWDP
outperforms the best single system in four cases. This shows
that the web data can also have a positive impact on improve
ASR performance.

Furthermore we learn that getting closer to the qualified
pronunciations with PLC does not mean that the WER of the
ASR systems improves. Figure 5 indicates that the correla-
tion between the percentage of insertion and deletion errors
(I+D) to the reference pronunciations at the phoneme-level
correlates stronger with the WER than the PER to the refer-
ence pronunciations. We believe that ASR systems usually
deal better with substitution errors in the pronunciations than
insertion and deletion errors due to the acoustic model. Ad-
ditionally, the fact that errors in the pronunciations of words
that occur frequent in training and test set have a bigger im-
pact on the word error rate than less frequent ones blurs the
correlation between WER and PER.

Fig. 5. Correlation betw. PER/I+D to qualified dictionary and
WER.

Confusion Network Combinations

ASR system combination methods are known to lower the
WER of ASR systems [31]. They require the training of
systems that are reasonably close in performance but at the
same time produce an output that differs in their errors. This
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provides complementary information which leads to perfor-
mance improvements. As the individual ASR systems with
the dictionaries from different G2P converter outputs are
close in performance, we combine them with a Confusion
Network Combination (CNC) (late fusion) and compare it to
the PLC performance.

Figure 4 illustrates that a late fusion with CNC outper-
forms the early fusion approach with PLC. Including the sys-
tems with pronunciation dictionaries that have been built with
PLC to CNC (CNC+PLC), outperformed CNC in six systems.
While for de CNC gave improvement for all amounts of G2P
training material, it outperformed the best single system in
only half of the cases for en. With 8.8% relative WER im-
provement, we report the largest improvement for de where
only 200 German W-P pairs and web data are given as train-
ing data. We believe that the advantage of CNC is that lan-
guage model information is available which lacks in the PLC
approach.

5. CONCLUSION AND FUTURE WORK

We have analyzed the G2P converter output combination of
four languages with differing grade in G2P regularity and
simulated scenarios with small amounts of W-P pairs. First
we showed that the different converters produce different
pronunciations which are close in performance. We have
evaluated the phoneme-level combination approach with the
phoneme error rate to qualified pronunciations and conducted
additionally ASR experiments for German and English.

The output of G2P converters built on web-derived word-
pronunciation pairs could further improve pronunciation
quality. Filtering the web data enhances the resulting pronun-
ciation quality and the ASR performance. Our phoneme-level
combination has potentials to enhance the processes of semi-
automatic pronunciation dictionary creation by reducing the
human editing effort.

The positive impact of the combination in terms of lower
PERs compared to qualified pronunciations had only little in-
fluence on the WERs of our ASR systems - more for de than
for en. Including the systems with pronunciation dictionar-
ies that have been built with the phoneme-level combination
to confusion network combinations led to improvement in six
systems.

We plan to investigate our approaches for further under-
resourced languages and enhance the combination at the
phoneme-level.
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ABSTRACT
This paper investigates the development of a speech-to-

text transcription system for the Korean language in the con-

text of the DGA RAPID Rapmat project. Korean is an alpha-

syllabary language spoken by about 78 million people world-

wide. As only a small amount of manually transcribed audio

data were available, the acoustic models were trained on au-

dio data downloaded from several Korean websites in an un-

supervised manner, and the language models were trained on

web texts. The reported word and character error rates are es-

timates, as development corpus used in these experiments was

also constructed from the untranscribed audio data, the web

texts and automatic transcriptions. Several variants for un-

supervised acoustic model training were compared to assess

the influence of the vocabulary size (200k vs 2M), the type

of language model (words vs characters), the acoustic unit

(phonemes vs half-syllables), as well as incremental batch vs

iterative decoding of the untranscribed audio corpus.

Index Terms— Speech recognition system, unsupervised

acoustic training, korean, approximative transcripts

1. INTRODUCTION

Large Vocabulary Continuous Speech Recognition (LVCSR)

systems are traditionally trained on large amounts of care-

fully transcribed speech data and huge quantities of written

texts [1]. However, obtaining such training corpora is quite

costly and requires expertise (generally via a native speaker)

in the targeted language. One of the most frequently cited

costs is that of obtaining this necessary transcribed acoustic

data, which is an expensive process both in terms of man-

power and time. Although there are ever-increasing amounts

of audio data available from a variety of sources (radio,

television, web, . . . ), for the vast majority there are no corre-

sponding accurate word transcriptions [2]. Several research

directions have addressed reducing the data production time

and costs [3] and some audio training data, such as those

produced within the DARPA EARS program, are associated

with quick transcripts [4]. For some audio sources there are

also associated texts, such as closed captions, summaries or

other less closely related texts. A variety of methods have

been investigated to use such resources for what is called

lightly-supervised or unsupervised acoustic model training

[5]. Most proposed methods rely on supervision from a lan-

guage model. The different approaches vary on the use or not

of confidence factors [6, 7, 8], on the use of iterative or dou-

bling training [9] and on the supervision level [2]. [10, 11]

present an analysis of training behavior for supervised and

unsupervised approaches.

In this study, system development is very lightly super-

vised. We used a small annotated corpus of Korean Broadcast

News from VOA distributed by the LDC to bootstrap the

language and acoustic models. Additional audio data without

any transcripts were then used to improve the acoustic mod-

els, and language models were built using several sources

text data (also from LDC or web downloads). We explored

building several systems using different language models

(LM) (in terms of vocabulary size and using chars instead of

words) for the unsupervised training and for the decoding,

using phonemes and “half-syllables” as acoustic units and

using two different approaches for the unsupervised acoustic

training. This speech recognition system will be used for the

RAPMAT (Speech translation) project 1.

The next section overviews the characteristics of the Ko-

rean language, followed by a description of the approach and

corpus used in this study. This is followed by a description

of the language models and vocabulary selection, the phone

set and acoustic models, after which experimental results are

provided.

2. KOREAN LANGUAGE

For over a millennium, Korean was written with adapted Chi-

nese characters called Hanja. In the 15th century a national

writing system called Hangeul was proposed, and was com-

pletely adopted in the 20th century. As presented in [12], in

1This work was partially financed by the DGA RAPID project RAPMAT.

http://www.limsi.fr/tlp/rapmat.html
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가격과
Fig. 1. Example of a Korean eojeol

ㄷ연합
Fig. 2. Example of an illegal Korean eojeol

Korean writing, a space is placed between two adjacent word-

phrases, each of which generally corresponds to two or three

words in English in a semantic sense. It is an alpha-syllabary

system [13]. As described in [14], sets of jamo (orthographic

phoneme segments) are grouped into eumjeols (orthographic

syllables), and sequences of eumjeols are grouped into eojeol

(space-delimited orthographic words) (see figure 1).

Each eumjeols is composed of two or three elements: the

choseong (the initial consonant), the jungseong (the vowel)

and an optional jongseong (the final consonant), as repre-

sented in figure 2. (This illegal eojeol is present inside our

corpus).

Most of the reported speech-to-text transcription results

for the Korean language are substantially worse than reported

performances on more resourced languages such as English

or French. At least two factors contibute to this performance

difference. Since eojeols generally represent more than one

word, the vocabulary of speech recognition systems based on

words (defined as space-separated elements) should contain a

high number of entries for Korean [15]. For example, where

a 40 million word English corpus contains about 190000 dis-

tinct words [1], the 95 million word Korean corpus used in

this work contains about 2 million distinct words. A proposed

solution to this problem is the decomposition of words into

morphs as proposed in [12, 16]. Another factor is the lack of

suitable speech and text resources for model training. Only

a few (relatively) small corpora are available for Korean via

LDC or ELDA [17] and to the best of our knowledge, most

of the previous speech recognition systems were built using

undistributed internal data.

3. APPROACH AND CORPUS

The general approach taken in this work is similar to that of

[1, 2, 9, 18] in that a speech recognizer is used to provide

“approximate” transcripts for acoustic model training. The

audio data is transcribed in incremental batches, and in suc-

cessive iterations the models are trained on more data. We

also propose another approach in which the whole available

audio data set is iteratively transcribed and models improved.

Our approaches were developed and tested on a corpus for

which we do not have an exact transcription. Because no-

body in our laboratory speaks or understands Korean, we do

not know if this corpus, extracted from news websites, is close

to the speech data extracted from the same websites.

In this study, different approaches for unsupervised train-

ing were explored in order to assess the overall impact on per-

formance. Different sets of audio and text data were used for

model training. First, we used an LDC corpus that contains

Korean broadcast news transcripts and speech. This corpus

only contains a small amount of data (9 hours – 70k words).

We also used the LDC corpus Korean newswire second edi-

tion (LDC2010T19, which includes newswire first edition,

composed of 55M words) and the transcripts from the LDC

Korean telephone conversations corpus (LDC2003T08, 230k

words) for language model training. Additional data com-

ing from three Korean news websites were also used: VOA2,

RFA3 and NHK4. For NHK about 400 hours of data with ap-

proximate transcripts (5.5M words) were downloaded dating

from November 2007. The approximate transcripts corre-

spond to the HTML content for each news brief associated

with an audio file. Data have been downloaded from the two

other sources only since October 2013: we obtained 5 hours

of audio data from the RFA website and 4 hours from the

VOA website. Although the texts accompanying the audio

data are considered as rough transcripts in general they only

cover a small part of the audio and are not aligned with it.

Therefore we could only use the audio data for unsupervised

training of the acoustic models. A portion of the collected

data from each source (RFA, VOA, and NHK) was reserved as

an “approximate” development corpus. This corpus was auto-

matically transcribed using our bootstrap system, and a DTW

algorithm was used to align the automatic speech recogni-

tion outputs with the HTML page content, discarding parts

in which no words were aligned. The selected development

data contain about 10k words.

2http://www.voakorea.com/
3http://www.rfa.org/korean/
4http://www.nhk.or.jp/korean/
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Table 1. Amount of training texts and interpolation weights

for the component language models.

Data source #words 4-gram

Newswire 2 55M .197

NHK 5.5M .750

RFA+VOA 70k .042

LDC BN 70k .010

LDC TEL 230k .001

4. LANGUAGE MODELS

The texts from the LDC (Korean broadcast news transcripts

and speech BN, telephone conversation transcripts TEL and

newswire 2) and the texts from the NHK, VOA and RFA web-

sites were used to build the language models. Component lan-

guage models were estimated on each subset of training texts

using a 2 million word vocabulary selected on the pooled data.

The full 2, 3, and 4-gram language models were then obtained

by interpolation of the back-off n-gram language models us-

ing the modified Kneser-Ney smoothing. Table 1 gives the in-

terpolation weights for the LMs trained on the different data

sources. The mixture weights were automatically determined

using the EM algorithm to minimize the perplexity of a set

of LM development data. This development corpus of 100k

words is composed of portion of the available data from each

sources NHK (87k words), VOA (2k words), RFA (2k words)

and LDC broadcast news transcripts (8k words). Due to the

high proportion of the NHK data in the text development cor-

pus, this component has the highest contribution. Although

speech transcripts generally have a very high weight, we be-

lieve their low contribution is due to their low representation

(non for the LDC telephone speech corpus) in the develop-

ment set.

An initial 200k word vocabulary was selected using the

most probable words in the interpolated 1-gram word lan-

guage model and a character LM was built. Table 2 provides

some statistics for the 200k and for the 2M word vocabular-

ies. For the 2M word dictionary, 46240 pronunciations are

shared by more than one word, resulting in a total of 102085

(5.1%) homophones. The same tendency can be observed for

the 200k word vocabulary. It is notable that for the 2M word

vocabulary, up to 14 words can share the same pronunciation,

which is double that reported for English (only 4 words) and

French (7 words) [19, 20].

Normalization of the Korean texts was a large part of this

work. We did not have any knowledge about this language,

and used the available literature to help us clean the texts.

We defined a list of obsolete and non EUC-KR characters

(using http://en.wikipedia.org/wiki/Hangul), and removed the

corresponding sentences from the training corpus. Sentences

containing lines with illegal symbol sequence or containing

symbols with only one jamo were also removed, as were sen-

Table 2. Vocabulary statistics. Average (avg) word length in

phonemes and symbols, average number of pronunciations,

homophone and maximum (max) homophone set size.

Vocabulary size 200k 2M

Avg. # phonemes/word 9.54 11.96

Avg. # symbols/word 3.87 4.81

Avg. # prons/word 1.04 1.06

# homophones 5.23% 5.10%

max homophone set size (#words) 9 14

Table 3. Korean phone set.

Type Phones (Sampa format)

non speech silence, filler, breath_noise

consonants p, t, k, C, s, h, w, y, r, l, m, n, G

vowels i, e, a, o, u

diphthongs E, O, A, U

tences containing English words. After noticing that Korean

texts contain many different separation characters, a set of 122

such characters were identified and then replaced by a space

character.

The LDC distributes a 25251-entry dictionary (LDC2003L02

Korean Telephone Conversations Lexicon) covering the

words in the corpus of telephone conversations (LDC2003T08

Korean Telephone Conversations Transcripts). This dictio-

nary is accompanied by a tool to automatically generate

phonemic transcriptions for unseen words. We also used this

tool to generate pronunciations for all lexical entries, and also

to find illegal sequences of symbols.

5. ACOUSTIC MODELS

5.1. Phone set and acoustic units

Words of foreign origin excluded, Korean is written with 14

basic consonants and 5 double consonants formed from the

basic consonants. There are 9 basic vowel sounds and 12 ad-

ditional complex vowel sounds. These complex vowels are

diphthongs and are comprised of two basic vowels or a se-

quence of a vowel and a semi-vowel offglide. Korean words

are written from left to right and words are formed by writing

each syllable in a block-like shape.

The phone set used in this work is composed of the 25

phonemes shown in Table 3. The Korean written language in-

dicates strong (fortis) consonants by doubling them, however

as there is no symbol in IPA to indicate this, we decided to

not have a special phoneme for them. So each double (fortis)

consonant is replaced by a single instance. In total there are

13 consonants, 9 vowels and 3 extra units for silence, breath

and filler. For this preliminary work we did some simplifica-

tions but further experiments will be run with a bigger phone

set to see the impact on the ASR performances.
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Phone units : C w a k
Half-syllable units : Cw ak

Fig. 3. Example of phone and half-syllable units.

We also explored using half-syllable units (instead of

phones) for acoustic modeling. This was inspired by the

structure of Korean and published work using initial-final

models for Chinese [21, 22]. We used the phonemic represen-

tation of each symbol and merged the component phonemes.

Figure 3 illustrates the both the phone and half-syllable units.

The first part of the syllable (the onset) contains all phonemes

preceding the vowel. The second part is the remainder, that is

the vowel and any ensuing consonants. Due to the structure

of Korean, the half-syllable representation results in a set of

97 acoustic units. These models correspond to a single phone

(21) or a sequence of two phones (74).

5.2. Acoustic modeling

The acoustic models were initialize via language transfer.

Phones from English were associated with the Korean phones,

and the corresponding context-independent models served as

initial seed models. These models were used to segment the

manually transcribed LDC BN data and a first set of Korean

models were built. Several iterations of segmentation and

model estimation were carried out, gradually increasing the

model size. With under 9 hours of training data, only small

models could be built. As a first check, these models were

used to assess the word error rate (WER) on the 2 set-aside

VOA files (1.5 hours) from LDC. An initial WER of 37.0%

(18.5% of CER) was obtained, however this number is very

optimistic as the training and dev data are extremely close.

For acoustic features standard cepstral features (percep-

tual linear prediction - PLP) were used. The PLP feature

vector has 39 cepstral parameters: 12 cepstrum coeffi-

cients and the log energy, along with the first and second

derivatives. The acoustic models are tied-state, left-to-right

context-dependent, HMMs with Gaussian mixtures. The

triphone-based context-dependent phone models are word-

independent, but word position-dependent. The tied states are

obtained by means of a decision tree, where the 92 questions

which concern the phone position, the distinctive features

(vowel, consonant, nasal, stop, fricative, rounded, front, low,

...) and identities of the phone and the neighboring phones.

The acoustic models are gender-independent. Silence is mod-

eled by a single state with 1024 Gaussians.

In order to create the half-syllable units, the phone seg-

mentations were merged, and new models trained.

As mentioned earlier several different configurations were

explored for unsupervised training. In addition to comparing

phone and half-syllable acoustic units, different size language

models were used to decode the untranscribed data, and the

incremental approach based on [1] has been compared with

batch decoding of the full set of data. In the incremental ap-

proach the seed models are used to decode a small set of data,

and the resulting transcripts are considered as ground truth

references, and used instead of manual transcripts for seg-

mentation. The amount of training data is roughly doubled

at each iteration, allowing successively larger and more accu-

rate models to be estimated. The new models are then used in

the next decoding iteration. For the batch decoding, the seed

models are used to decode all of the data, and a first set of

models are estimated. All of the data are redecoded several

times.

6. EXPERIMENTAL RESULTS

As mentioned earlier, one of the difficulties for Korean speech

recognition is that the vocabulary size is very large. Table 4

shows the the Out-Of-Vocabulary (OOV) rates computed on

the development texts with the 200k and 2 million word lists.

With the 200k word list, the OOV rate is almost 10%, and is

still 3% with 2 million words.

Table 4. PPL and OOV rate of the 200k and 2M word lan-

guage models on the development text corpus (100k words)

Modele PPL OOV rate (%)

2M words 4g LM 732 3.0

200k words 4g LM 1596 9.7

Our test corpus is composed of 3.5 hours of data coming

from RFA, VOA and NHK. Once discarded part that we were

not able to align (using DTW and automatic transcripts, see

section 3), it remains about 10k words (1.5 hour).

Table 5. Approximate WER and CER using 200k LM for

decoding The column headings specify the LM used for un-

supervised training.

Audio trn 200k LM 2M LM

Sources hours WER CER WER CER

LDC 9 50.6 32.1 50.6 32.1

Web 10 50.2 32.8 50.1 32.6

LDC+Web 19 49.1 31.5 48.8 31.0

LDC+Web 34 48.7 30.4 47.7 30.4

LDC+Web 79 48.0 29.9 47.6 29.7

Table 5 gives transcription results in terms of WER and

CER (Character Error Rate) when decoding the test data with
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the 200k LM. The column headers 200k LM and 2M LM cor-

respond to the LM used for the unsupervised training. It can

be seen that the WER is quite high. This can be explained in

part by the fact that the references for the development corpus

are only approximate, and also that word segmentation seems

to be somewhat variable for the Korean language. As men-

tioned earlier, each Korean “word” is composed of on average

about 4 symbols (see Table 2), an error in any symbol will en-

gender a word error. [12]. The character error rate (CER) is

also given. Comparing the first two lines, it can be seen that

using about the same quantity of LDC (supervised) and Web

(unsupervised) data gives almost the same WER and CER.

This can be attributed to the fact that there is a temporal and

source mismatch between the LDC data and the multi-source

development corpus. As presented in section 5.2, first exper-

iments using only LDC data as testing corpus, show a better

WER and CER (37.0% and 18.5%), this can be explain by the

fact that Web data included in the multi-source development

corpus are noisy (approximative transcripts) and distant from

the LDC data. Each iteration, roughly doubling the data, is

seen to reduce both the WER and CER. Comparable perfor-

mances are obtained for decoding the audio training data with

the two language models.

Table 6. Approximate WER and CER using 2M LM for de-

coding. The column headings specify the LM used for unsu-

pervised training.

Audio 200k LM 2M LM

Sources hours WER CER WER CER

LDC 9 47.5 29.4 47.5 29.4

Web 10 48.1 30.5 46.6 29.5

LDC+Web 19 45.2 28.2 42.3 27.0

LDC+Web 34 44.7 27.7 41.1 25.7

LDC+Web 79 44.0 27.0 40.2 25.4

LDC+Web 150 43.1 26.4 39.9 25.2

Table 6 shows the results obtained when using the 2M

word LM to decoding the development set. The WER with

the 2M word LM are about 10% lower than those with the

200k LM. As more data are added, the WER and CER de-

crease. It can also be seen that when using the 2M word LM

to decode the development data, a larger difference is seen as

a function of the LM used during unsupervised training with

about a 4% absolute difference in the last two iterations.

Some experiments were also carried out using a character

LM for the unsupervised training. The best acoustic models

were used to decoded the dev data with the 2M word LM and

the character LM. Decoding with the 2M word LM resulted

in a WER of 44.5%. Decoding with the character LM and the

2M word LM give quite comparable CER as can be seen in

Table 7.

Table 8 shows results obtained using the full set of un-

transcribed audio data during each iteration of unsupervised

Table 7. Approximate WER and CER using the character LM

for the unsupervised training. The column headers specify the

LM used to decode the development data.

Audio 2M LM Char LM

Sources hours WER CER CER

LDC+Web 79 44.5 26.7 27.0

LDC+Web 150 44.0 26.4 26.5

training. It can be seen that almost all the decrease in WER

and CER is gained in the first iteration, after which there is

little improvement. It is notable that we used much more data

than for the other unsupervised training method.

Table 8. Approximate WER and CER using the full training

corpus during each unsupervised training iteration.

Audio 2M LM

Sources Iteration WER CER

LDC 9h 0 47.5 29.4

LDC+Web 400h 1 39.7 25.3

LDC+Web 400h 2 39.6 25.3

LDC+Web 400h 3 39.5 25.1

Table 9 reports results using the half-syllable acoustic

units. Both the WER and CER are significantly higher with

these units than with the phone units. This is in contrast with

reported results on Mandarin Chinese.

Table 9. WER and CER using 200k LM for decoding and

unsupervised training with half-syllable acoustic units

Audio 200k LM

Sources hours WER CER

LDC+Web 19 59.3 41.8

LDC+Web 79 53.8 34.5

LDC+Web 150 52.4 32.0

Experience with other (European) languages in the Quaero

program showed larger WER decreases than we have ob-

served here. We think that part of this lack of improvement

for the Korean language is due to the use of approximate tran-

scripts for the development corpus. We have recently been

able to hire a native Korean speaker, and we will have a fully

annotated development corpus within the coming months.

We have some preliminary results on a few minutes of

speech that the Korean speaker has transcribed. It seems that

the Korean language allows some flexibility in the location

of word separators. So two transcribers will not necessarily

segment the text in the same way. An example is shown in

Figure 4. In this example, we can see that spaces are not

placed at the same places in REF (original LDC transcript)

and HYP (the references made by our transcriptor). There is

a 50% WER and 8% CER difference between the two manual

transcriptions.
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REF:  에스트라다    씨를   (...)     구타해    숨지게  (...)  천구백구십팔년

HYP:  에스트라다씨를       (...)     구타해 숨 지게    (...)  천구백             구십팔     년

the year 1998Estrada Mister make suffer dieTranslation:

the year1900 98

Fig. 4. Example of differences between LDC (REF) and Ko-

rean transcriber

The transcriber also corrected a few of the hardest files

from the development set (those with the highest CER) ac-

cording to the approximate transcripts. The CER of the best

models was 28.8% with the approximate transcript, and is re-

duced to 18.7% after correction. We also scored some inter-

mediary model sets and the same tendencies are observed as

with the approximate ones. With this small sample, adding

more data gives a larger relative CER reduction with the cor-

rected transcripts (12%) than that measured with the approxi-

mate ones (7%).

7. CONCLUSION

This paper has described the development of a speech to

text system for the Korean language for use in the RAPMAT

project. As only very small amounts of annotated data were

available, additional audio data were used in an unsuper-

vised manner to improve the acoustic models. A subset of

this data was also selected for use as development data for

which only approximate transcripts were created by com-

paring associated web texts to the recognition hypotheses.

The transcripts results show a decrease in terms of WER and

CER when adding more audio data. The two unsupervised

training strategies (incremental vs full batch processing) gave

somewhat comparable results with the same quantity of data.

A native Korean speaker has just joined the team, and the

preliminary results indicate that the proposed method based

on approximate references seems to works well.

Since the normalization of the textual data was improved

since the beginning of this work, we plan to repeat some of

the unsupervised training with the new LMs. We also hope

to have a better improvement using the unsupervised train-

ing method with an annotated development corpus. We will

also train multilayer perceptron (MLP) acoustic models to im-

prove the recognition accuracy as has been observed for other

languages.
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ABSTRACT

Automatic speech processing technologies hold great 
potential to facilitate the urgent task of documenting the 
world’s languages. The present research aims to explore the 
application of speech recognition tools to a little-
documented language, with a view to facilitating processes 
of annotation, transcription and linguistic analysis. The 
target language is Yongning Na (a.k.a. Mosuo), an 
unwritten Sino-Tibetan language with less than 50,000 
speakers. An acoustic model of Na was built using CMU 
Sphinx. In addition to this ‘light’ model, trained on a small 
data set (only 4 hours of speech from 1 speaker), 
‘heavyweight’ models from five national languages 
(English, French, Chinese, Vietnamese and Khmer) were 
also applied to the same data. Preliminary results are 
reported, and perspectives for the long road ahead are 
outlined. 

Index Terms— Acoustic models, automatic speech 
recognition (ASR), multilingual modelling, under-resourced 
languages, endangered languages, Yongning Na, Naish 
languages, language portability, statistical language 
modeling, crosslingual acoustic modelling and adaptation

1. INTRODUCTION 

The present exploratory research is part of a long-term 
endeavour to tap the potential of automatic speech 
processing technologies to facilitate the urgent task of 
documenting the world’s languages. This paper is aimed at 
the interdisciplinary readership of the SLTU (Spoken 
Language Technologies for Under-resourced Languages) 
workshop series. Linguists who would like to skim the 
paper for information about what linguistic findings can be 
made in the early stages of speech-recognition software 
development are advised to read §1.2-1-3, then jump 
straight to section 4 (“Linguistic findings”). Speech 

processing specialists looking for the key facts about what 
has been done so far with the Yongning Na data can start 
from §2.3 (presentation of the online data set), and continue 
into §3 (“Method”).  

As an introduction, some reflections will be set out 
about current bottlenecks in language documentation and 
the contribution that speech recognition tools could make.  

1.1. Bottlenecks in language documentation: 
transcription and alignment 

The necessity to document the world’s languages is now 
well known to linguists and the general public. In recent 
years, a number of archives have been created to address 
this major need of the linguistic community – including the 
Academia Sinica Collections, AILLA (Univ. of Texas), 
ELAR (SOAS, London), the Language Archive at the Max 
Planck Institute for Psycholinguistics, and PARADISEC 
(ANU/Univ. Sydney). The Open Language Archives 
Community (OLAC) and the Language Archive at the Max 
Planck Institute for Psycholinguistics list many other 
repositories. Each of these archives makes a contribution to 
the world-scale effort of documenting the diversity of 
spoken languages. However, while it becomes increasingly 
easy to collect large amounts of data, data annotation 
remains highly time-consuming. After a trained linguist has 
worked out the phonological system of a given language or 
dialect, and trained their ear to be able to transcribe with 
accuracy, they still need about one hour of work – usually in 
collaboration with a native language consultant – to 
transcribe every minute of recording. This “pernicious 
transcription bottleneck” [1] puts severe limitations on the 
size of the data sets available for languages without a 
writing system: languages for which the only available 
resources are those created by professional linguists. In 
documentation projects, the proportion of transcribed 
materials is often significantly less than one fourth of the 
total recorded audio data. Further enrichment of the 
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annotation, such as the addition of phoneme-level alignment 
(which would be extremely useful for phonetic studies), is 
seldom carried out, again because it would require more 
time than the busy schedule of fieldwork and linguistic 
analysis generally allows. 

Automatic speech processing technologies could 
facilitate the realization of these tasks. The following 
subsections deal with phonemic alignment and document 
transcription, respectively.  

1.2. A perspective for the short to mid term: forced 
alignment of manual transcriptions 

Phoneme-level alignment of transcriptions can now be 
conducted in automatic mode for a range of English 
dialects. This allows for applications in research such as the 
FAVE (Forced Alignment and Vowel Extraction) Program 
Suite, which automatically aligns and extracts large 
quantities of vowel formant measurements from 
orthographically transcribed data [2]. Such automated 
measurements hold great promise for shedding light on 
disputed issues of phonology, such as vowel deletion in 
French [3]: a recent study relies on 4,000 tokens of words 
produced as variants with and without schwa in a corpus of 
radio-broadcasted speech [4]; the scale of the corpus allows 
for new empirical insights into this classical issue. The 
extension of such fine-grained investigation to all the 
languages for which transcribed recordings are available 
would lead to progress (i) in the study of language-specific 
issues of phonological analysis and (ii) in the typology and 
modelling of sound systems. Forced-alignement tools, 
taking as their input the manual transcriptions created by 
linguists, would be a major step in this direction. Given the 
current state of the technology, this can confidently be 
planned in the short to mid term. 

1.3. A perspective for the long term: automatic 
speech recognition as a tool to facilitate 
transcription

Another desirable tool for the linguist would be a full-
fledged speech recognition system for the target language, 
which would provide a draft transcription – and, ultimately, 
translations into other languages, using automatic 
translation tools [5] – whose manual correction would be 
less time-consuming than fully manual transcription. This 
perspective currently appears distant, however, given the 
number of obstacles to overcome. Speech recognition 
technology requires large amounts of transcribed data in the 
first place; available data sets are typically too small to 
allow for the training of software for speech recognition and 
synthesis. For instance, in the course of two decades, the 
Pangloss Collection, an open archive of endangered-
language data [6], has reached the size of about 190 hours 

of recordings in 70 languages; about 1/3rd of the total (60 
hours) have a full transcription and annotation. This makes 
the Pangloss Collection one of the world’s largest archives 
of “rare” or “endangered” languages. But this size – on 
average: one hour per language – remains extremely small 
in comparison with the amount of data currently required to 
train systems of recognition and synthesis. As a result, 
Human Language Technologies remain restricted to a small 
fraction of the world’s languages.  

In view of the situation summarized above, a 
suggestion that has been made in the literature is to improve 
“the portability of speech and language technologies for 
multilingual applications, especially for under-resourced 
languages” [7], see also [8]. The present paper reports on 
preliminary work intended as a contribution to this research 
strand, focusing on automatic speech recognition (ASR) for 
an unwritten Sino-Tibetan language of Southwest China that 
has less than 50,000 speakers.  

2. PRESENTATION OF THE TRAINING 
CORPUS

Before presenting the data set used as a training corpus for 
the present study, it may be useful to present some general 
observations about data collection in fieldwork. 

2.1. How the data set develops: the choice of 
recorded materials is guided by the research topics 

In fieldwork, word lists are elicited first, to work out the 
phonemic system. But narratives  (such as folk tales, life 
stories, and explanations about traditional techniques) and 
dialogues are the backbone of linguistic documentation. 
They offer examples of the use of words in context, and 
constitute a reliable basis for an open range of research 
purposes.

In addition to these basic types of documents, 
recordings are guided by the issues encountered in research, 
and reflect the diversity of linguists’ interests. In the case of 
the documents presented here, the balance is tilted towards 
phonetic/phonological topics, which the researcher had the 
interest to pursue in greatest detail. Specifically, the tone 
system of the target language of the present study – 
Yongning Na – is an area which calls for in-depth 
description: the language has a complex system of 
morphologically conditioned tone change [9]. Numerous 
elicitation sessions have therefore been devoted to an 
investigation of the tone system, each focussing on a 
specific issue, such as tone changes that take place when an 
object is associated with a verb.

There is therefore no sharp distinction between a 
documentation agenda and a research agenda: all documents 
recorded in the course of research are relevant additions to 
the online collection, gradually enriching the record. 

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

154



2.2. Advantages of fieldwork conditions for 
collecting abundant and reliable data 

Data collection is an underestimated challenge, and perhaps 
a weak spot of some current linguistic studies. It is obvious 
that the empirical basis of one’s research is of paramount 
importance for all later stages. On the other hand, the 
importance of good communication with language 
consultants is not always recognized. The consultants’ 
perception of the investigator’s intentions exerts 
considerable influence on their behaviour [10]–[12]. In this 
respect, the fieldworker’s experience may be useful to the 
“laboratory worker”. Documents collected in fieldwork 
compare favourably in many respects with those collected in 
the lab. In fieldwork, the investigator can gain familiarity 
with her or his consultants. (The second author of this paper 
stayed in the village of Yongning about two months a year 
from 2006 to 2009; from August 2011 to October 2012, he 
worked with his main consultant on a day-to-day basis.) 
This allows for the thoughtful design of materials to be 
recorded.

The transcription and annotation of the Yongning Na 
data was entirely manual, as is common for fieldwork 
materials. For some languages, adding complete glosses at 
word level can be done semi-automatically; however, semi-
automatic treatment is painstaking in languages that contain 
numerous homophonous words, making it sometimes more 
appropriate to do all the glossing by hand rather than wade 
through lists of homophonous lexical entries.  

Creating reliable, fine-grained transcriptions and 
annotations for documents in less-documented languages is 
a labour of love, into which investigators and their 
consultants put great amounts of time and effort. The quality 
of these hand-made annotations is usually excellent. This is 
a good start in life for these resources, which can later be 
further enriched and used for a variety of purposes.  

Less positively, the way language documentation is 
conducted under fieldwork conditions entails some 
drawbacks for speech processing, as the data set is not 
tailored to match the needs of the speech recognition 
algorithms. 

2.3. Current state of the online collection, used as 
training corpus for an acoustic model: a single-
speaker data set 

This section presents the audio data set available for the 
target language, Yongning Na, also known as Mosuo [13]–
[15]. It updates an earlier presentation of these data [16].  

In the Glottolog inventory of languages, the language 
code of Yongning Na is yong1270; in the Ethnologue 
inventory maintained by the Summer Institute of 
Linguistics, its code is NRU. Na is a tonal language whose 
syllable structure is essentially CV [13]. As most of the 

Yongning Na data were collected from one speaker, it was 
decided to create a speaker-specific language processing 
tool, not a speaker-independent tool.  

One hundred narratives, making up a total of eleven 
hours, have been recorded by this speaker since 2006. Eight 
texts with complete transcription and Chinese and French 
translations are now available online (two of them with 
English translation as well), corresponding to 1.3 hour. 
Sixteen more (also available online) are transcribed and 
translated but without word-level glosses. 
Phonetic/phonological elicitation sessions with full Chinese, 
English and French annotations amount to more than two 
hours (over 40 documents). For narratives, the annotations 
are synchronized with the recordings at a level loosely 
referred to as the Sentence, with an average duration on the 
order of three seconds. Phonological materials are made up 
of phrases or short sentences, and the time-alignment is 
based on these units, which are less than three seconds in 
length. 

The resources (recordings and annotations) are freely 
available for online browsing and download, under a 
CreativeCommons licence. The Pangloss Collection is 
hosted in a broader repository named CoCoON, via which 
the resources are referenced by various search engines 
including OLAC and OAIster. The metadata follow Dublin 
Core/Open Language Archives Community standards. The 
Yongning Na data are presented on the following page:  

http://lacito.vjf.cnrs.fr/archivage/languages/Na_en.htm
A technical description of archiving and web hosting 

falls outside the scope of this paper; see [6]. Let us simply 
mention that long-term conservation is guaranteed through a 
partnership with a perennial archiving institution: CINES 
[17]. 

3. METHOD 

“Porting Human Language Technologies (e.g. a speech 
recognition system) to an under-resourced language requires 
techniques that go far beyond the basic re-training of the 
models” [7], as exemplified by previous work [18]. The 
presentation of the method followed in the present 
preliminary work aims to emphasize the adjustments 
required by the processing of the target language. 

3.1. Issues encountered when using spontaneous 
speech as a training corpus 

As explained in section 2, one half of the training corpus is 
made up of narratives, and the other half of elicited phrases 
recorded to document the morpho-phonology of Yongning 
Na. This results in a degree of heterogeneity in the data, as 
elicited materials are pronounced with a slower speaking 
rate. In terms of the continuum between hypoarticulated and 
hyperarticulated speech [19], elicited materials tend to be 
hyperarticulated, whereas spontaneous speech contains 
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rapid alternations between hypoarticulation – typically, for 
backgrounded words – and hyperarticulation – for words 
that carry a greater informational and/or affective load. 
Spontaneous speech also contains dysfluencies and 
loanwords. 

3.1.1. Dysfluencies 
The narratives that constitute one half of the training corpus 
contain, like any set of continuous, non-read speech, some 
dysfluencies. Two types of filled pauses are distinguished in 
the narratives, those with the mouth open, transcribed as 
/ .../ (200 occurrences), and those with the mouth closed, 
transcribed as /mmm.../ (170 occurrences). One of the 
shortcomings of the preliminary version of the recognition 
system developed for Na is that it ignores filled pauses. In 
future versions, attempts will be made to identify various 
types of pauses, and indicate them in the automatic 
transcription.  

Passages that were said by mistake (speech repairs) are 
transcribed in the annotation, aiming to approach as closely 
as possible (in consultation with the speaker) the actual flow 
of speech on the recording: for instance, the angle brackets 
in / -s  | <le - ...> -m - o -ts  | -mv / indicate 
that <le - ...> was said by mistake. In the first test reported 
here, the angle brackets were simply removed, and the 
dysfluent data were fed into the acoustic model along with 
canonical realizations. In later work, they will need to be 
treated separately, to avoid the presence of noncanonical 
realizations in the training data. 

3.1.2. Loanwords 
Minority languages in today’s world are subject to 
increasing pressure from national languages and other 
socially dominating language varieties. This is reflected in 
the presence of loanwords. While older loanwords tend to 
be integrated into the language’s phonological system, in 
cases of bilingualism loanwords tend to introduce new 
sounds and new combinations of sounds. This increases the 
inventory of sounds, and the number of choices among 
which the speech recognition algorithms have to make a 
choice. In the case of Na, recent borrowings from Mandarin 
Chinese introduce new sounds, such as / / in 
/ i j /~/ i / ‘fresh’ (Chinese ). A more frequent 
case is that Chinese borrowings introduce new combinations 
among phonemes: for instance, in /sjæ p j / ‘photograph’ 
(Chinese ), the first syllable combines an initial /s/ with 
a rhyme /jæ/: this constitutes an unattested combination in 
Yongning Na. The second syllable contains a rhyme /j /
which is altogether unattested in Na. In the initial version of 
the acoustic model, the sound / / was simply merged with 
/e/; as the model is segment-based and not syllable-based, it 
was not necessary to face phonotactic issues, but these will 
need to be addressed at later stages.

3.2. Technical operations for building the ‘light’ 
acoustic model 

3.2.1. Conversion of the recordings and transcriptions 
The original recordings are WAV files, 24-bit, 44,100 Hz. 
One fifth consists of mono audio files, recorded with an 
AKG C-535EB or AKG C-900 microphone.  Another fifth 
are stereo files with an audio channel and an 
electroglottographic channel. (Electroglottography is the 
ultimate reference for measuring fundamental frequency; it 
also allows for the evaluation of other glottal parameters 
[20]–[22].) The rest (60%) are stereo audio files comprising, 
in addition to the signal from a table microphone, a signal 
from a Sennheiser HSP 2 omnidirectional headworn 
microphone. 

The electroglottographic recordings were not used so 
far; they will be useful for the analysis of tone, not 
undertaken here (see §5.1). The audio recordings were 
downgraded to 16-bit, 16,000 Hz to comply with the 
requirement on the input to CMU Sphinx. Stereo files were 
demultiplexed and fed into the training tool as if they 
constituted different data sets. 

The annotation is logically structured text, in XML 
format. Narratives have the following structure: a TEXT is 
divided into S (sentences in a loose sense), which are 
divided into W (words) [23]. These data were converted to 
plain text, retaining only the sentence-level transcription 
and time codes.  

3.2.2. Construction of an acoustic model, and speech 
recognition tests 
An acoustic model was created by feeding the training data 
into CMU Sphinx. This ‘light’ model was trained on a small 
data set: only 4 hours of speech from 1 speaker. The 
resulting tool was then tested on a recording by the same 
speaker with the same linguistic and technical properties: a 
narrative recorded in a quiet room with the same equipment 
as the training corpus.

3.3. Application of ‘heavyweight’ recognition 
systems from other languages 

In addition to the ‘light’ acoustic model developed for 
Yongning Na, ‘heavyweight’ recognition systems from five 
other languages (English, Mandarin Chinese, French, 
Vietnamese [24], [25], and Khmer [26]) were applied to the 
Na data, to determine to what extent Na sounds similar to 
sounds found in these five languages could be accurately 
recognized. A multilingual acoustic model for these five 
languages was build on the basis of [26]. This multilingual 
acoustic model combines five monolingual acoustic models. 
The total number of phones is 194: 40 English phones, 43 
French phones, 34 Mandarin phones, 41 Vietnamese 
phones, and 36 Khmer phones.  
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The idea was to use the output from this ‘heavyweight’ 
multilingual model by applying rule-of-thumb acoustic 
correspondences between the target language’s sounds and 
those of the five national languages selected. However, the 
error rate at first pass was extremely high. This is due in 
part to speaker characteristics: it was observed when doing 
spectrographic analysis of data from the Yongning Na 
speaker that her relatively high-pitched voiced, her speaking 
rate (often rapid) and the F-pattern of her small-sized vocal 
tract were a challenge to experimented spectrogram readers. 

In future work using speaker-independent recognition tools 
from other languages, it appears advisable to devise and 
apply speaker adaptation modules, following a strand of 
current research in automatic speech recognition  [27], [28].

3.4. An example of the results 

Figure 1 shows a sample of the acoustic data to which the 
recognition tool was applied. 
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Fig. 1. A sample of Na data: /h -  | p ~p /

The passage shown in Figure 1 is /h -  | p ~p /,
‘The people carried...’. It was recognized as /h  p  t o 
q v/ by the ‘light’ recognition tool developed for Na. Thus 
the first two syllables were correctly identified, whereas the 
two syllables /p ~p / were identified as /p / and /t o/ 
respectively, i.e. with a mistake concerning the place of 
articulation of the initial stop. The initial of the second 
token of /p / in Figure 1 can hardly be confused visually 
with a /t/, since it does not present the F2 transition from 
about 1,800 Hz down to the target F2 value of the syllable’s 
rhyme which would be a telltale sign of /t/. By comparison, 
the ‘heavyweight’ reconstruction models devised for other 
languages (see §3.3) yielded grossly inaccurate results for 
the unfamiliar sequence /h . / (identified as /k  n/), and 
for the vowel / / (identified as /o/ in the first case, and as 
/w/ in the second), but they identified the two labial stops 
accurately, suggesting that the mistaken identification 
proposed for /p/ by the Na acoustic model should be 
avoidable if a larger training corpus is used. (The passage 
shown in Figure 1 was identified as /k  n p o p w/.) 

Finally, the sound on the right hand-side of the 
spectrogram in Figure 1 is a nonlinguistic sound: the 
unvoiced release of a glottal stop, which could be 
approximated as [ ]. The Na acoustic model identified it as 
a syllable made up of an unvoiced uvular sound and a /v/
rhyme; in order to avoid such mistaken identifications, it 
appears useful to provide more fine-grained notations for 
non-speech sounds than was done so far in the training 
corpus.

4. INITIAL LINGUISTIC FINDINGS 

This section presents a small sample of linguistic findings 
based on the application of the very first version of the 
Yongning Na phoneme recognition tool. It is likely to be the 
most rewarding section of this paper for linguists; it is 
hoped that it will also be of interest to engineers working on 
speech processing, as an illustration of scientific side 
benefits of language technology. 
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4.1. Side benefits of data preparation

Data preparation offered a chance to check that all the data 
conformed to the phonological description. At data 
conversion from XML to plain text (§3.2.2), a list of 
segments was produced, and compared with the list of 
sounds provided for the language (by the second author). 
This comparison brought out a handful of inconsistencies in 
the notation, such as the use of / / for an interjection 
appearing in some of the texts. This prompted a return to the 
data, which revealed that these were in fact instances of 
‘yes’ (canonical transcription: / /) that had been transcribed 
before the second author identified the nature of this 
morpheme. Systematic examination of the passages at issue 
revealed that this / / was in most cases a response to a 
comment or yes/no question on the part of someone in the 
audience, confirming the interpretation of this morpheme as 
a sign of approval. 

4.2. Allomorphic variation of grammatical 
morphemes

Cross-linguistically, grammatical morphemes tend to be 
hypoarticulated, by comparison with lexical morphemes. 
This is brought out clearly by identification mistakes of the 
speech recognition tool. 

4.2.1. Fricatives and affricates 
The topic marker /- / tends to be identified as / /,
with a fricative instead of an affricate, and without 
aspiration (e.g. in sentence 1 of the narrative 
Housebuilding2). This may be revealing of its customary 
hypoarticulation (although the algorithm’s mistake could 
also be due to other causes, such as problems in the learning 
process). Such phenomena argue for a different encoding of 
grammatical words vs. content words.  

4.2.2. Lack of identification of nasals in grammatical 
morphemes
Weaker phonetic realization may lead to some syllables 
being entirely overlooked by the recognition system. Nasal-
initial grammatical morphemes are a case in point: they tend 
to be overlooked by the recognition algorithm when they are 
followed by an item with an initial nasal. For instance, the 
negation /m -/ was not identified in the passage / tso -
m - i / (in sentence 1 of the narrative Housebuilding2), for 
which the algorithm’s output was /  ts o  i/. 

This stimulates further reflections on the linguist’s part 
concerning the hypoarticulation of grammatical morphemes. 
The fact that the negation in Yongning Na undergoes a 
relatively high degree of vowel harmony with the verb that 
follows had led to its analysis as /m -/, with a neutral 
vowel (schwa) which was defined phonologically as the 
neutralization of all vowel oppositions [29, p. 70]: a vowel 

that does not stand in opposition to the others. But the 
output of the recognition algorithm suggests that weakening 
also affects the initial. This leads to a questioning of the 
phonological analysis, in which the initial was considered 
identical to the /m/ found in other environments whereas a 
special treatment was set up for the rhyme. In this light, the 
second author’s current thinking is that weakening should 
be considered a characteristic of the entire syllable, applying 
to a segmental structure that remains identical with that of 
lexical morphemes (content words). In turn, this raises the 
issue of the negation’s phonemic vowel; phonetic evidence 
and historical-comparative evidence both point to an 
analysis as /m -/. This reanalysis constitutes a step forward: 
arriving at a higher degree of generalization, while 
dispensing with a cumbersome theoretical device. 

5. CONCLUSION: CHALLENGES AND 
PERSPECTIVES FOR FURTHER WORK 

It is too early at present to launch into a performance 
evaluation for the system; instead, this section recapitulates 
challenges and perspectives for future work, emphasizing 
fundamental linguistic issues that will need to be integrated 
into the speech recognition software.

5.1. Handling linguistic tone 

Tone was left out of the scope of this preliminary work, for 
the simple technical reason that it is not handled in CMU 
Sphinx. This is a major shortcoming, because tone has a 
high functional yield in Yongning Na. The common 
ancestor of Yongning Na and all other Sino-Tibetan 
languages was non-tonal, and replete with consonant 
clusters [30]; dramatic phonological erosion took place, 
giving birth to tone [31]–[33]; this erosion is especially 
advanced in Yongning Na [34]. For the Yongning Na 
speech recognition system to progress towards lexical 
identification, it will be necessary to handle tone 
recognition.  

5.2. The need for tools that fit the structure of the 
target language: syllable-based recognition tools 

Some contextual information is taken into account by the 
CMU-Sphinx software package: the preceding and 
following sound. In the case of Yongning Na, however, it 
appears necessary to go beyond these default settings and 
experiment with syllable-based recognition tools in future: a 
salient phonological characteristic of Yongning Na – as also 
of the closely related language Naxi [35] – is the tight 
association of initial and rhyme within syllables, which are 
essentially of CV structure. Coarticulation within Na 
syllables is so strong that it is sometimes an issue how to 
analyze a given syllable into an initial and rhyme. Given 
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this state of affairs, it definitely seems interesting to attempt 
to identify entire syllables, rather than successive sounds. 

5.3. Identifying intonational phenomena 

Intonational phenomena were entirely overlooked in the 
first-pass acoustic model. This is clearly a major 
shortcoming, and a source of errors in the automatic 
identification of vowels and consonants. Vowel lengthening 
is a case in point: there is no phonemic opposition of vowel 
length in Na; the last lexical item in a prosodic group tends 
to be greatly lengthened. In the first version of the software, 
lengthened syllables are often misinterpreted as a sequences 
of two syllables, the second with a continuant initial such as 
/ /. This is due to the absence of a parameter for syllable 
length in the first-pass version of the system. There is so 
much intonationally conditioned variation in syllable length 
in Yongning Na (and in the closely related languages Naxi 
[36] and Laze [37]) that this issue will definitely need to be 
carefully considered in future work.

An important task for our future work thus consists in 
finding ways to integrate intonational phenomena into the 
system. It is well-known that details in the articulation of 
lexically distinctive units (consonants, vowels, and stress or 
tone) carry intonational information, reflecting phrasing and 
prominence patterns [38]–[40] as well as speaker attitudes. 
In the long run, it would be desirable for the recognition 
system to identify intonation-conditioned phenomena: 
locating each recorded token within the acoustic space of 
variation of the corresponding phoneme, and deducing 
properties such as the degree of strength with which the 
token is articulated (about the “strength coefficient” as a 
relevant parameter for speech processing, see [41]). 

There already exists some information about intonation 
in the documents used as training corpus, which contain: 

systematic indications of prosodic-group 
boundaries (by the symbol [  ]), reflecting the 
division of the utterance into tone groups [42] 
indications about information structure: focus-
marking, indicated by addition of the letter F after 
the word at issue; and emphatic stress, transcribed 
as an upward arrow  before the syllable at issue 
[43] 
punctuation marks: commas, colons, semi-colons, 
full stops, exclamation marks, and interrogation 
marks.  

These pieces of information were not used in the first-pass 
training of the acoustic model. They are all ultimately 
relevant for modelling, however, so that sources of variation 
across realizations of the same sound can be identified and 
analyzed, instead of treating variability as random.  
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ABSTRACT

Speech processing tools were applied to investigate
morpho-phonetic trends in contemporary spoken Romanian,
with the objective of improving the pronunciation dictionary
and more generally, the acoustic models of a speech recog-
nition system. As no manually transcribed audio data were
available for training, language models were estimated on
a large text corpus and used to provide indirect supervision
to train acoustic models in a semi-supervised manner. Au-
tomatic transcription errors were analyzed in order to gain
insights into language specific features for both improving
the current performance of the system and to explore linguis-
tic issues. Two aspects of the Romanian morpho-phonology
were investigated based on this analysis: the deletion of the
masculine definite article -l and the secondary palatalization
of plural nouns and adjectives and of 2nd person indicative of
verbs.

Index Terms— ASR, Romanian, speech transcription er-
rors, pronunciation variants, definite article, palatalization.

1. INTRODUCTION

With increasing globalization, there is a growing need to
bridge the numerical gap between technologically privileged
countries with the developing world. In this framework,
developing language technologies for under-resourced lan-
guages is challenging. For the particular case of the enlarged
political Europe, there is a pressing need to extend language
technologies to less studied European languages. Romanian
figures among these European languages, as Romania joined
the European Union in 2007.

Automatic speech recognition (ASR) systems have mainly
been developed for the world’s dominant languages (e.g., En-
glish, Arabic, Chinese, French) for which large transcribed
speech corpora, as well as plethora of written texts are avail-
able in electronic form. Traditionally, such systems are
trained on large amounts of carefully transcribed speech data
and very large quantities of written texts. However obtaining
large volumes of transcribed audio data remains quite costly
and requires a substantial time investment and supervision.

Studies addressing large vocabulary continuous speech
recognition for the Romanian are lacking, however some
attempts to build STT systems on small corpora have been
reported recently [1], [2]. As part of the speech technol-
ogy development in the Quaero program 1, a Romanian ASR
system targeting broadcast and web audio was built. The
acoustic models were developed in an unsupervised manner
as no detailed annotations were available for the audio train-
ing data downloaded from a variety of websites similar to the
method employed in [3].

The automatic transcripts have also been used for further
linguistic studies to gather information about specific trends
of spoken Romanian. As previous studies have pointed out,
looking into automatic speech transcription errors may pro-
vide precious insight about contextual variation in conver-
sational speech and more generally about potential system-
atic mutations [4, 5]. In this work, automatic alignment of
speech data with dictionaries containing specific pronuncia-
tion variants is used to investigate two instances of variation
illustrated by the automatic transcription errors in Romanian:
the deletion of the masculine definite article -l and the sec-
ondary palatalization of plural nouns and adjectives, and the
2nd person indicative form of verbs.

To the best of our knowledge, published linguistic studies
on spoken Romanian have been carried out using small con-
trolled corpora of prepared speech (e.g. sentences recorded
in laboratory conditions). For instance, a recent study on the
production and perception of word-final secondary palataliza-
tion pointed out differences in the acoustic realization of the
palatalization according to the manner and place of articula-
tion of the consonant [6]. In contrast, the study described in
this paper is conducted on a mix of semi-prepared and con-
versational speech resulting in 3.5 hours of broadcast data.

The next section gives a brief description of the Roma-
nian language. Section 3 is dedicated to a description of the
corpora used to train and develop the Romanian ASR sys-
tem, followed by an overview of the ASR system and models
and recognition results on Quaero data. Section 4 presents an
ASR error analysis carried with the development data. Based

1http://www.quaero.org/
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on the observed errors, two case studies of contextual varia-
tion are investigated and described in Section 5.

2. BACKGROUND: ROMANIAN LANGUAGE

This section focuses on a general description of the Roma-
nian language and history and highlights some of the potential
challenges for speech recognition.

2.1. Description of the language

Spoken by over 29 million speakers around the world, Roma-
nian is mother tongue of 25 million of them and is the official
language of two countries: Romania and Republic of Mol-
davia [7]. Romanian is a Latin language, from the Oriental
branch, developed at a geographical distance from the other
Romance languages and surrounded by Slavic languages. For
this reason, Romanian shows some peculiarities compared to
the other Romance languages. Romanian is based on late Vul-
gar Latin, having been among the last territories conquered
by the Roman Empire. Due to its geographical isolation, ele-
ments of the Vulgar Latin have been accurately preserved: for
instance, modern Romanian has preserved the Latin declen-
sion of nouns and verbs, a feature lost in the other Romance
languages. The majority of the basic vocabulary is of Latin
origin (about 60%), however Romanian has borrowed numer-
ous features from the Slavic languages with which it has been
and still is in contact. Such features may be encountered at
various linguistic levels: phonetics, lexical, morphology and
syntax, however, most aspects of Romanian morphology re-
main close to Latin. The Slavic influence was reinforced by
the long-term use of the Cyrillic alphabet (introduced in Ro-
mania with the oriental Christian religion and adapted to writ-
ten Romanian). After the 18th century, Romanians, proud
of their Latin origins, borrowed many words from Romance
languages such as French and Italian. As a result, in the
history of the Romanian language a ”re-Latinization” of the
language occurred [8], [9]. Finally, political, economic and
social aspects in the history of Romania explain other East-
ern European influences: Turkish, Greek, German, Hungarian
etc. Today, the English language is having a strong influence
on the Romanian language at the lexical level. To sum up,
Romanian may be described as a Latin language (phonetic,
morpho-syntactic and lexical levels), with strong Slavic influ-
ences (phonetic and lexical levels) and also with increasing el-
ements from contemporary Romance and English languages
(lexical level).

2.2. Voice technologies for Romanian

Romanian shows specific features which can be a challenge
for ASR systems and language technology in general. As an
example, Romanian is a highly inflected language, with var-
ious specific patterns: it is a pro-drop language (as most of

the Romance languages allowing the deletion of the subject),
it allows clitic doubling, negative concord and double nega-
tion [8].

One of the main problems in automatically modeling the
language is the richness of the inflection inherited from Latin.
For nouns, pronouns and adjectives there are 5 cases. How-
ever some reductions occur, for nouns two oppositions being
functional, Nominative/Accusative forms vs Dative/Genitive,
the Vocative being possible but sharing often the same form
as Nominative. Pronouns can have stressed and unstressed
forms, while nouns and adjectives can be definite and indef-
inite. There are 3 genders (masculine, feminine and neu-
tral, the latter sharing some forms with masculine and fem-
inine and being partially predictable [10]). For verbs there
are two numbers, each with three persons, and five synthetic
tenses, plus infinitive, gerund and participle forms. In av-
erage, a noun can have 5 forms, a personal pronoun and an
adjective about 6 forms, while a verb may have more than 30
forms. However, in spontaneous speech some opposition may
be neutralized, in particular when the affixes are word final,
thus less carefully articulated, as the current work will demon-
strate. Besides morphological suffixes and endings, phonetic
alternations inside the root are also possible with inflected
words [7].

Romanian belongs to the new EU languages poorly rep-
resented in the speech technology world whereas the pres-
ence of their speakers across enlarged Europe represents a
real challenge for such technologies. For instance, according
to [7] automatic speech recognition is one of the less repre-
sented voice-driven technology dedicated to Romanian lan-
guage.

3. ASR SYSTEM FOR ROMANIAN

The section describes the data used for building and testing
the Romanian ASR system. Normalization issues specific to
Romanian language are discussed as well.

3.1. Data description

Within the Quaero program a corpus of 3.5 hours of speech
with detailed manual transcriptions was distributed as devel-
opment data. This corpus was used in the experiments re-
ported below. The corpus annotation team selected the data
from several broadcast/podcast sources so as to cover the var-
ious styles of speech found in such shows, from read speech to
more spontaneous interactions, that is interviews. The speech
segments were taken from 88 different speakers, with atten-
tion to have a balance for the amount of data per speaker and
in terms of male and female (38%) speakers. As this data
was to be used for initial work on Romanian, attention has
been paid to avoid audio files that were highly interactive (too
many segments with overlapping speech), or had strong for-
eign or regional accents, noisy background etc, as such data
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Source #Audio #speakers

trn1 52h 1.5k
trn2 350h 23k
dev 3.5h 88

Table 1. Duration and number of speakers for the transcrip-
tion used for training (trn1 and trn2) and for development and
linguistic analysis (dev). For the training data the speaker
counts result from the partitioning stage.

types remain challenging for state-of-the-art ASR systems for
well-resourced languages. The data are representative of the
’standard’ version of the language which is mainly spoken in
southern Romania. For the linguistic investigations reported
in Section 5 the data come from BN sources, that is two radio
stations (RFI Journal, RRA - Radio Romania Actualitati), a
news agency (Euranet) and a tv station (Antena 3). The latter
source consists of debates whereas the first three correspond
to news, interviews and short debates. The number of speak-
ers varies from 3 (Euranet) to 24 (Antena 3) per audio source.

An additional 400+ hours of audio data from two broad-
cast sources (trn1 and trn2) were used for acoustic model
training. The data are summarized in Table 1. For the dev
data the speaker count was obtained from the manual tran-
scriptions, however for the training audio these counts are
only approximate, and certainly superior to the real number
of distinct speakers, as they are obtained by the audio parti-
tioner [11] and were not clustered across audio files.

3.2. Text Normalization

For the text data, each paragraph was first tested to determine
if it is really in the Romanian language or not, and then the
text was cleaned removing html tags and special characters.
Numbers have been transformed in letters to be closer to the
spoken form.

Special care was paid to diacritics. Indeed diacritics
change words meanings and their pronunciations. For a na-
tive speaker, the text remains comprehensible if the diacritics
are missing, but the text is not orthographically correct. Al-
most half of the textual data that were downloaded do not
have diacritics. Many words differ only with respect to dia-
critics and these induce pronunciation changes. For example
the endings /a/-/ă/ mark the difference between words with
a +/- definite article. Two possibilities were considered to
address this problem:

1. consider the two variants in the recognition dictionary
as pronunciation variants,

2. automatically add diacritics to the text sources that did
not have them.

As very few manual transcriptions were available we con-
sidered the first option to be less appropriate for this work.

Consequently, diacritics were automatically added to the texts
that did not include them.

A word distance was used in order to select equivalent
words creating a word correspondence list of 19k words
which was manually filtered. The word distance is calcu-
lated based on the Levenshtein distance which is a string
metric for measuring the difference between two sequences.
The distance between two words is the minimum number of
single-character edits (i.e. insertions, deletions or substitu-
tions) required to change one word into the other, where the
insertions and deletions are more costly than the substitu-
tions. For example, the distance between cercetări cercetari
”research” is 1 and the distance between cercetători ”re-
searchers” and cercetari ”research” is 5. This equivalence
list and the text sources containing correct diacritics were
used to to build a language model, which was then used
to add diacritics to the texts that were lacking them. For
instance, words such as cercetări cercetari ”research” and
cetăt,ean cetatean cetătean cetat,ean (citizen” are considered
equivalent and are mapped to the first variant.

3.3. Phone set

The Romanian language is written using the Latin script,
making use of 31 letters with five additional letters â, ı̂, ă, s, , t, .
The letters â and ı̂ play the same phonetic role, both being in
use for historical reasons. Except minor exceptions (x is pro-
nounced as /ks/, ce and ci as /tS/...), Romanian is a phonemic
language. Although in the spoken language palatalization
and poorly articulated affixes can be observed, only simple
rules corresponding to ”standard“ language were applied for
the grapheme-to-phoneme conversion.

The phone set used for the Romanian system contains
33 symbols: 20 consonants, 3 semi-vowels, 7 vowels and 3
special symbols (see Table 2). The correspondence between
letters and phones is almost one-to-one. About twenty rules
were used to transform letters into phones. There are on av-
erage 1.04 pronunciations/word. The pronunciations of some
frequent words of foreign origin were manually corrected.

3.4. ASR system and results

The recognizer uses the same basic statistical modeling tech-
niques and decoding strategy as in the LIMSI English BN
system [11]. Language models (2, 3, 4-grams) were built
using 79 millions of words from the normalized texts. The
texts were accumulated from 6 different websites, with vary-
ing quantities (between 100k words and 51M words). About
234K words correspond to texts that were considered as ap-
proximate transcriptions of audio data. A 130k word list
was chosen by selecting the most likely words of the 1-gram
model interpolated so as to minimize the perplexity on the
development data. The out-of-vocabulary (OOV) rate mea-
sured on the development data is of 1.8%. A language model
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IPA Ex. Romanian IPA Ex. Romanian
p pas b ban
t tare d dacă
k cal g gol
m mic n nor
f foc v val
s sare z zid
h horn >ts t, ara
r repede l lung
S s, arpe Z jar
tS cer dZ ger
a apa e erou
i insula o ora
u uda @ udă
1 ı̂nspre

oa
“

foarte j iapa
ea
“

mea
- silence - breath
- filler

Table 2. Phones used in the Romanian ASR system

was constructed on each source with the Kneser-Ney dis-
counting and then the individual models were interpolated so
as to minimize the perplexity on the development data. The
4-gram model has a perplexity of 158 on the development
data set.

Only 3.5 hours of manually transcribed data was at our
disposal for developing the Romanian STT system. It was
decided to reserve this data for development purposes and to
develop the system in a semi-supervised manner as reported
in [12, 3]. The process was started via language transfer, us-
ing acoustic seed models taken from other languages. Phones
from French, Italian, Spanish and Polish were mapped to the
Romanian phones, and phone models were extracted from
corresponding acoustic model sets. About 15 minutes of au-
dio was decoded using these seed models and a supposedly
biased language model.

Data was added progressively in batches, with 10 itera-
tions of decoding the increasing larger batches and estimating
larger models to use in the next decoding round. The acoustic
models of the last iteration were trained on about 400 hours
of speech.

Gender-dependent (GD) acoustic models were trained for
MLP+PLP+F0 features [13]. No special MLP parameters
were trained for the Romanian language: the MLP parame-
ters trained for Italian were used [14]. All acoustic models are
tied-state, left-to-right context-dependent, HMMs with Gaus-
sian mixtures. The triphone-based context-dependent phone
models are word-independent, but word position-dependent.
The tied states are obtained by means of a decision tree where
the 57 questions concern the phone position, the distinctive

features (vowel, consonant, nasal, stop, fricative, rounded,
front, low, ... and identities) of the phone and the neighboring
phones. Silence is modeled by a single state with 1024 Gaus-
sians. The final model set covers about 15k phone contexts,
with 11k tied states and 32 Gaussians per state.

The LIMSI/VOCAPIA Romanian ASR system obtained a
word error rate (WER) of 17.1% on the 3.5 hour Quaero de-
velopment corpus, and 19.9% on the Quaero 2012 evalua-
tion data (official result). The WER range across the files
is from 8.3% to 23.5%, with files containing more sponta-
neous speech having, as expected, a higher WER then those
containing prepared speech.

4. ASR ERROR ANALYSIS

This section provides a brief description of the ASR errors
as cues to language-specific ambiguities. Previous studies
underlined that investigating automatic speech transcription
errors may provide precious insights about the potential am-
biguities of a language [4]. Transcription errors underline
speech regions which are problematic for the ASR system [4].
These speech regions may correspond either to intrinsic am-
biguities of the language or to some type of intra- and/or inter-
speaker variation not properly accounted for in the system’s
speech model [15]. From a linguistic standpoint, the errors
may be indicators of contexts and acoustic manifestations of
variation. More largely, they may help in assessing if the
observed variation is contextual and rather unpredictable or
tends to generalize to systematic mutations [5]. From the
ASR lexical modeling perspective they may point to appro-
priate pronunciation variants should be included in the dictio-
nary.

Frequent confusions concern Romanian conjugation and
declension peculiarities and in particular word final affixes.
Such affixes, less carefully articulated and often subject to
confusions. Among the pre-word elements, verbal subjunc-
tive (să [s@]) and reflexive (s(e) [se]) marks behave as auxil-
iary elements: short and acoustically poor they may be easily
deleted in continuous speech.

Verbal conjugation:

• (systematic) deletion of the mark of subjunctive să. The
REF indicate the correct form and the HYP shows the
system transcription.

REF să scoată to extract

HYP * scoată to extract

• (systematic) deletion of the reflexive mark s(e)
REF s-au aplecat they leaned over

HYP au aplecat leaned over

• auxiliary verb substitutions and deletions
REF a plecat he has left

HYP au plecat they have left
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REF a expulzat he ejected

HYP * expulzat ejected

• other verbal tense/person confusions
REF au fost mai scurte they were shorter

HYP a fost mai scurte he was shorter

REF survola he was flying

HYP survolau they were flying

Nominal and adjectival declension:

• singular/plural substitutions:
REF reforme reforms

HYP reformă reform

REF uninominali reforms

HYP uninominal for a single member

REF acorduri accords

HYP acordul accord

REF sociali socials

HYP social social

• undefined and defined article deletion or substitution:
REF lista the list

HYP listă a list

REF soluţii solutions

HYP soluţia the solution

REF pentru o ţară for a country

HYP pentru * ţară for country

• case confusion e.g. Genitive/Dative with Nomina-
tive/Accusative:

REF monedei to the coin

HYP monede the coin

REF primului to the first

HYP primul the first

5. PATTERNS IN ROMANIAN INFLECTION &
PRONUNCIATION VARIANTS

Automatic speech recognition has fostered the development
of very large-scale spoken data with corresponding ortho-
graphic transcriptions [16]. The acoustic models can be
used to generate segmentations of the speech into words and
subword units, such as phones. Depending on the pronunci-
ation dictionary’s options and the acoustic model’s accuracy,
the resulting phone stream provides a more or less accurate
phonetic or phonemic labeling. Beyond enabling the de-
velopment of spoken language technologies, such data are
also valuable for linguistic studies: the ASR systems may be
used as a tool to highlight linguistic variation and to deter-
mine whether an observed phenomenon occurs randomly or
follows regular patterns.

Linguistic investigation is based on a three step method-
ology:

• (1) The expected variation is first noticed as ASR tran-
scription error;

• (2) The hypothesis of a variable realization is tested
by authorizing pronunciation variants according to lin-
guistic hypotheses for each case figure.

• (3) The results are (manually) verified : selected vari-
ants are analyzed in terms of (i) the acoustic realization
of the expected phenomenon and (ii) the system’s per-
formance as an indicator of the effective realization of
the hypothesized variation.

There is a lack of recent linguistic descriptions for the spo-
ken Romanian language as most studies have been based on
the written form. Consequently intra- and inter-speaker varia-
tion in the spontaneous speech, and more generally speaking,
the phonetic variation in the contemporaneous Romanian has
not been (well) studied. From the linguistic point of view,
such studies may increase the knowledge of the phenomena
which contribute to the evolution of a language. From the
ASR point of view, accounting for variation may contribute to
better modeling of pronunciation variants. Romanian is an in-
teresting ”use case” as the language shares both Romance and
Slavic patterns. Hypothesis about intra- and inter-language
pronunciation variants can be studied, in particular the influ-
ence of Russian, a Slavic language which historically influ-
enced the Romanian phonetic system.

Two phenomena, both related to the phono-morphology
of the language, are problematic for ASR systems, but for
different reasons:

• the masculine definite article -l has a free variable real-
ization as (sistemu or sistemul the system), and

• the final consonant palatalization marking inflections is
very subtle and often times barely audible, possibly due
to devoicing of the palatal articulation.
plop – plopi [plop] – [plopj] poplar – poplars;
sap – sapi [sap] – [sapj] I dig – you dig;
ban – bani [ban] – [banj] money – monies

Both are word-final phenomena are susceptible to deletion
in continuous speech. Figure 1 shows two spectrograms illus-
trating the absence (left) and presence (right) of the final l in
the word sistemul. Figure 2 shows spectrograms of three ren-
ditions of the word bani, with palatalization in the rightmost
example.
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Fig. 1. Example spectorgrams of pronunciation variants for
the word sistemul the system as selected by the ASR system:
sistemu (left) vs sistemul (right). For each word, the horizon-
tal axis shows the time aligned phonemes and the ticks on the
vertical frequency axis are 1kHz (range 0-8kHz).

Fig. 2. Example spectrograms of pronunciation variants for
the word bani monies as selected by the ASR system: The
rightmost example is considered palatalized (N) vs the nasal
(n) in the other two examples. For each word, the horizontal
axis shows the time aligned phonemes and the ticks on the
vertical frequency axis are 1kHz (range 0-8kHz).

5.1. Definite articles

The definite articles are attached to the end of the noun as
enclitics:

pom – pomul [pom] – [pomul] tree - the tree;

floare – floarea [floare] – [floarea] flower - the flower.

Romanian speakers have the intuition that the masculine
definite article -l, as well as the final -l in -ul, are often not
pronounced in the spoken language. However, studies on
Romanian, generally focusing on the written version of the
language do not provide any indication of how prevalent this
phenomenon is in current spoken Romanian [8], [17].

The relatively frequent deletion of the definite article
raised transcription questions during the data annotation pro-
cess (production of the manual references). The presence of
the masculine definite article seems to be strongly linked to
type of speech: as can be expected, the more spontaneous
the setting (talk shows, debates) the less carefully the definite
article is pronounced.

From the 3.5 hour development corpus, 900 instances of
words with word final -ul were manually selected and veri-
fied to avoid extraction errors. Then the data was segmented
allowing pronunciations variants for –ul and –u. For this sam-
ple set, 20% of the variants preferred -u ending.

Inspecting the different instance, it was observed that the
definite article is more likely to be not pronounced and not
transcribed:

• before a following word that starts with a consonant as
opposed to words starting with a vowel word (67% vs.
13%, respectively).

• in spontaneous and casual speech (debates) more than
more formal, prepared continuous speech (broadcast
news) (36% for a sub-corpus of debates vs. 20% for
the entire dataset containing both data types.

In the 400+ hours of train data more then 100k occur-
rences of words with final -ul have been counted. The train
and the dev data show similar trends, 12.6% of words ending
in -ul preferred -u ending. This preliminary result confirms
that automatic alignments can provide evidence of hypothe-
ses observed in manual transcriptions [18].

5.2. Secondary palatalization

Secondary palatalization in Romanian is not an underlying
characteristic as in Celtic and Slavic languages, but only re-
sults from operating in certain phonological and morphologi-
cal contexts. Final palatalization is described as a secondary
articulation and is more likely to be undetected for liquids,
than for fricatives/affricates or stops [6]. According to the
Romanian phonologist [19], the final secondary palataliza-
tion is a true characteristic of the Romanian language and
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holds the (rather isolated position) that phonemic system pos-
sesses then a two series of consonants (similar to Russian):
one palatalized and the other not.

The final palatalization concerns mainly plural nouns and
adjectives and 2nd person singular indicative of verbs:
domn – domni [domn] – [domnj] mister – misters

sar – sari [sar] – [sarj] I jump – you jump

944 contextual occurrences with potential palatalization
were automatically extracted from the 3.5 hour development
data. The criteria was that the instance be one of: plural
nouns, adjectives and 2nd person singular indicative of verbs.
Based on the above observations, during segmentation the
authorized pronunciation variants are: C (plain consonant
alone), Ci (consonant + vowel i, i.e., true palatalization with
Romanian model), Cj(palatalized consonant as in Russian,
i.e., using the Russian palatalized consonants borrowed from
Russian acoustic models).

Alignment of the corpus using the above variants gives
the following preferences:

• C (undetected palatalization) 45.5%;

• Ci (detected palatalization with Romanian model)
32.3%;

• Russian Cj (true palatalization as in Russian) 20.2%.

These results highlight that word-final secondary palatal-
ization in Romanian covers a range of contextual realizations.

6. CONCLUSIONS

This paper has reported on some of the challenges faced in
developing an ASR system for the Romanian language, a low
resourced language in the enlarged European Union, and on
using the ASR system as a tool to study linguistic phenom-
ena in modern spoken Romanian. Since only a small corpus
of transcribed speech data were available for system devel-
opment, the Romanian system was developed using text and
audio data downloaded from the web. The acoustic models
were training in a semi-supervised manner. Since many of
the downloaded texts did not contain diacritic marks, these
were automatically added to the text corpus. A typology of
the main ASR transcription errors on the development corpus
was made, which led to the study of pronunciation variants to
capture two important linguistic phenomena: the deletion of
the definite article and the presence vs. neutralization of the
secondary palatalization of plural nouns and adjectives and
of 2nd person singular indicative of verbs. Results on 3.5
hour corpus of manually transcribed speech show that the two
phenomena are highly dependent of the surrounding context.
However, the small amount of data does not allow us to as-
sess if the variation is unpredictable or governed by specific
rules (i.e., to sort out the ”random variation” vs ”language
evolution” hypotheses). From the ASR standpoint, the study

and subsequent modeling of such pronunciation variants may
help to reduce transcription errors. In future studies we plan
to apply this type of methodology to a larger set of linguistic
hypotheses, such as the general reduction of word final affixes
in continuous speech. Since it is necessary to validate such
hypotheses on large corpora, our aim is to validate results on
both large corpora of automatically transcribed speech with
observations on more limited manually transcribed data sets.
Such studies can serve to contribute to linguistic knowledge
and language evolution, as well as to improve the perfor-
mance of automatic speech recognition systems.
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ABSTRACT

For small-vocabulary applications, a mapped pronuncia-
tion lexicon can enable speech recognition in a target under-
resourced language using an out-of-the-box recognition en-
gine for a high-resource source language. Existing algorithms
for cross-language phoneme mapping enable the fully auto-
matic creation of such lexicons using just a few minutes of au-
dio, making speech-driven applications in any language feasi-
ble. What such methods have not considered is whether care-
ful selection of the source language based on the linguistic
properties of the target language can improve recognition ac-
curacy; this paper reports on a preliminary exploration of this
question. Results from a first case study seem to indicate that
phonetic similarity between target and source language does
not significantly impact accuracy, underscoring the language-
independence of such techniques.

Index Terms— under-resourced languages, speech recog-
nition, lexicon building, phoneme mapping

1. INTRODUCTION

In recent years it has been demonstrated that speech recogni-
tion interfaces can be extremely beneficial for applications in
the developing world, particularly in communities where lit-
eracy rates are low or where PCs and internet connections are
not always available [1, 2, 3]. Typically, the languages spo-
ken in such communities are under-resourced, such that the
large audio corpora typically needed to train or adapt recog-
nition engines are unavailable. However, in the absence of
a recognition engine trained for the target under-resourced
language (URL), an existing recognizer for a completely un-
related high-resource language (HRL), such as English, can
be used to perform small-vocabulary recognition tasks in the
URL. All that is needed is a pronunciation lexicon mapping
each term in the target vocabulary to one or more sequences
of phonemes in the HRL, i.e. phonemes which the recognizer
can model.

While the mapped pronunciations could be hand-written
by an expert linguist familiar with the two languages, algo-
rithms such as the “Salaam” method [3, 4, 5] can create these

pronunciations automatically from just a few minutes of data,
and have been shown to yield higher recognition accuracy
than is achieved with hand-coded pronunciations [3, 4]. The
automatic technique also has the advantage of not depending
on any expert knowledge of the source or target language or
the relationship between them.

However, it is conceivable that the recognition accuracy
for a given target URL will vary depending on the source
HRL used, as the source/target combination will determine
the degree to which the sound systems of the two languages
differ, and thus the difficulty of the pronunciation mapping
task. More specifically, we expect that by carefully selecting
the source language such as to maximize the overlap between
its phoneme inventory and that of the target (under-resourced)
language, we can reduce the difficulty of phoneme mapping
and thereby find better pronunciation sequences for the target
terms, which should lead to increased accuracy in the recog-
nition task.

We have begun to test this hypothesis by comparing
recognition results for pronunciations generated for words in
a target URL (Yoruba) using the Salaam method with two
different source HRL recognizers (English and French). The
aim of this paper is to present our experiment and findings,
and discuss their implications for language-mapping tech-
niques for language-independent small-vocabulary ASR.

2. BACKGROUND AND RELATED WORK

Many commercial speech recognition systems offer high-
level Application Programming Interfaces (APIs) that make
adding voice recognition capabilities to an application as sim-
ple as specifying (in text) the words/phrases that should be
recognized; this requires very little general technical exper-
tise, and virtually no knowledge of the inner workings of the
recognition engine. If the target language is supported by the
system – Microsoft’s Speech Platform, for example, currently
supports recognition and synthesis for 26 languages/dialects
[6] – this makes it very easy for small-scale software devel-
opers (i.e. individuals or small organizations without much
funding) to create new speech-driven applications.
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While many such individuals or organizations in the de-
veloping world may be interested in using such platforms to
create speech-driven applications for use in their communi-
ties, the under-resourced languages typically spoken in these
areas are generally not supported by such commercial sys-
tems. And though many effective techniques for training or
adapting recognizers for new languages exist (e.g. [7, 8]),
these typically require hours of training audio to produce ef-
fective models, and even the highest-level tools for build-
ing new models still require a nontrivial amount of expertise
with speech technologies; such data and expertise may not be
available to the small-scale developers in question.

However, many useful development-oriented applications
(e.g. for accessing information or conducting basic trans-
actions) require only small-vocabulary recognition tasks, by
which we mean those requiring discrimination between a few
dozen terms. For such tasks, an unmodified HRL recognizer
can be used as-is to perform recognition of the URL terms;
we simply need a suitable pronunciation lexicon.

This is the thinking behind the Speech-based Automated
Learning of Accent and Articulation Mapping (Salaam)
method [3, 4, 5], which provides the foundation for the origi-
nal research presented in the following sections.

The basic idea is to discover the best pronunciation se-
quence for a given word in the target language by using the
source language recognizer to perform phone decoding on
one or more audio samples of the target word. However, the
APIs for commercial recognizers such as Microsoft’s are de-
signed for word-decoding, and do not usually enable the use
of the phone-decoding mode. The insight of the Salaam ap-
proach is to use a specially designed grammar to mimic this
phone decoding [5, §3.2]. Specifically, Qiao et al. [4, 4.1]
create a recognition grammar representing a phoneme “super-
wildcard” that guides pronunciation discovery. This grammar
allows the recognizer to treat an audio sample of the target
word as a “phrase” made up of 0-10 “words”, where each
“word” can be matched to any possible sequence of 1, 2, or 3
source language phonemes [4, 4.1].

Given this super-wildcard grammar and one or more audio
recordings of the target word, Qiao et al. [4, 4.1] use an iter-
ative training algorithm to discover the best pronunciation(s)
for that word, one phoneme at a time. In the first pass, the
recognizer finds the best match(es) for the first phoneme, then
for the first two phonemes in the second pass, and so on un-
til a stopping criterion is met, e.g. the recognition confidence
score assigned to the resulting “phrase” stops improving [4,
p. 4].

Compared to expert-crafted pronunciations, using pro-
nunciations generated automatically by this algorithm im-
proves recognition accuracy substantially [4, 5.2]. By train-
ing on samples from two speakers instead of one, and by
using a pronunciation lexicon containing multiple pronunci-
ations for each word (i.e. the n-best results of the training
algorithm instead of the single best result), Qiao et al. are

able to further improve accuracy. In later work, Chan and
Rosenfeld [5] achieve even higher accuracy by applying an
iterative discriminative training algorithm, identifying and
removing pronunciations that cause confusion between word
types.

In sum, the Salaam method is fully automatic, requiring
expertise neither in speech technology (to modify acoustic
models) nor in linguistics (to manually generate seed pronun-
ciations), and for each new target language it requires only a
few minutes’ worth of training data from one or two speak-
ers, an amount that can be collected in a short time with lit-
tle effort or expense. At the same time, it provides pronun-
ciation lexicons that can help bring speech recognition ap-
plications to URLs. This has been demonstrated by at least
two developing-world projects that have successfully used the
Salaam method to add voice interfaces to real applications: an
Urdu telephone-based health information system in Pakistan
[3], and a text-free Hindi smartphone application to deliver
agricultural information to farmers in rural India [2].

Our work takes the Salaam method as its foundation, and
directly builds on this approach. All previous work using the
Salaam method uses English as the high-resource language.
In this paper, we begin investigating whether linguistically-
motivated selection of the source high-resource language can
improve recognition accuracy.

3. EXPERIMENT

Despite the proven success of the Salaam method, there is still
room for improvement; Qiao et al. call for word recognition
accuracy rates greater than 95% for real-world applications,
yet are not quite able to achieve that, reporting e.g. less than
85% accuracy for a 30-word vocabulary in Yoruba [4, p. 5]
(no improved Yoruba results are reported in [5]). We hy-
pothesize that careful selection of the source language used
for a given target language could yield additional improve-
ment in accuracy, by potentially reducing the number of “mis-
matches” between phonemes of the two languages, and thus
reducing the difficulty of the mapping task.

3.1. Target and Source Languages

For the target language in our research we use Yoruba, a lan-
guage of the Niger-Congo family with approximately 20-30
million speakers in Nigeria, and additional speakers in neigh-
boring countries such as Benin and Togo [9, 10].

Given this target language, our selection of source lan-
guage(s) for this research should be informed by an under-
standing of the Yoruba sound system and how it compares
to the HRLs for which high-quality recognition engines are
available. With respect to phonetics and phonology, Yoruba
has one major difference from the high-resource European
languages that are typically the focus of development of
speech recognition systems: tone. Yoruba makes use of three
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Table 1: Segmental phonemes of Yoruba compared with
French and English

Shared with Phoneme

French only e∗, a∗, u∗, o∗, Ẽ, Õ/Ã,

English only h, R (as intervocalic /t/)

Both i, E, O, b, t, d, k, g, f, s, S, m,
l, j, w

Neither Ĩ, ũ, é,
>
kp,

>
gb

∗ Realized in standard American English not as a pure vowel, but always
with a strong offglide or as the first sound in a diphthong.

contrastive tones, low, medium and high, to distinguish many
words and phrases that are otherwise identical [9, p. 869].
While this presents a difficult and interesting problem for
speech recognition, it is beyond the scope of this paper; in
the small vocabulary used for our work, there are no pairs of
lexical items distinguished by tone alone.

However, there are also differences at the segmental level,
and these will be our focus here (see Table 1 for an overview
of Yoruba phonemes). In comparison with American English,
which until now has been the only source (high-resource) lan-
guage tested with the Salaam system [3, 4, 5, 2], Yoruba’s
phonemic inventory includes an additional class of segments,
namely the nasal vowels. As nasal vowels do not occur in En-
glish, we chose another high-resource European language in
which they do – French – as the basis for comparison.

French is traditionally said to have four nasal vowels: [Ẽ],
[Ã], [Õ], and [œ̃], though many speakers replace [œ̃] with [Ẽ]
[11]. All three of the main French nasal vowels occur in
Yoruba, though [Ã] and [Õ] are variants of the same phoneme,
/Õ/ [9, p. 868]. Additionally, Yoruba has the nasal vowels [̃I]
and [ũ] (ibid.), which are not phonemic in French.

Yoruba’s consonant inventory overlaps to a large extent
with those of both English and French. It has a few segments
which occur in neither language, namely the doubly articu-
lated labial-velar stops [

>
kp] and [

>
gb] and the palatal stop [é].

There are two Yoruba consonants, the glottal fricative [h] and
the alveolar tap [R] which occur in English, but not French.
The English recognizer may thus be at an advantage when
it comes to Yoruba consonants, while the French recognizer
should have the advantage with vowels and overall, as Yoruba
shares more vowels with French than consonants with En-
glish.

We therefore hypothesize that the Salaam method for pro-
nunciation mapping will yield higher accuracy pronunciations
for Yoruba words when using French as the source language.
As the following sections describe, we test this hypothesis
by reimplementing the Salaam method described by Qiao et
al. [4], and comparing the word recognition accuracy using
French and English recognizers.

3.2. Data

As training and testing data for our system we use a 25-word
subset of the Yoruba data collected by Qiao et al. [4, 5.1].
For each term, we have five telephone-quality audio samples
recorded by each of two speakers, one female and one male.
Although some of these samples include noise or artifacts that
might complicate the recognition process, such samples are
not excluded from the training or testing data, as they reflect
the type of recording errors that could reasonably be expected
in real applications.

3.3. Method

In our implementation of the Salaam method we use En-
glish (US) and French (France) recognizers developed by
Microsoft for server-side recognition of telephone-quality
audio, accessible via the Microsoft Speech Platform SDK 11
[6]. This system was chosen for its robustness and to maintain
comparability with the results obtained by Qiao et al. [4] and
Chan and Rosenfeld [5], who also worked with Microsoft’s
server-side recognizers. In keeping with the overall objective
of the Salaam approach, the recognizers are used as-is, with
no modifications to underlying models.

In the training phase, pronunciations are generated for
each Yoruba word in our vocabulary from a set of audio sam-
ples, using the Salaam algorithm [4, 4.1]. Following Chan and
Rosenfeld [5, p. 2], we take all sequences returned in a given
pass as input for the following pass, and we slightly modify
the algorithm’s stopping condition to terminate when the top-
scoring phoneme sequence for a given word does not change
for three consecutive iterations. As an alternative stopping
condition, following Qiao et al. [4, p. 4], we also stop itera-
tions if the best result from the ith pass has a lower score than
the best result of the i− 1th pass (with the i− 1th results re-
turned as the best pronunciations). In both cases, at least three
passes are required. To determine the best results for a given
word from each pass, the set of results for all training samples
of that word is sorted by the total confidence score assigned
to each pronunciation (phoneme sequence). If a given pro-
nunciation matches more than one sample, the overall score
for that sequence in that pass is simply the sum of confidence
scores for all samples it was associated with. In the work re-
ported here, we do not perform discriminative training [5] on
the discovered pronunciations.

After the iterative training has completed, the 1-, 3-, or 5-
best pronunciation sequences for each of the 25 Yoruba words
are used to construct a pronunciation lexicon, which is in turn
used to perform recognition in the testing phase. To compare
the impact of the choice of source (high-resource) language,
we analyze the same-speaker and cross-speaker word recogni-
tion accuracy for our vocabulary using the English and French
recognizers. In each condition we test using a lexicon with 1,
3, or 5 pronunciations per word; when the lexicon contains
multiple pronunciations per word, the recognizer will match
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Table 2: Difference in accuracy using French and English recognizers.

Pronunciations Mean Accuracy (%) Difference p-value

French English

Same-speaker 1 75.2 80.0 -4.8 0.1995
3 77.2 80.0 -2.8 0.3434
5 80.0 81.6 -1.6 0.5911

Cross-speaker 1 60.0 63.2 -3.2 0.4097
3 64.8 71.6 -6.8 0.0374∗

5 61.6 73.6 -12.0 0.0424∗

∗ Significant difference (p < 0.05).

any of the given pronunciations to that word, making no dis-
tinction or preference among them.

To determine same-speaker accuracy for each of the two
speakers, we perform a leave-one-out evaluation on the five
samples recorded per word per speaker (this amounts to a five-
fold evaluation, reserving one sample per word per speaker
for testing, and training on the other four). Cross-speaker ac-
curacy is evaluated by training the system on all five samples
of each word recorded by one speaker, and testing on all five
samples from the other speaker. We use the R software en-
vironment [12] for statistical analysis and visualization of the
results.

4. RESULTS AND DISCUSSION

The overall results are summarized in Table 2. The results of
the same-speaker evaluation are outlined in Figure 1, while
Figure 2 illustrates those of the cross-speaker evaluation.

As these figures show, the results of the comparison are
the reverse of what we expect: in both same-speaker and
cross-speaker evaluations, and for all numbers of pronuncia-
tions, the mean accuracy obtained with the French recognizer
is lower than that of the English recognizer.

It should also be noted that the single-pronunciation
same-speaker leave-one-out accuracy for the English rec-
ognizer is, at 80%, less than the corresponding accuracy
of approximately 85% reported by Qiao et al. [4, p. 5]. We
speculate that this may be due to differences in our implemen-
tation (such as the modification of the stopping condition),
or perhaps to changes to the models underlying Microsoft’s
recognition engine made in the intervening years.

Paired two-tailed t-tests comparing the results from the
two different source languages (see Table 2) reveal that the
difference in same-speaker accuracy is not statistically signif-
icant (given a significance level of p = 0.05). The difference
in mean cross-speaker accuracy, however, appears significant
for the systems allowing 3 and 5 pronunciations per word, al-

though we hesitate to conclude much from this given the very
small sample size (only two speakers). Furthermore, it should
be noted that the two speakers are of different genders, so it
is possible that this factor may interact with source language
choice to influence the cross-speaker accuracy.

Also of interest in the cross-speaker results is the fact that
for the French system, the highest accuracy is observed using
3 pronunciations per word, while for the French same-speaker
evaluation and both evaluations using the English recognizer,
accuracy is highest using the maximum number of pronunci-
ations per word (5). This indicates that in this case, the fourth
and fifth pronunciations added introduce the type of “confu-
sion” that can be reduced through discriminative training [5].

As explained in Section 3.1, in this work we select French
as an alternative source language based on the hypothesis that
since English does not have nasal vowels in its phonemic in-
ventory, this class of Yoruba sounds might be better captured
by a recognizer for French, which does have such phonemes.
However, consider Table 3, which lists the recognition accu-
racy for each word type – i.e. the percentage of all test sam-
ples of that word type which are recognized correctly, over
both same- and cross-speaker evaluations – with the highest-
accuracy word types listed first. Also listed is the mean confi-
dence score as reported by the recognizer for samples of each
word type. Inspecting this data, we notice that of the words
which contain nasal vowels (indicated by a vowel followed
by “n” in the orthographic form), several are quite problem-
atic for the French recognizer, indicated by their low accuracy
and correspondingly low positions in the table (e.g. “mesan”,
“ookan”, and “sun” with 51.67% accuracy). While the En-
glish recognizer also struggles with some of these words (e.g.
“sun”, 35%, and “ogorun”, 53%), overall it does not seem
to do significantly worse with these words than the French
recognizer. In fact, the average rank of all 10 words in the
dataset which contain a nasal vowel is 14.1 for the English
recognizer, and for the French recognizer it is not much bet-
ter at 13.4. If the French recognizer were truly better able to
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Fig. 1: Same-speaker leave-one-out word recognition ac-
curacy for Yoruba. Mean values are represented by a dot,
medians by a horizontal line.
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Fig. 2: Cross-speaker word recognition accuracy for two
Yoruba speakers. Speaker A is the female speaker, speaker
B the male.

model Yoruba nasal vowels than the English one, we would
expect to observe a greater difference in accuracy for words
containing these sounds.

The results would therefore seem to indicate that in the
task of generating pronunciations for small-vocabulary recog-
nition in Yoruba, the French recognizer at best performs no
better than the English recognizer, and at worse yields signif-
icantly lower accuracy. However, before we completely re-
ject our original hypothesis – that choosing a source language
whose phoneme inventory overlaps more with that of the tar-
get language will result in higher recognition accuracy – we
should consider several other plausible explanations.

First of all, it is possible that our choice of source lan-
guages to compare in this work is not an ideal one. As il-
lustrated by Table 1, though French does seem to share more
phonemes with Yoruba than English does, especially (nasal)
vowels, most Yoruba phonemes are present in either both or
neither of the two languages, and the number of phonemes
that occur in one source language only is relatively small. So
it is possible that the difference between English and French
with respect to Yoruba is not a very significant one, and
that this is reflected in the largely insignificant differences in
recognition accuracy between the two systems.

Secondly, it might be the case that the two recognition
systems we compared are not of the same quality to begin
with, even though they were developed by the same orga-
nization and presumably with similar general techniques. It
is conceivable that more data, time, and/or effort has gone
into the development of Microsoft’s English recognizer than
the French one, and that the English system is therefore more
robust, leading to better recognition performance in general.

However, in the absence of data on the baseline accuracy of
Microsoft’s French and English recognizers, this explanation
remains purely speculative.

Finally, it should be noted that as mentioned in Section 3.3
above, our implementation of the Salaam method does not
make use of the discriminative training algorithm which Chan
and Rosenfeld [5] demonstrate to be effective at improving
word recognition accuracy. Inspecting the mean confidence
scores for each word type, listed in Table 3, we observe that
for the French recognizer, even word types which were rec-
ognized inaccurately were associated with high confidence
scores: see e.g. “igba”. A comparison of the confidence
scores associated with correct and incorrect recognitions,
given in Table 4, confirms that the English recognizer reports
much higher confidence scores for the words it recognizes
correctly than for those it recognizes incorrectly, as we might
expect; with the French recognizer, however, there is a much
smaller gap between the scores reported for accurate and
inaccurate recognitions. It seems plausible that if discrimina-
tive training were applied to reduce the “confusion” between
pronunciations for different word types as much as possible,
a more noticeable difference in accuracy between source lan-

Table 4: Mean confidence scores reported by the recognition
engine, for correct and incorrect recognition results.

English French

Correctly recognized words 0.7378 0.8443
Incorrectly recognized words 0.4865 0.7402
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Table 3: Overall recognition accuracy and mean confidence scores by word type.

(a) English recognizer

Rank Word % Correct Mean confidence

1 duro 100.00 .8298
1 ogba 100.00 .7852
1 shii 100.00 .7758
1 ogoji 100.00 .7743
5 mesan 98.33 .8752
5 beeni 98.33 .7788
7 fisii 95.00 .7475
7 mejo 95.00 .7004
9 mewa 93.33 .6341
10 tunse 91.67 6767
11 bere 83.33 .7133
11 lehin 83.33 .6383
13 meje 80.00 .5927
14 ookan 75.00 .5277
15 ogun 70.00 .6074
16 tele 66.67 .4418
17 marun 63.33 .6863
18 merin 61.67 .7039
19 mefa 60.00 .6869
20 iba 56.67 .6405
20 igba 56.67 .6237
22 ogorun 53.33 .7142
23 meta 48.33 .6552
24 sun 35.00 .4716
25 meji 11.67 .5977

(b) French recognizer

Rank Word % Correct Mean confidence

1 ogba 100.00 .8686
2 iba 93.33 .8727
2 mejo 93.33 .8067
4 ogoji 91.67 .8367
5 lehin 90.00 .8366
6 tunse 88.33 .8319
7 marun 86.67 .8161
8 duro 85.00 .8160
8 fisii 85.00 .7689
10 ogun 81.67 .8719
11 shii 76.67 .8614
11 tele 76.67 .7177
13 meje 75.00 .8407
14 ogorun 73.33 .8662
15 mefa 71.67 .8503
16 beeni 68.33 .8468
16 merin 68.33 .7906
18 mewa 61.67 .8777
19 meta 60.00 .8076
20 mesan 51.67 .7834
20 ookan 51.67 .7335
20 sun 51.67 .7134
23 meji 28.33 .8312
24 bere 25.00 .6535
25 igba 10.00 .8209

guages might emerge, since the remaining errors might have
less to do with similarities between words in the data set and
more to do with inefficient mapping between target language
words and source language phonemes. We are undertaking
this investigation in current work, as described in Section 5.

5. CONCLUSION AND ONGOING/FUTURE WORK

This paper has presented an extension of the Salaam method
for pronunciation mapping [3, 4, 5], which enables the cre-
ation of pronunciation lexicons for small-vocabulary recogni-
tion tasks in a target under-resourced language using a pre-
existing recognition engine for a high-resource source lan-
guage. We have conducted a preliminary investigation of the
impact of source language choice on recognition accuracy in
a target under-resourced language, using Yoruba as the target
language and comparing English and French as source lan-
guages. Our original hypothesis was that replacing English
as the source language with a high-resource language whose
phoneme inventory is more similar to that of the target lan-

guage would increase accuracy; the results of this study do
not support that hypothesis. However, further research in-
volving different combinations of source and target language
is necessary before drawing firm conclusions in either direc-
tion, and this investigation is an important part of our plans
for future work. If the result holds, and swapping source lan-
guages never leads to increased performance on target lan-
guage recognition, this would itself be an interesting result,
as it would support the language-independent nature of map-
ping algorithms such as Salaam.

This paper therefore describes work in progress; some ob-
vious next steps are currently being implemented, while oth-
ers are planned for future research.

One of our current priorities is the application of discrim-
inative training following Chan and Rosenfeld [5]. As dis-
cussed in the previous section, it is possible that eliminating
errors in this way would reveal more significant differences
between systems trained on different source languages.

The main reason we did not implement this discriminative
training in the work reported here was the long running time
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of the super-wildcard-grammar algorithm; In the reported im-
plementation, generating the pronunciation lexicon for a sin-
gle word takes at least several minutes, mainly due to the size
of the long wildcard grammars used in the algorithm. Since
the size of the grammars increases as more phonemes are dis-
covered, this takes even more time for longer words/phrases.
Therefore, we have been experimenting with modifying the
algorithm to make it more time-efficient. Preliminary find-
ings, to be reported in upcoming work, reveal that shorten-
ing the super-wildcard grammar can yield huge reductions in
training time with no significant loss to accuracy.

Another important step we are currently undertaking is
the development of a GUI-based PC application based on the
Salaam method, intended as a tool to enable non-expert users
to create and evaluate lexicons quickly and simply, as Chan
and Rosenfeld also suggest [5]. It is our hope that this open-
source tool, lex4all,1 will be of great use to individuals or
small groups who wish to research or develop speech-driven
applications in under-resourced languages.

Regarding our directions for future research, the most
obvious next step is to evaluate a much wider range of source
and target languages. While the results reported here serve
as a good starting point for research into the relationship
between source-language selection and recognition accuracy,
broad conclusions can of course not be drawn until we have
examined a larger, typologically diverse sample of high-
and low-resource languages and their combinations. This
research will be greatly facilitated by the aforementioned
lexicon-building and evaluation tool.

Finally, to further improve recognition accuracy once dis-
criminative training has been implemented, it might be worth-
while to find a better heuristic for combining the recognition
results from multiple audio samples in each pass of the train-
ing algorithm. In our implementation (see Section 3.3), even
if a given pronunciation is a match for multiple samples, it
can be overshadowed by another sequence matching only one
sample but with very high confidence; this could amount to
overfitting on the training data. To make the system more ro-
bust, we should favor pronunciations which match as many
different utterances of a word as possible, instead of those
which match only a single utterance very well. Therefore, we
intend to examine weighting schemes which prioritize pro-
nunciation sequences matching multiple samples.
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ABSTRACT

Development of an automatic speech recognition (ASR) system for
low-resourced languages is an important research topic in ASR. This
paper reports on the development of a speech-to-text (STT) system
targeting broadcast news and broadcast conversation transcription
for the low-resourced Slovak language. Context-dependent acous-
tic models are trained without any manually transcribed audio data
via cross-language transfer and unsupervised training. In addition,
a pronunciation dictionary for Slovak language is created using effi-
cient rule-based pronunciation modeling. For language modeling,
large N-gram language models were estimated on 63M words of
texts downloaded from the Internet. The system uses MLP (multi-
layer perceptron) features imported from English which are concate-
nated with cepstral PLP (perceptual linear prediction) and F0 (pitch)
features. These techniques were applied to develop a Slovak STT
system with performance similar to that obtained by state-of-the-art
systems for other languages. Furthermore, we propose to reduce the
dimension of the MLP+PLP+F0 features from 81 to 50, using prin-
cipal component analysis (PCA), in order to reduce the redundancy
between the MLP and the PLP+F0 features. This feature reduction
makes it possible to reduce the word error rate (WER) and the recog-
nition time while reducing the CMLLR adaptation time by a factor
of 3.

Index Terms— Slovak speech-to-text, ASR for low-resourced
languages, Multi-layer perceptron, Unsupervised acoustic model
training, Principal component analysis

1. INTRODUCTION

Development of an automatic speech recognition (ASR) system for
a low-resourced language is one of the important research and de-
velopment topics in ASR. This topic is the focus of recent research
projects in speech processing, for instance the Quaero1 and the Ba-
bel2 projects. ASR technology has been initially developed for full-
resourced languages, for instance English, French or Mandarin. In-
deed, besides a large amount of text data needed for training lan-
guage models, the development of ASR systems requires also acous-
tic data along with their transcriptions for training acoustic models.
This is, in fact, the main technical point which limits the (rapid)
development of an ASR system for a new low-resourced language
since sufficient acoustic data with (manual) transcription is, often,
not readily available for a new low-resourced language. Whilst large
quantities of audio and text data can be downloaded from the Inter-
net, for instance from radio and television news broadcast, the tran-
scriptions of the audio data for training acoustic models are usually

1www.quaero.org
2http://www.iarpa.gov/Programs/ia/Babel/babel.html

not available for low-resourced languages. Unsupervised acoustic
models training [1] would be one of the solutions for training acous-
tic models without using transcriptions. Further, if large enough
quantities of audio data can be found, the automatic transcriptions
can be used to train language models [2] in case of representative
text for language modeling of some under-resourced languages is
difficult to obtain.

The Quaero project aims at developing ASR, or speech-to-text
(STT), systems for European languages, including low-resourced
languages, for instance Latvian [3], Hungarian [4] or Slovak. In this
paper, we report the development of a state-of-the-art STT system
for Slovak language, in the framework of the Quaero project. We
are interested in the transcription of broadcast news (BN) and broad-
cast conversation (BC) data. The automatic transcription of BN and
BC is a challenging task and has been studied for several years for
full-resourced languages, such as English [5] or French [6]. Slo-
vak language is a West-Slavic branch of European language which
is spoken by 7 million people, mostly in Slovakia, and also in other
countries, such as the Czech Republic or Hungary. BN and BC tran-
scription systems for Slovak language have been developed in the
literature [7]. However, more or less transcriptions of acoustic data
have been utilized in the training of these systems.

2. CONTRIBUTIONS

2.1. System development

Our Slovak STT system development makes use of unsupervised
acoustic models training [1], i.e., no transcriptions, and cross-
language transfer acoustic modeling [8]. Cross-language transfer
acoustic modeling has been applied in order to create context-
independent (CI) acoustic models. The purpose of the cross-
language transfer is to find common sound unit representations
that are shared across languages. Indeed, the acoustic realization of
phones could be similar for different languages since they are cre-
ated through a limited set of articulatory movements [9]. Therefore,
CI acoustic models of a low-resourced language can be initially
selected from a set of CI acoustic models of available languages.
These models are used as seed acoustic models in our STT system.

2.2. System improvement

Discriminative features, extracted by a trained multi-layer percep-
tron (MLP), have been introduced [10] and gradually adopted in
state-of-the-art STT systems thanks to their relevance and effective-
ness [11, 12, 13]. The implementation of MLP features in the STT
systems at LIMSI makes it possible to improve significantly the
recognition performance [11]. Generally, MLP features are used
to augment cepstral features to create an augmented feature vector
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[10, 11, 13]. The dimension of the MLP features is rather similar
to that of the cepstral features. Hence, the dimension of the aug-
mented feature vector is double that of the cepstral feature vector.
This dimension doubling doubles also the numbers of parameters in
the acoustic models using MLP features compared to acoustic mod-
els using cepstral features. Therefore, larger amounts of acoustic
data are needed to estimate, reliably, the parameters of the acoustic
models using MLP features.

In the development of low-resourced STT systems, speech and
text data sparseness is a critical issue since the reliable estimation
of the parameters of the statistical models needs a large amount of
training data [14]. In this paper, besides the development of a base-
line STT system for the low-resourced Slovak language, we are in-
terested in the problem of speech data sparseness for training acous-
tic models using MLP features. As mentioned previously, with the
doubling of the parameters of the acoustic models due to the use of
MLP features, a larger amount of speech data is needed for training
acoustic models. In the context of STT system development for low-
resourced languages, namely Slovak, this issue should be taken into
account.

The fact that augmenting cepstral features with MLP features
improves the ASR performance demonstrates that the information
conveyed in the MLP features is complementary to that conveyed in
the cepstral features. However, the MLP and cepstral features could
contain also redundant information to each other. It has been shown
that reducing the dimension of the augmented feature vectors, using
principal component analysis (PCA), helps in improving the speaker
verification performance, compared to when using cepstral features
alone [15]. Indeed, the PCA maintains the complementary but re-
duces the redundancy between MLP and cepstral features. Further-
more, the acoustic models will be more compact and less parameters
are needed to be estimated if the dimension of the augmented feature
vectors is reduced.

In the context of STT system development for low-resourced
languages, this dimension reduction would be useful when lesser
amounts of speech data is available for acoustic models training.
Further, reducing the dimension of the feature vectors might help
in reducing the recognition and adaptation time which is also an es-
sential factor in the development of STT system. Indeed, when the
dimension of the feature vectors is reduced, the transformation ma-
trices used in the adaptation, for instance using MLLR (maximum
likelihood linear regression) [16] or CMLLR (constrained MLLR)
[17], are reduced, and hence, the adaptation time should be reduced.
In this paper, we propose, thus, to apply the PCA to reduce the di-
mension of the augmented feature vectors which are used in our Slo-
vak STT system.

The paper is organized as follows. Sections 3, 4, 5, and 6 present
the development of the STT system, including the collection of text
and acoustic data for language and acoustic models training, the
building of N-gram language models, the pronunciation modeling,
the acoustic features extraction and acoustic models training, re-
spectively. After that, the experimental results are introduced and
discussed in section 7. Finally, section 8 concludes the paper.

3. DATA COLLECTION FOR SYSTEM DEVELOPMENT

Speech and text resources are needed for training acoustic and lan-
guage models. Our work aims at building a STT system to transcribe
BN and BC data. In our work, broadcast speech data are down-
loaded from Slovak radio sources, available through their websites.

The 3 radio sources are Slovensky Rozhlas3, Euranet4 (European Ra-
dio Network) and Radio Regina. Slovensky Rozhlas (Slovak radio)
is the Slovakian’s national public-service radio broadcaster. Radio
Regina is one of the six radio channels of Slovensky Rozhlas. The
speech data include daily broadcast news and interviews. In total, we
have collected 182.5 hours of speech acoustic data. This speech data
are used to develop the STT system, including the acoustic models
training and the calculation of the PCA transformation matrix [15].
BN and BC speech data for development and evaluation are collected
separately and independently, by the 2012 Quaero STT evaluation
organizers.

Text data are collected from the Internet to train language mod-
els. The text sources are selected to be able to cover the topics which
are often mentioned in the BN and BC. Hence, text data have been
collected from 4 sources which are daily newspapers (sources #1 and
#4), personal blogs (source #2), weekly magazines of politics, cul-
ture and economy (source #3). The information and statistics of the
text data downloaded from these sources are summarized in table 1.
The text data downloaded from these sources are then normalized in
order to keep only clean text. The conversion of the numbers, dates
and time into their pronunciations has been also performed.

Table 1. Information and statistics of text data (after normalization)
collected for language models training. Sources #1 and #4: daily
newspapers. Source #2: personal blogs. Source #3: weekly maga-
zine of politics, culture and economy.

Text sources # Sentences # Words
#1. http://zivot.azet.sk 755K 7M
#2. http://blog.sme.sk 940K 11M
#3. http://www.noveslovo.sk 1.0M 15M
#4. http://lesk.cas.sk 3.8M 30M

Total 6.5M 63M

4. N-GRAM LANGUAGE MODELS

N-gram language models (LMs) are trained using the normalized
text data. A vocabulary consisting of 439K words has been used in
the training of the LMs. The words in the vocabulary are selected
as those appearing more than 2 times in the text data for training the
LMs. The 1-gram, 2-gram, 3-gram and 4-gram have been trained on
the 4 text sources. As mentioned previously, a set of speech data has
been collected by the 2012 Quaero STT evaluation organizer. This
speech data as well as their manual transcription are available for
system development. We make use of the development text, con-
sisting of 20K words, to evaluate our LMs. The out-of-vocabulary
(OOV) rate, calculated on this development text, equals 1.64%. The
perplexities (PPLs) and the hit rates of the LMs, calculated on the de-
velopment text, are shown in table 2. Interpolated 2-, 3- and 4-gram
LMs are built from the individual n-gram LMs. The interpolation
weights, perplexities and hit rates of these LMs are shown in table
2. The perplexities of the interpolated LMs, calculated on the devel-
opment text, are reduced compared to those of the individual LMs.
These interpolated LMs are used in the STT system.

5. PRONUNCIATION DICTIONARY

In a STT system, the pronunciation dictionary makes a link between
the language and acoustic models. Indeed, state-of-the-art medium

3http://www.rozhlas.sk
4http://www.euranet.eu
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Table 2. Perplexities, hit rates of the 2-, 3-, 4-gram and the inter-
polated LMs, calculated on the 20K-word development text. The
sum of the interpolation weights of the interpolated LMs, which are
mixture LMs of the corresponding n-gram LMs, equals 1.

LM Weight PPL 1-gram 2-gram 3-gram 4-gram
Source #4 0.34 1285 26.31 46.24 21.14 6.31
Source #3 0.32 1401 29.81 46.21 18.90 5.08
Source #2 0.21 1551 32.88 45.38 17.28 4.45
Source #1 0.13 1884 38.25 43.60 14.65 3.50
Int 4-gram - 867 19.07 45.86 25.86 9.20
Int 3-gram - 883 19.07 45.86 35.07 -
Int 2-gram - 1059 19.60 80.40 - -

or large vocabulary STT systems use pronunciation dictionaries as
knowledge sources to transcribe individual words into model struc-
tures [18]. This is especially the case within a hidden Markov model
(HMM) framework where the construction of word HMMs from
phoneme models is straightforward. The transcription from words
to sequences of phonemes makes use of grapheme-to-phoneme (g-
to-p) rules of the language in question. The set of phonemes used
in the pronunciation dictionary would be utilized as seed acoustic
models (CI models).

To create the pronunciation dictionary, rule-based [19] or data-
driven [20] g-to-p approaches can be utilized. Data-driven g-to-p
requires sufficient amount of training data to generalize the pronun-
ciations for all the entries of the dictionary. The rule-based g-to-p
approach requires the analysis of all phonetic phenomena in Slovak
language. In this paper, we use the rule-based g-to-p approach to
create the pronunciation dictionary which contains 439K words (en-
tries). The g-to-p rules for Slovak language could be concerning
vowels (e.g. i, ä), diphthongs (e.g. ia, ie, iu, ô), consonants (e.g. m,
f ) or doubled consonants (e.g. ts, dz). Otherwise, there are particular
rules for voice assimilation, vowel sequence or hard vocal begin and
glottal stop [19]. The rule-based g-to-p for Slovak language is, thus,
context-dependent and consists of a large number of transcription
rules.

We make use of a rule-based g-to-p tool [19], for Slovak lan-
guage, to transcribe the words in the dictionary into their pronun-
ciations. This tool, called g2p-sk5, implements all the Slovak g-
to-p rules mentioned previously (257 rules). Performance of the
phonetic transcription depends on the morphemic and syllabic seg-
mentations [19]. In this tool, these segmentation rules are stored
in the built-in dictionaries of the tool. The tool can generate mul-
tiple pronunciations for a word, resulting in an average of 1.2 pro-
nunciations/word for the 439K words in the dictionary. The pho-
netic transcription is context-dependent [19]. After the automatic
transcription, phonemes’ grouping has been performed, by grouping
phonemes with similar acoustic realizations, in order to reduce the
number of CI acoustic models. Finally, the dictionary consists of 37
phonemes, including 26 consonants and 11 vowels.

6. STT SYSTEM DEVELOPMENT

6.1. Acoustic feature extraction

6.1.1. Cepstral features

The cepstral feature vector consists of 39 PLP-like (perceptual linear
predictive) coefficients [21] derived from a Mel frequency spectrum

5http://packages.debian.org/en/squeeze/g2p-sk

estimated on the telephone bandwidth (0-8kHz), every 10 ms. Cep-
stral mean removal and variance normalization are carried out on
the basis of speech clusters, obtained after automatic speech seg-
mentation and speaker clustering, resulting in a zero mean and unity
variance for each cepstral coefficient. The 39-dimensional acous-
tic feature vector consists of 12 cepstral coefficients and the log
energy, along with the first and second derivative coefficients. A
3-dimensional pitch feature vector (pitch, ∆ and ∆∆ pitch) is ex-
tracted, using the autocorrelation method together with linear inter-
polation [12], and added to the original PLP features, resulting in a
42-dimensional cepstral feature vector (PLP+F0).

6.1.2. MLP features

The MLP features are generated in two steps. The first step is raw
features extraction which constitutes the input layer to a MLP neu-
ral network M. In this work, the TRAP-DCT (TempoRAl Pattern -
Discrete Cosine Transform) [22] is used as raw features. The TRAP-
DCT features are obtained from a 19-band Bark scale spectrogram,
using a 30 ms window and a 10 ms offset. A discrete cosine trans-
form (DCT) is applied to 500-ms window of each band from which
25 first DCT coefficients are retained. The retained DCT coefficients
are then concatenated together. In total, the raw features have, thus,
19× 25 = 475 DCT coefficients. The raw features are then input to
the 4-layer MLP M [11] with the bottle-neck architecture [22]. The
size of the third layer (the bottle-neck) is equal to the desired number
of features (39). In a second step, the raw features are processed by
the MLP M and the features are not taken from the output layer of
the MLP M but from the hidden bottle-neck layer and decorrelated
by a PCA transformation. The MLP feature vector has finally 39 di-
mensions. An illustration of MLP (bottle-neck) feature extraction is
shown in Fig. 1.

Fig. 1. MLP (bottle-neck) features extraction using a 4-layer MLP
neural network. The input features are TRAP-DCT, extracted from
500 ms windows in the subbands of the short-term spectrogram [12,
22]. The bottle-neck features (39-dimensional) are extracted after
using a PCA to decorrelate the outputs of the bottle-neck layer.

An interesting aspect of MLP features extraction is that the MLP
M can be trained on the data that is different from the domain of the
task [23], while still yielding good generalization performance. This
characteristic makes it possible to train the MLP M on full-resourced
languages, for instance English, for using with low-resourced lan-
guages. In this respect, the MLP neural network M is trained on
about 645 hours of English broadcast news (BN) data which is read-
ily available at LIMSI. Part of the training data is broadcast data
available by the Linguistic Data Consortium (LDC)(Hub4 and TDT
corpora [24]). The rest of the data was collected in several projects
(mainly TCSTAR, Quaero) and transcribed by partners in them. The
audio comes from a variety of news sources (ABC, Skynews, BBC
F24 Euronews, ITV1, etc.) and was mostly collected via satellite
with some downloaded from the web. Since the amount of data
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for training the MLP M is very large, an efficient training proce-
dure should be implemented. In our work, a simplified training
scheme, proposed in [13], was applied for the training. Following
this scheme, the training data are randomized and split in three non-
overlapping subsets, used in 6 training epochs with fixed learning
rates. The first three epochs use only 13% of data, the next two
use 26%, the last epoch uses 52% of the data, with the remainder
used for cross-validation to monitor the performance. The Quick-
net6 software was used to train the MLP. The MLP has 138 targets,
corresponding to the individual states for each phone and one state
for the additional pseudo phones (silence, breath, filler-word). The
outputs of the MLP were normalized to range between 0 and 1 using
the softmax function.

6.1.3. Features’ dimension reduction using PCA

The cepstral features (C-dimensional) are augmented with the dis-
criminative features (D-dimensional). The augmented feature vector
y has cumulative dimension (L-dimensional, L = C+D) and could
contain redundant information for speech recognition. We propose
to reduce the dimension of the feature vector y using principal com-
ponent analysis (PCA). To reduce the dimension of the augmented
feature vector y by PCA, a transformation matrix P of L×L dimen-
sions, whose columns are the principal components, is calculated.
The augmented feature vectors y are then linearly transformed to a
lower dimension feature vector ŷ using a matrix P̂ of L × M di-
mensions (M < L), which contains M first principal components,
following the equation:

ŷ = P̂Ty

where T denotes the transpose. The M -dimensional feature vec-
tor ŷ is then used in the training and testing of the speech recogni-
tion system. To calculate the matrix P, disjoint data, which are not
used in train and test, are selected. Augmented feature vectors (L-
dimensional) are extracted from these data and are put adjacently in
a matrix Y. After that, the matrix P is calculated from the data ma-
trix Y by singular value decomposition (SVD) technique [25]. This
matrix is calculated once and is the only matrix using for features
projection.

6.2. Acoustic models training with MLP+PLP+F0 features

The above mentioned acoustic data (see section 3), consisting of
182.5 hours of acoustic data, is divided into two sets S1 and S2, in
respecting of the diffusion time. The first one, S1, consists of 109.5
hours, broadcast in 2011, and the second one, S2, consists of 73
hours of acoustic data, broadcast in 2012. In fact, after partitioning
the data into homogenous segments [26], only 92.5 hours of speech
from S1 and 60 hours of speech from S2 are retained. In this work,
we use speech data from S1 (92.5 hours) for STT system training.
The speech data from S2 (60 hours) are used to calculate the PCA
projection matrix P (see section 6.1.3).

Since no transcription of the acoustic data is available, unsu-
pervised training techniques are applied to train context-dependent
acoustic models. More specifically, the cross-language transfer tech-
nique [8] is applied to create initial CI acoustic models (AMs). The
CI AMs are gender-independent (GI). These CI AMs consist of the
37 phonemes presented in the pronunciation dictionary. These ini-
tial CI AMs are selected from the CI AMs of the already available
STT systems at LIMSI, including Arabic [27], English [28], French

6http://www1.icsi.berkeley.edu/Speech/qn.html

[6] and Russian [29] STT systems. The 37 phonemes and their cor-
responding acoustic sources are shown in table 3. In addition, 3 CI
AMs from other languages, which model silence, breath and filler-
word, have also been involved, resulting in a total of 40 CI AMs.
Indeed, it would be quasi-ideal if the CI AMs could be selectecd
from Czech STT system since Czech is the closest language to Slo-
vak. However, we do not have Czech STT system at LIMSI. Further-
more, we have also noticed that the CI AMs are not very important
for unsupervised training. Therefore, the CI AMs have been selected
from the available STT systems at LIMSI, namely English, French
and Russian STT systems.

Table 3. The 37 phonemes in the dictionary and the corresponding
source phonemes, taken from existent STT systems (Ar: Arabic, En:
English, Fr: French, Ru: Russian). These phonemes are used as the
context-independent (CI) acoustic models.

Phonemes Source phonemes Phonemes Source phonemes
b b (Fr) l l (En)
d d (Fr) L ly (Ru)
g g (Fr) m m (En)
p p (Fr) n n (En)
t t (Fr) N ny (Ru)
k k (Fr) f f (Fr)
c ts (Ru) v v (Fr)
C tS (En) j y (En)
$ z (En) r r (Ru)
D dy (Ru) s s (Fr)
T ty (Ru) z z (Fr)
h h (En) S S (En)
H x (Ar) Z Z (Fr)
A ˆ (En) o c (En)
a a (En) ó o (Fr)
E E (En) ô o (En)
é e (Fr) u U (En)
I I (En) ú u (En)
i i (Fr)

We apply unsupervised acoustic models training [1] to train
context-dependent (CD) AMs, since there are no available transcrip-
tions of the training data. In this respect, these 40 CI and GI AMs
are used in the initial step to decode the speech data for training,
from S1. It should be noted that the CI AMs, taken from existent
STT systems, have been trained with cepstral features (PLP+F0).
The hypotheses obtained from the decoding with the CI AMs are
used as the ground truth for subsequent decoding iterations. The un-
supervised acoustic models training is continued with the following
steps:

i. During the second iteration, context-dependent (CD) and GI
AMs are trained with the hypotheses obtained in the first itera-
tion.

ii. Gender-dependent (GD) and CD AMs are trained during the
third iteration with the hypotheses obtained in the second itera-
tion. GD models are obtained by MAP (maximum a posteriori)
adapting [30] the context-dependent GI models, using male and
female data whose labels are produced after the audio partition-
ing [26].

iii. The MLP+PLP+F0 features, obtained by concatenating the
MLP and PLP+F0 features [10], are used in the fourth it-
eration. This iteration uses the hypotheses produced from
the third iteration with AMs trained with cepstral features
(PLP+F0). Context-dependent, GI and GD acoustic models
with MLP+PLP+F0 features are obtained during this iteration.
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iv. The final MLP+PLP+F0 AMs are trained with the hypotheses
obtained from the decoding of the training speech data (from
S1) using the AMs based on MLP+PLP+F0 features.

In our experiments on the development data, the initial decoding
with context-independent (CI) AMs, using PLP+F0 features, gave a
WER of 90.8%. With PLP+F0 features, the lowest WER has been
obtained with the context-dependent (CD) gender-independent (GI)
AMs. This WER equals 43.25%. The WERs obtained with the CD
AMs, trained with MLP+PLP+F0 features, are reported in section 7.

6.3. Acoustic models training with reduced features

To reduce the dimension of the MLP+PLP+F0 features with PCA
(principal component anaysis), the PCA matrix P (see section 6.1.3)
is calculated and used for features projection. In this respect, disjoint
speech data from S2 (60 hours) are utilized to estimate P. After par-
titioning, there are 3416 speech segments in this set. MLP+PLP+F0
feature vectors are calculated from these speech segments, resulting
in a total of a 15.5M feature vector. Following [15], a limited number
(13.5K) of MLP+PLP+F0 feature vectors are extracted from 15.5M
feature vectors to constitute the data matrix Y (see section 6.1.3)
which is used to calculate the matrix P. The extraction is performed
by randomly selecting 4 MLP+PLP+F0 feature vectors from each
speech segments. This selection ensures that the matrix Y is consti-
tuted by speech data which cover various environmental and speak-
ing conditions.

It has been shown that 50 is the dimension of the reduced
features which gave best performance in speaker verification appli-
cation [15]. In the current study, the 81-dimensional MLP+PLP+F0
feature vectors are projected into the PCA space P to create
50-dimensional (M = 50) feature vectors. We create also 81-
dimensional (M = 81) feature vectors in order to assess the ef-
fectiveness of the decorrelation and the dimension reduction per-
formed by PCA. Feature vectors created with PCA are denoted
as MLP+PLP+F0-PCA features and the specific ones are denoted
as MLP+PLP+F0-PCA50 (M = 50) and MLP+PLP+F0-PCA81
(M = 81) features. Further exhaustive study would be performed
to investigate the impact of the reduced features’ dimension to the
STT system performance. To train the AMs with MLP+PLP+F0-
PCA features, the steps mentioned previously (see section 6.2) are
repeated. The MLP+PLP+F0-PCA features are used instead of the
MLP+PLP+F0 features.

7. EXPERIMENTAL RESULTS

7.1. Word error rate (WER)

The results are reported with the AMs based on MLP+PLP+F0 and
MLP+PLP+F0-PCA features since these are the final models of the
training process. These AMs gave better performance compared to
intermediate AMs. The STT system performance, in term of case-
insensitive word error rate (WER) calculated on the development set
(3.5 hours of speech), are shown in table 4. These results are ob-
tained with one-pass decoding with several steps. The lattices are
rescored using the interpolated 4-gram language model [6]. Silence
models of different sizes are tested. The small silence model is 96-
Gaussian and the bigger one is 1024-Gaussian. Gender-independent
(GI) and gender-dependent (GD) AMs are utilized. It can be ob-
served that:

• Small silence models (96-Gaussian) work better than the big-
ger ones (1024-Gaussian).

• GI AMs work better than the GD AMs.

• STT system using the MLP+PLP+F0-PCA50 features has
a smaller WER compared to the system using the standard
MLP+PLP+F0 features, in each comparable condition.

• STT system using the MLP+PLP+F0-PCA81 features has the
highest WER, amongst three types of features, in all compa-
rable conditions.

STT experiments are performed with another independent set
(4.8 hours) of speech data which was released by the 2012 Quaero
STT systems evaluation organizers. The WERs are shown in table
5. The phenomena, observed on the development set, repeat with
the 2012 Quaero evaluation set. These results show that the reduc-
ing the dimension of the feature vectors from 81 to 50 helps in re-
ducing the WER whereas decorrelating the coefficients of the stan-
dard MLP+PLP+F0 feature vectors, without reducing the dimension,
does not help to reduce the WER.

7.2. Discussion

In the training of gender-dependent (GD) acoustic models (AMs),
labeled male and female data, for adapting the gender-independent
(GI) AMs to the GD AMs, have been obtained from a standard audio
partitioner [26]. The WERs, obtained with the GD AMs, are not as
good as those obtained with the GI AMs. The fact that GD AMs
are not effective, compared to the GI AMs, may be due to the fact
that there is much more male data than female data in our training
data. In this context, the use of MLP+PLP+F0-PCA features helps
in reducing the detrimental effect created by the unbalance of GD
data.

Further, the fact that smaller silence model works better than
larger silence model might be due to the fact that the completely un-
supervised training was not converging well for the silence. Further
analyses on the effect of silence models to the results should be car-
ried out. On another aspect, using the MLP+PLP+F0-PCA features
reduces the recognition time slightly (6% relative in average) while
reducing the CMLLR adaptation time by a factor of 3, compared to
when using the MLP+PLP+F0 features.

8. CONCLUSION

We have reported the development of a speech-to-text (STT) system
for transcribing Slovak broadcast news (BN) and broadcast conver-
sation (BC). Relevant techniques, including cross-language transfer
[8] and unsupervised acoustic models training [1], have been uti-
lized during the system development (for training context-dependent
acoustic models without any manual transcription of the training
data). These techniques, together with the efficient application of
N-gram language modeling and rule-based pronunciation modeling
[19], have made it possible to develop a state-of-the-art STT system
for low-resourced Slovak language. Furthermore, we have proposed
to reduce the dimension of the MLP+PLP+F0 features, using prin-
cipal component analysis (PCA), in order to reduce the redundancy
between the MLP and the PLP+F0 features. This features’ dimen-
sion reduction has made it possible to reduce the WERs as well as
the recognition and adaptation time (with CMLLR transform [17])
of the STT system.
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Table 4. Word error rates (WERs, in %), calculated on the development set (3.5 hours of speech), with MLP+PLP+F0 and MLP+PLP+F0-
PCA features. The GI and GD acoustic models (AMs) were tested with two silence models (96- and 1024-Gaussian).

``````````̀Silence model
Features

MLP+PLP+F0 MLP+PLP+F0-PCA81 MLP+PLP+F0-PCA50

96-Gaussian (GI AMs) 24.53 25.02 24.33
1024-Gaussian (GI AMs) 26.10 26.16 24.90
96-Gaussian (GD AMs) 25.98 26.00 24.64
1024-Gaussian (GD AMs) 28.20 27.70 25.68

Table 5. Word error rates (WERs, in %), calculated on the evaluation set (4.8 hours of speech), with MLP+PLP+F0 and MLP+PLP+F0-PCA
features. The GI and GD acoustic models (AMs) were tested with two silence models (96- and 1024-Gaussian).

``````````̀Silence model
Features

MLP+PLP+F0 MLP+PLP+F0-PCA81 MLP+PLP+F0-PCA50

96-Gaussian (GI AMs) 29.07 29.79 29.00
1024-Gaussian (GI AMs) 31.35 31.45 29.63
96-Gaussian (GD AMs) 30.21 30.61 29.35
1024-Gaussian (GD AMs) 33.03 32.88 30.37
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ABSTRACT 

 
In this paper, we propose a novel language model for 
Russian large vocabulary speech recognition based on 
sequence memoizer modeling technique. Sequence 
memoizer is a long span text dependency model and was 
initially proposed for character language modeling. Here, 
we use it to build word level language model (LM) in ASR. 
We compare its performance with recurrent neural network 
(RNN) LM, which also models long span word 
dependencies. A number of experiments were carried out 
using various amounts of train data and different text data 
arrangements. According to our experimental results, the 
sequence memoizer LM outperforms recurrent neural 
network and standard 3-gram LMs in terms of perplexity, 
while RNN LM achieves better word error rate. The lowest 
word error rate is achieved by combining all three language 
models together using linear interpolation. 
 

Index Terms  sequence memoizer, advanced 
language modeling, inflective languages 
 

1. INTRODUCTION 
 
Although the underlying speech technology is mostly 
language-independent, differences between languages with 
respect to their structure and grammar have substantial 
effect on the automatic speech recognition (ASR) systems 
performance. Research in the ASR area has been 
traditionally focused on several main languages, such as 
English, French, Spanish, Chinese or Japanese, and some 
other languages, especially eastern European languages, 
have received much less attention.  

The Russian language belongs to the Slavic branch of 
the Indo-European group of languages, which are 
characterized by complex mechanism of word-formation 
and flexible word order. Word relations within a sentence 
are marked by inflections and grammatical categories such 
as gender, number, person, case, etc. [1]. Sentence structure 
is not restricted by hard grammatical rules as in the English, 
German or Arabic languages. These two factors greatly 
reduce the predictive power of the conventional n-gram 
language models (LMs). 

Nevertheless, in current Russian large vocabulary 
continuous speech recognition (LVCSR) systems 

conventional n-grams are usually used [2-6]. An improved 
bi-gram model was proposed in [7] where the counts of 
some existing n-grams are increased after syntactic analysis 
of the training data. Long-distance dependencies between 
words are identified and added as new bi-gram counts for 
building 2-gram and 3-gram LMs. This allowed to reduce 
the word error rate of a speech recognition system with 
dictionary of 204K words from 27.5% to 26.9%.  

In conventional n-gram language models, prediction of 
the next word is usually conditioned just on a few preceding 
words, which is clearly insufficient to capture semantics. 
Recently, recurrent neural network (RNN) LM was 
proposed for better predicting sequential data using longer 
context dependency [8].   

RNN LM allows effective processing of arbitrary length 
word sequences, which overcomes the main n-gram 
drawback - dependency on only few consecutive words. In 
[9], performance of this model was compared with many 
other state-of-the-art language models such as structured 
LM, random forest LM and several types of neural network 
LMs for the English language. It significantly outperforms 
all of them both in terms of perplexity and WER. In [10], 
RNN LM was implemented in Russian LVCSR system. 
Using 40M words training corpus, standalone RNN LM 
showed better performance than factored language model 
and baseline 3-gram LM. The best relative WER reduction 
of 7.4% was achieved using interpolation of all 3 models. 

 The Sequence memoizer (SM), proposed in [11], is a 
hierarchical Bayesian model that is able to capture long 
range dependences and power-law characteristics. The next 
word in this model is conditionally dependent on all 
previous words in a given sequence. Here, models are built 

 (space) as word 
-end symbol. Performance 

of the SM language model was evaluated by perplexity 
using APNews dataset, which consists of 14M words and 
has vocabulary size of about 18K words. It showed 
improvement over standard 4-gram, hierarchical Pitman-Yor 
4-gram and conventional neural network LMs. To our 
knowledge,  language model in a 
speech recognition task. 

This paper describes our implementation of the 
sequence memoizer for Russian LVCSR with vocabulary of 
100K words. We investigated the influence of different 
training corpora sizes and text data arrangement on the 
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language model performance. It is compared with the RNN 
LM, which also allows to model unbounded-depth 
sequences. Both language modeling techniques are 
implemented using n-best re-scoring. While SM LM 
achieved the lowest perplexity, best, in terms of WER, was 
the interpolation of the conventional 3-gram LM with both 
the SM and RNN LMs. 
 

 2. SEQUENCE MEMOIZER 
 
Formulation of the sequence memoizer is based on an 
unbounded-depth hierarchical Pitman-Yor process. 
Hierarchical Bayesian language models have succeeded to 
achieve a comparable performance to the state-of-the-art n-
gram LMs smoothed with modified Kneser-Ney (MKN) 
smoothing. A hierarchical Pitman-Yor Process (HPYP) LM, 
initially introduced in [12], is a type of Bayesian language 
model based on the Pitman-Yor (PY) process that has been 
shown to improve the perplexity over the MKN smoothed n-
gram LM.  

In the HPYP LM, given context u consisting of a 
sequence of n previous words, let Gu(w) be a distribution 
over word w having Pitman-Yor process as a prior: 

                    (1) 
where du  is a discount parameter, u is a strength 
parameter, u) is a context of u consisting of (n-1) previous 
words. Since base distribution G u) is unknown either, its 
prior is recursively placed over it in (1) with parameters 
(d u); (u);G u))). This recursion is repeated until we get 

, that is a distribution of the current word given an empty 
context . The prior for this distribution is given following 
form 
                                              (2) 
where the base distribution G0 is assumed to be uniform 
over the vocabulary. 

 Sequence memoizer is essentially an implementation 
of such unbounded-depth HPYP LM, where  [13]. In 
this case, strength parameter u is equal to 0. Then, 
predictive distribution of a word given its previous context u 
takes form 

 

where cu(w) is a count of draws with the context being u of 
word w; cu is a count of context being u; tu(w) is a count of 
draws with the context of word w being u and recursion, 
using u) shorter suffix of the context, G u) was applied; tu 
is a count of draws with the context being u and recursion 
G u) was applied. If context u  the context 
tree, then the longest suffix of u is used, u) or ( u)) and 
so on.  

When building model over very long sequences, large 
number of recursion of form (1) might be required, which 

rises the computational cost a lot. To reduce the size of the 
model all non-branching, non-leaf nodes are integrated out 
leaving a finite number of nodes in a compact context tree. 

Figure 1 shows the graphical model instantiated by the 
sequence of integers 01212. Note that in this SM compact 
context tree, nodes that are not branching nodes and are not 
associated with observed data are already integrated out. For 
instance, in our example  path in non-compact 
tree will take form . In this case, parameters 
in form (1) are changed to . 

Inference in the SM model is performed by recursive 
application of the Chinese restaurant process in the same 
way as for the HPYP LM. In [14], a detailed inference 
scheme of the model discount parameter du and word 
arrangement variables cu(w), cu, tu(w), tu. is described. 

To calculate perplexity for this model, predictive 
distribution of the form (3) is used as probability of a word 
given context P(w|u). 

 
3. EXPERIMENTS 

 
 3.1. Databases and feature extraction 
 Our text corpus contains 41M words with vocabulary size 
of about 100K words. This corpus was assembled from 
recent news articles published by freely available Internet 
sites of several on-line Russian newspapers for the years 
2006-2011. We split our corpus into 40M words train set 
and a test set consisting of 1M words. For experiments with 
different corpus sizes, we separated 10M, 20M and 30M 
words from the full train set and used them as smaller train 
sets. 

Figure 1 Sequence memoizer compact context tree 
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 In our ASR experiments, we used the SPIIRAS [16] 
and GlobalPhone [3] Russian speech databases. Speech data 
are collected in clean acoustic conditions. In total, there are 
28671 utterances pronounced by 165 speakers (86 male and 
79 female) with duration of about 38 hours. Speech test data 
consist of 10% of the GlobalPhone recordings pronounced 
by 5 male and 5 female speakers not used for acoustic 
model (AM) training. 

The speech signal was coded with energy and 12 
MFCCs and their first and second order derivatives. The 
AM consists of 5342 tied states with 16 mixture GMMs as 
output models. Our speech decoder (Julius ver. 4.2 [17]) 
produces 500-best hypothesis list, which we use for re-
scoring by the SM and RNN LMs. 

The SM LMs were built using the java version of the 
Sequence memoizer toolkit [18] and the RNN LMs were 
implemented using the RNNLM toolkit (v.0.3b) [15]. 
 
3.2. Experimental results 
When modeling long span word dependencies across 
sentence boundaries, sequence modeling would strongly 
depend on the sentence order in the training data. In many 
cases text corpus consists of unconnected by meaning 
sentences, because after data pre-processing some sentences 
are eliminated. Thus, we can assume that our initial data are 
shuffled. To find out how performance of the model 
depends on train data order, we built models using shuffled 
and sorted data. Here, we used random shuffling and sorting 
by sentence length in increasing and decreasing order. 

Our sequence memoizer model is built using word as 
atomic unit, unlike previous attempts built using symbols. In 
this case, vocabulary size of the model increases 
significantly from 128 to 100K. Because of the high 

sampling iterations as probably be necessary for more 
efficient parameter estimation. Changing sampling number 
up to the model 
performance, while the computation time increased a lot. 
Thus, we used one sampling iteration for building our SM 
models.  

For RNN LM evaluation we used optimal parameters 
identified in [10], 150 hidden nodes and 1000 classes. We 
used train data sorted in increasing order of sentence length 

in all experiments with RNN, since the performance did
vary significantly depending on train data order. 
 
3.2.1. Test sequence length experiment  
In this experiment, we used small train set of 10M words. 
From the rest of text data, we selected test sets of 1M words 
each so that average sentence length in these sets is 
different. In total, all test sets contain 2.8M words.  

Our baseline 3-gram was trained using 10M word train 
set as it is. RNN LM was trained using same set sorted in 
increasing order of sentence length (RNN-fs).  In order to 
investigate effect of sentence order on the SM LM 
performance, we randomly shuffled the training set 6 times 
(SM-1  SM-6), as well as sorted it in increasing order (SM-
fs) and decreasing order (SM-bs). Perplexity, obtained using 
all test sets is summarized in Table 1. Performance of SM 
varies in very wide range depending on train data order. 
Shuffled models SM-1, SM-5 and sorted in decreasing order 
model SM-bs outperform both 3-gram and RNN LMs over 
all test sets.  For all models, perplexity improves as the 
average sentence length increases.   
 
3.2.2. Performance with increasing size of the train corpus 
In [19] it was reported, that with lots of training data, 
improvements provided by many advanced modeling 
techniques almost disappear.  

To investigate influence of increasing amount of train 
data, we used 4 train sets of 10, 20, 30 and 40 millions of 
words and test set as described in Section 3.1.  We chose 
both models built using sorted data and two SM LMs built 
using shuffled data, which showed better performance in the 
previous experiment;   SM-1 and SM-5. In the same manner, 
we built SM LMs using 20M and 30M train sets. Full size 
models were trained using sorted 40M train data. RNN LMs 

Table 1. Perplexities obtained using test sets with various average sentence length and train set of 10M words  
Average 
length 

Model name 
SM-1 SM-2 SM-3 SM-4 SM-5 SM-6 SM-fs SM-bs RNN-fs 3-gram 

9 495 3273 1307 5073 710 857 779 572 1237 733 
13 420 2208 880 3306 540 642 640 484 938 571 
17 409 1944 793 2883 492 583 617 472 794 518 
21 398 1755 730 2584 458 540 595 458 717 483 
           

all 414 2134 855 3191 526 625 644 479 902 550 

Table 2. Perplexities of models built using various sizes of train 
sets 
Train 
set 
size 

SM-1 SM-5 SM-
fs 

SM-
bs 

RNN-
fs 

3-
gram 

Relative 
improve-
ment, % 

10M 407 480 611 468 780 504 19 
20M 236 267 328 170 422 327 48 
30M 155 160 243 115 323 282 59 
40M - - 205 117 320 257 54 

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

185



were built using each train set separately with same 
parameters identified in Section 3.2.  

 Perplexities obtained using various model sizes are 
summarized in Table 2. In the last column, relative 
improvement in perplexity obtained by SM LM with the 
lowest perplexity over baseline 3-gram is presented. We can 
observe that relative improvement does
increasing size of train data; it keeps on the same level for 
20M, 30M and 40M words train sets. The lowest 
perplexities were obtained by SM-bs model, built with data 
sorted in decreasing order of sentence length, using train 
sets of 20M, 30M and 40M words. 

  
3.2.3. Speech recognition evaluation of interpolated models 
Next, we evaluated speech recognition performance using 
models trained with 40M data set, based on perplexity 
evaluation results in the previous experiment. In Table 3, 
speech recognition performance is presented for SM, RNN 
and 3-gram LMs as well as for their linear interpolations. 
Although SM outperform both 3-gram and RNN in terms of 

perplexity, its standalone speech recognition performance is 
worse than RNN and 3-gram ones. Nevertheless, WER 
relative improvement of 5.3% was achieved using linear 
interpolation of all 3 models. 

 
3.2.4. Random sentence generation from the SM, RNN and 
3-gram LMs 
For testing model ability to generate valid sentences, we 
used SM-bs, RNN-fs and 3-gram models trained using 40M 
train set. Table 4 demonstrates example data generated from 
each LM with their approximate translation, because 
possible to make unambiguous translation of grammatically 
incorrect, meaningless sentences. It is easy to see that 
examples generated by SM LM are grammatically correct 
with appropriate choice of words. Note that RNN LM 
generated very long sentences, failing in splitting word 
sequences into sentences of appropriate length. 
  
3.2.5. Training time comparison for SM and RNN LMs. 
Finally, we compared SM and RNN LMs in terms of 
training time using different size of text data sets. Here, we 
used train data sorted in descending order to train SM. 
Figure 2 shows that SM training time increases almost 
linearly, which is optimistic result for further experiments 
with more data. 

 
Figure 2. Training time of SM and RNN LMs built using 
various train sets 

4. CONCLUSION 
 

As far as we know, this is the first attempt to apply 
sequence memoizer language model for speech recognition 
task. Similar to [11], we observed reduction in perplexity 
using sequence memoizer language model. Nevertheless, it 

LM. Experiments with interpolation with other models show 
negligible improvement, when SM scores are also included. 
Also, our experiment with data generation shows that SM is 
able to capture dependencies within sentence and produce 
grammatically correct and meaningful sentences. More 
work needs to be done to determine whether the SM model 
can be successfully applied to the ASR task. 

Table 3 WERs of standalone and interpolated models 
built using 40M train set 
Model SM-fs SM-bs RNN-fs 3-gram 
SM/RNN/3-gram 38.8 38.7 33.9 34.5 
SM + RNN 33.7 33.7 - - 
SM/RNN + 3-gram 34.5 34.4 32.7 - 
SM + RNN + 3-gram 32.7 32.6 - - 

Table 4. Examples of data generated by models trained 
on 40M train set.  
Model Generated data 

SM 

 (Team of thirty firemen is trying to 
extinguish fire.) 

(One hundred 
eighty thousand rubles were assigned to conduct 
the campaign this year.) 

RNN 

 

 (Do not repeat 
that in Geneva could not keep the past and intends 
to finally his work essay  motorcycles which he 
can happen now ) 

3-gram 

 (Support 
region Russian threat of a new level of 
complexity it goes together.) 

(However others fired joint his 
predecessor we have economic sanctions.) 
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ABSTRACT 

This work presents an approach to recognition of multi-
speaker conversational speech with code-switching between 
Ukrainian and Russian languages. Both inter-sentential and 
intra-sentential code-switching is handled. The approach 
takes into account peculiarities of phonetic systems of the 
closely related Russian and Ukrainian languages. A cross-
lingual LVCSR system is developed. The acoustic model 
and pronunciation lexicon are based on Ukrainian phone set. 
Modeling of pronunciation variation in lexicons helps to 
cope not only with code-switching speech but also with 
accented speech. Results of code-switching speech 
recognition are presented. The approach is suitable 
especially in cases of intra-sentential code-switching where 
language identification is problematic.  

Index Terms  mixed speech, bilingual speech, code-
switching, Ukrainian, Russian 

1. INTRODUCTION 

Code-switching means alternation of different languages 
within or between sentences. In countries where more than 
one language is spoken by a significant number of people 
the code-switching speech is a common phenomenon.  

In Ukraine the majority of population is bilingual. 
Code-switching between Ukrainian and Russian languages 
is a frequent event penetrating the broadcast media, 
meetings, parliamentary debates, court hearings etc. This 
complicates the automatic speech recognition, in particular 
the automatic subtitling and the automatic transcription of 
audio archives.  

The following issues should be accounted for: 
 Ukrainian and Russian are closely related 

languages; 
 Russian language spoken in Ukraine differs from 

Russian language spoken in Russia; 
 code-switching speech is often speech with an 

accent. 
This work is dedicated to the recognition of code-

switching conversational Ukrainian-Russian speech. Inter-
sentential and intra-sentential code-switching is handled. It 
is not known in advance which language is spoken. This  

 
 

situation is typical for recognition of dialogues and 
interviews. 
 

2. RELATED WORK 
 

The problem of code-switching is relevant for Hong 
Kong [1, 2], Singapore [3, 4], Taiwan [5], and India [6, 7]. 
Language pairs are English/Chinese [1-4] and 
English/Hindi [6, 7]. In [5] the code-switching between 
Mandarin and Taiwanese dialects of Chinese is investigated. 

For code-switching speech recognition a multi-pass and 
a single-pass approaches have been proposed. 

The multi-pass approach consists in finding boundaries 
of monolingual fragments in multilingual speech, providing 
language identification (LID) [8], and using an appropriate 
language monolingual system to recognize monolingual 
fragments. This approach is highly dependent on the 
accuracy of finding the boundaries of monolingual 
fragments, and on the accuracy of language identification.  

In case of closely related languages with similar 
phonetics LID becomes difficult. The pair 
Ukrainian/Russian is a great challenge [9]. In case of intra-
sentential Ukrainian/Russian code-switching LID becomes 
very problematic. 

Within a single-pass approach, a bilingual recognition 
system is used with one bilingual acoustic model (AM), one 
bilingual language model (LM) and one bilingual 
pronunciation lexicon. This approach does not imply the 
LID. 

An AM in a single-pass approach may be built by 
training an AM on bilingual data [3, 4, 5]; using one of the 
monolingual AMs [6, 7]; pooling the existing monolingual 
AMs as they are; mixing monolingual AMs by sharing 
phonemes belonging to both languages. 

A bilingual LM for recognizing sentences spoken in 
more than one language may be trained using the pooled 
text data [10]. 

A pronunciation lexicon accounting for accented speech 
may be created by extending a canonical lexicon with 
accented pronunciations [11]. 

The recognition of Russian speech spoken in Russia is 
addressed in [12-17]. The reported results are: 18.3% WER 
for Russian broadcast news [12], 50.7% WER for Russian 
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conversational telephone speech [13], 45.75% WER for 
colloquial, highly emotional and heavily accented speech 
[14]. As far as we know, the recognition of Russian speech 
spoken in Ukraine has not been investigated yet. 

In Ukraine the research aimed at the LVCSR 
recognition of Ukrainian speech began in 2007 on the basis 
of the Ukrainian Parliamentary Speech Corpus [18] and was 
continued on the basis of the Ukrainian Broadcast Speech 
Corpus [19, 20] which contains both read and spontaneous 
speech. The achieved performance is 27% WER. German 
researchers report 11% WER for read Ukrainian speech 
when OOV is 0.53% [21]. 

 
3. PECULIARITIES OF UKRAINIAN AND RUSSIAN 

PHONETICS 
 

Ukrainian and Russian languages are closely related: both 
are members of the East Slavic group, and both of them use 
the Cyrillic alphabet. Ukrainian and Russian phonetics are 
similar. Although Cyrillic notation is more appropriate for 
phoneme sets of these languages, we follow the SAMPA-
like notation [22-24] in this work. 

The main phonetic features of Russian language are 
described in [13, 15-17]. Here we will underline phonetic 
peculiarities of Russian and Ukrainian languages.  

Following the traditional phonology, there are 6 vowels 
and 32 consonants in Ukrainian, while there are 6 vowels 
and 36 consonants in Russian. At the same time in practice, 
namely in speech recognition and speech synthesis, a wider 
range of phonemes is used [13, 21, 25, 26].  

The speech synthesis system for Ukrainian language 
[26] uses 58 phonemes. Stressed and unstressed vowels are 
regarded as different phonemes. Stressed vowels are 
denoted by uppercase letters, while unstressed vowels are 
denoted by lowercase letters.  

All consonants but /j/ are divided into pairs formed by a 
palatalized phoneme and a corresponding non-palatalized 
phoneme.  

In the speech recognition system for the Ukrainian [20] 
54 phonemes are used (12 vowels and 42 consonants). Three 
infrequent palatalized consonants are neglected: /g'/, /dz'/, 
and /dZ'/. 

Differentiating between stressed and unstressed 
phonemes is observed also in Russian speech synthesis [25]. 
As for speech recognition, the number of Russian phonemes 
is still under investigation ranging from 43 to 55 [13, 16].  

The majority of phonemes in the two languages are 
phonetically close and are labeled with the same symbols. 
This concerns half of the vowels. The other vowels sound 
similar but are labeled with different symbols. All symbols 
of Russian consonants are present in the Ukrainian phoneme 
set.  

On the contrary, 6 of Ukrainian consonants used for 
speech recognition are unique. Phonemes /h/, /dz/, /dZ/, /Z'/, 
/ts'/, and /tS/ are absent in Russian.  

Ukrainian voiced pharyngeal fricative /h/ and Russian 
voiced velar plosive /g/ are written by the same letter and 
Russian /g/ is often replaced by Ukrainian /h/ in Russian 
speech in Ukraine. This replacement makes Russian speech 
appear to have a Ukrainian accent. 

The second difference between Ukrainian and Russian 
phonetics lies in number of vowel reduction levels. There 
are two vowel reduction levels in Russian and no vowel 
reduction in Ukrainian. When Ukrainians speak Russian, 
they do reduce unstressed vowels, but not as markedly as 
Russians speaking their mother language. 

The third difference is related to devoicing of 
consonants in some positions present in Russian and absent 
in Ukrainian. In fact, in real speech this devoicing is 
common for both languages.   

As for phonotactics, the main difference concerns the 
frequency of the stressed mid front vowel /E/ in a position 
after a palatalized consonant, e.g. Russian /l' E s/ (forest). 
This vowel in this position is rather rare in Ukrainian but not 
in Russian. 
 

4. PROPOSED APPROACH 
 
The goal of this work is to use mainly the phonetic 
knowledge to build a system capable of recognizing code-
switching Ukrainian-Russian speech without significant 
degradation in performance of monolingual speech 
recognition.  

Unlike the closely related Mandarin/Taiwanese pair [5], 
where the difference exists only in spoken form but not in 
written one, in our case the orthography is mainly different 
in both languages while phonetically Russian and Ukrainian 
are close. Our main hypothesis is that people speaking 
Ukrainian and Russian in Ukraine use the same set of 
phonemes. As the Ukrainian phonetics includes all Russian 
phonemes it is possible to use an AM based only on 
Ukrainian phone set (UKR_AM) to recognize Russian and 
code-switching speech. Further, we assume that based only 
on the main Russian/Ukrainian phonotactic difference it is 
possible to extend the Ukrainian phone set by a single 
Russian stressed vowel /E/ preceded by a palatalized 
consonant. The corresponding 
AM is denoted as UKR+1_AM. As a reference a combined 
phone set consisting of 55 Ukrainian and 50 Russian 
phonemes is investigated (UKR+RUS_AM).  

This phonetically based approach to AM creation 
requires careful development of a bilingual pronunciation 
lexicon. Three variants of the lexicon are created to model 
the pronunciation of Ukrainian and Russian speech as well 
as Ukrainian speech with a Russian accent and vice versa. 

A bilingual LM is trained on a mix of Ukrainian and 
Russian texts to model inter-sentential and intra-sentential 
code switching.  
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5. SPEECH DATA 

 
5.1. Ukrainian Broadcast Speech Corpus  

In our study we used speech data of the Ukrainian Broadcast 
Speech Corpus (AKUEM) [19]. This corpus consists of 
broadcast recordings in Ukrainian and Russian. It represents 
mainly broadcast conversational speech. More than 
4000 speakers are presented. There are 160 speakers who 
speak both Ukrainian and Russian. Speech data were 
transcribed manually. Such events as background noise and 
music, overlapping speech, breathing, laughing, 
cough, hesitations, mispronunciations, self-corrections etc. 
were marked.  Recordings were divided into speech 
segments approximately corresponding to phrases and 
lasting up to 15 seconds. Some quantitative characteristics 
of the corpus are shown in Table 1. 

Table 1. Characteristics of the Ukrainian Broadcast Speech 
Corpus. 

Speech Corpus 
Characteristics 

Ukrainian 
speech 

Russian 
speech 

Speech length (in hours) 116 190 
Total number of word-

forms 
962 504 1 721 606 

Number of unique word-
forms 

69 500 83 500 

Number of speakers 1 723 2 781 

5.2. Test Data  

Test data consisted in speech material from AKUEM 
corpus. 12 bilingual speakers were chosen. They are public 
people, mainly politicians. Test data were selected from 
38 talk-shows. The total duration of test speech was 
4.7 hours (2.4 hours of Ukrainian and 2.3 hours of Russian 
speech). In total, the test set consisted of 18,000 
Ukrainian and 19,000 Russian words. Recordings with 
background noise and speech errors (mispronunciations etc.) 
were not excluded. Hesitations and breath made up 2.1% 
and 3.5% of all test data. 

There were 102 code-switchings between Ukrainian 
and Russian speech in test data, 24 of them were intra-
sentential switchings. Here is an example of intra-sentential 

We'll continue 
this conversation (in Russian) | after a short break (in 
Ukrainian)).  

 
6. UKRAINIAN SPEECH RECOGNITION SYSTEM 

 
The study is based on a LVCSR system for Ukrainian 
language [20] which is capable of recognizing broadcast 

conversational speech. The system is developed using HTK 
toolkit [27].  

The AM is trained on Ukrainian speech from AKUEM 
corpus. In addition to 55 Ukrainian phonemes, special 
models for pause, hesitations, breathing, smacking etc. are 
used. 

LM is a bigram model trained on all texts of AKUEM 
corpus (20 MB) and texts from the Internet (400 MB). 

The pronunciation lexicon contains 116k word-forms. 
On average, one word-form has 1.5 phoneme transcriptions 
reflecting the canonical and the spontaneous pronunciation. 
Frequent word-forms, including numbers and names of 
persons, count up to 10 phoneme transcriptions. Canonical 
transcriptions were generated automatically by grapheme-
to-phoneme rules. Spontaneous transcriptions were 
generated from canonical ones by additional rules 
elaborated on the base of phonetic knowledge and 
recognition experiments. 

Recognition performance of this system on this study 
test set is about of 77% word accuracy for Ukrainian speech 
segments. 

 
7. EXPERIMENTAL SYSTEMS  

 
Two monolingual and three bilingual systems were designed 
based on speech and texts from AKUEM corpus and HTK 
decoder. Bilingual systems differ in acoustic models and 
pronunciation lexicons but share the same language model.  
 
7.1. Phone sets  
 
Three phone sets were used in this work for recognition of 
code-switching speech: 
 only all Ukrainian phonemes (12 vowels and 

43 consonants);  
 all Ukrainian phonemes + Russian / /;  
 all Ukrainian phonemes + all Russian phonemes 

(105 phonemes). 
 
7.2. Grapheme-to-phoneme converters  
 
For creating Russian and Ukrainian lexicons, automatic 
grapheme-to-phoneme (g2p) rule-based converters are 
usually used [13, 15].  

In this study we used one g2p converter for Ukrainian 
language [26] and two different g2p converters for Russian 
language.  

The first g2p converter for Russian is based on g2p 
rules reflecting pronunciation inherent to Russians living in 
Russia [25] (no-accent-style converter). This converter uses 
50 Russian phonemes. 

The second converter (accent-style) for Russian lexicon 
is based on Ukrainian phonemes with determined 
correspondence between Ukrainian and Russian phone sets. 
This converter developed by us for Russian Text-To-Speech 
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synthesis reflects to some extent the pronunciation by 
Ukrainian people while they speak Russian.  

Thus, in no-accent-style converter three levels of vowel 
reduction are taken into account: zero level (no reduction of 
stressed vowels), first level (e.g. first pre-stressed vowel in a 
word) and second level (e.g. second pre-stressed vowel 
counting from right to left). Reduced vowels of the first 
level are denoted by the following symbols: /a/, /o/, /e/, /u/, 
/i/, /y/. Reduced vowels of the second level are denoted by 
/@/ (for reduced vowels preceded by non-palatalized 
consonants) and /$/ (for reduced vowels preceded by 
palatalized consonants). 

In accent-style converter only two levels of reduction 
are incorporated because vowel reduction is not as strong in 
Ukrainian as in Russian. The second difference between two 
converters concerns the phoneme /g/. Accent-style converter 
generates two variants of phoneme transcription for words 
containing this consonant: one variant with a plosive /g/ and 
one with a fricative /h/. Other g2p rules of both converters 
are identical. Table 2 shows examples of phoneme 
transcriptions of Russian word-forms generated by two g2p 
converters.     

 
Table 2. Examples of word-forms and corresponding 
phoneme transcriptions generated by different grapheme-to-
phoneme converters for Russian language. 

 
 
Examples of 
word-forms 

Phoneme 
transcriptions 
generated by 
unaccented 
converter  

Phoneme 
transcriptions 
generated by 
accented 
converter 

 d U m @ j u d U m a j u 
 i s p U g @ n @ j i s p U g a n y j 

  i s p U h a n y j 
 p @ l u tS' A j $ ts 

 
p a l u tS' A j e ts 
a 

7.3. Bilingual pronunciation lexicons  

Three pronunciation lexicons for code-switching speech 
recognition were created based on three phone sets. They 
are named: UKR_LEX, UKR+1_LEX, and 
UKR+RUS_LEX. Ukrainian word-form transcriptions are 
the same in three lexicons. Russian word-forms are 
transcribed differently. Russian phoneme transcriptions are 
generated by:  
 accent-style converter based on Ukrainian phonemes; 
 accent-style converter based on Ukrainian phonemes + 

Russian phoneme / /; 
 no-accent-style converter based on Russian phonemes. 

All phonemes in Russian transcriptions receive prefix 

phonemes.  

Word-forms in which different vowels may be stressed 
have more than one phoneme transcription, e.g. /s t r A n y/ 

countries Y country  
Lexicons contain 4980 word-forms written equally in 

Ukrainian and Russian and 840 word-forms not only written 
our

people  
All lexicons have the same number of word-forms 

(110k), but they differ in number of phoneme transcriptions 
per one word-form. The most compact UKR+RUS_LEX 
contains 1.33 phoneme transcriptions per one word-form 
while UKR_LEX and UKR_LEX+1 contain 
1.35 transcriptions per one word-form. In these two 
lexicons, accented Russian pronunciation is modeled by 
additional phoneme transcriptions. 
 
7.4. Acoustic models  
 
In addition to two monolingual AMs, three bilingual AMs 
were trained corresponding to three phone sets and three 
lexicons: UKR_AM, UKR+1_AM, and UKR+RUS_AM. 

All AMs include 19 extra language-independent 
acoustic models for silence, breath and different types of 
hesitations. 

 
7.5. Language model and ASR decoder  
 
As our focus of interest was acoustic and pronunciation 
modeling, we decided to exclude the influence of language 
model on recognition results. A bilingual bigram LM was 
trained on all texts of AKUEM corpus comprising 
2.7 million word-forms. 

The same HTK decoder was used in all experiments. 
 

8. EXPERIMENTS AND RESULTS 
 

A series of experiments were conducted to evaluate the 
performance of the proposed approach to code-switching 
speech recognition.  

Ukrainian and Russian monolingual systems trained 
only on AKUEM corpus were regarded as base systems 
(BASE_UKR and BASE_RUS). Russian monolingual 
lexicon was created using the no-accent-style grapheme-to-
phoneme converter modeling Russian pronunciation 
peculiar to Russia.   

The following bilingual systems were created for 
experiments: 

 
UKR: UKR_AM, UKR_LEX; 
UKR+1: UKR+1_AM, UKR+1_LEX; 
UKR+RUS:  UKR+RUS_AM, UKR+RUS_LEX. 
 
The results are summarized in Table 3.  
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9. DISCUSSION  
 
The experimental results show that three bilingual system 
configurations are capable of recognizing conversational 
code-switching speech with a word accuracy of 60-65%. 
The bilingual system based only on Ukrainian phonemes 
(UKR) outperforms the bilingual system based on 
combination of all Ukrainian and all Russian phonemes 
(UKR+RUS). This can be explained by our hypothesis that 
speakers living in Ukraine use the same phonemes while 
speaking Ukrainian and Russian. This is reflected in 
pronunciation lexicon UKR_LEX where phoneme 
transcriptions of Russian words are created in accent style. 
On the contrary, UKR+RUS_LEX contains phoneme 
transcriptions created in no-accent style modeling Russian 
pronunciation in Russia. Another reason is a significantly 
larger phoneme inventory of UKR+RUS system. 
 
Table 3. Monolingual and code-switching speech 
recognition results (Acc, %). 

 

Experimental 
Systems  

Ukrainian 
Speech 

(2.4 hours) 
 

Russian 
Speech 

(2.3 hours) 
 

Mixed 
Speech 

(4.7 hours) 
 

BASE_UKR 73.29 - 31.18 
BASE_RUS - 69.71 25.89 

UKR 70.86 60.08 65.36 
UKR+1 71.02 59.64 65.21 

UKR+RUS 66.79 53.79 60.15 
 

 
Comparing the recognition results of different systems 

only on Ukrainian speech segments revealed that the 
performance of bilingual systems based on Ukrainian 
phonemes did not degrade significantly compared to the 
monolingual Ukrainian system. The absolute degradation of 
2-3% can be explained by a very similar, and often identical, 
pronunciation of frequent Ukrainian and Russian words, e.g. 

and you we
Besides, some speakers speak Ukrainian with a Russian 
accent. This leads to a pronunciation with highly reduced 
unstressed vowels, which is peculiar to Russian language. 

politicians European Union
pronounced as /p a l' I t' i k' i/ instead of /p o l' I t y k y/ and  
/j e v r a s a j U s/ instead of /j e v r o s o j U z / can be 
recognized as Rus  

Interestingly, adding one Russian phoneme to 
Ukrainian phone set gives a slight increase in accuracy for 
Ukrainian speech. This may be due to some very frequently 
encountered Ukrainian and Russian words spelled equally 
but differing in pronunciation namely by this phoneme, e.g. 

not e/ in Ukrainian and /n' e
that those  

 

10. FUTURE WORK 
 
The analysis of code-switching speech recognition results 
suggests that they can be improved by post-processing. To 
smooth the recognition results, first a simple text-based 
language identification can be applied and then a bilingual 
dictionary can be used, which contains Ukrainian-Russian 
homophone word-f line

era
dictionary means a simple substitution because, in general, 
the closely related syntactic systems of Ukrainian and 
Russian allow doing so. 

The question remains what g2p converter should be 
used to model Russian language spoken in Russia and how 
large a phone set needs to be in that case.  

We also plan to handle the challenging problem of 
intra-word Ukrainian-Russian code-switching which is 
highly characteristic of Surzhyk dialect. 

 
11. CONCLUSIONS  

 
This paper proposes an approach to recognition of code-
switching speech for closely related Ukrainian and Russian 
languages. The approach allows handling both inter-
sentential and intra-sentential code-switching. Language 
identification which is complicated because of close relation 
and high degree of phonetic interference between languages 
is avoided.  

The approach is based on phonetic similarities between 
Ukrainian and Russian. Bilingual acoustic models and 
lexicons are created considering these similarities.  

The usefulness of the approach was explored by 
comparing the recognition performance of two monolingual 
systems with the performance of three bilingual systems. 

Bilingual AMs and lexicons do not degrade 
significantly the recognition performance on Ukrainian 
speech segments compared to monolingual Ukrainian AM 
and lexicon. Modeling of pronunciation variation in lexicons 
helps to cope not only with code-switching speech but also 
with speech with accent. Borrowing Ukrainian phoneme 
models outperforms putting together the two language-
dependent sets of phoneme models by 5%. 

A multi-speaker conversational code-switching speech 
is recognized with a word accuracy of 65%.  
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Abstract

The NCHLT speech corpus contains wide-band speech from ap-
proximately 200 speakers per language, in each of the eleven
official languages of South Africa. We describe the design and
development processes that were undertaken in order to develop
the corpus, and report on associated materials such as ortho-
graphic transcriptions and pronunciation dictionaries that were
released as part of the corpus. In order to benchmark speech-
recognition performance on the corpus, we have also developed
both phone-recognition and word-recognition systems for all
eleven languages; we find that high accuracies can be achieved
for these speaker-independent but vocabulary-dependent recog-
nition tasks in all languages.

1. Introduction
The creation of speech technology is strongly tied to resource
collection: the statistical models that have come to dominate
modern Automatic Speech Recognition (ASR) and Text-to-
speech (TTS) systems rely on the availability of appropriate re-
sources for the estimation of their parameters. However, in most
non-OECD countries there are not sufficient economic drivers
for the creation of such resources through normal private-sector
mechanisms, and the development of speech technology in the
languages or dialects of those countries depends on public or
philanthropic support for resource creation. In South Africa,
such support was provided by the national Department of Arts
and Culture (DAC), which identified speech technology as an
important tool in the development of the eleven official lan-
guages of the country.

The initial efforts to develop resources and speech-
technology building blocks for the South African languages
were aimed at telephone-based information access. It was
foreseen that small recognition vocabularies (10-100 words)
would be employed for ASR [1]. To support this capability
in all eleven official languages, relatively small orthographi-
cally transcribed corpora were created in the eleven official lan-
guages - approximately 5 to 10 hours of speech from approxi-
mately 200 different speakers in each language. It was shown
that these “Lwazi” corpora are indeed sufficient for small-
vocabulary ASR [2], leading to substantially higher recognition
accuracies than, for example, cross-language transfer by phone
mapping [3].

Since the development of the Lwazi corpora, it has become
clear that many useful applications of ASR, such as voice search
of the internet [4], would require substantially larger recogni-
tion vocabularies. Also, the Lwazi corpora and their prede-
cessors [5] were all telephone-based, and the DAC concluded
that broad-band corpora would be valuable speech resources.
Hence, it was decided that the so-called “NCHLT” (National

Centre for Human Language Technology) corpus would be de-
veloped; this would consist of approximately 50 hours of ortho-
graphically transcribed speech in each of the official languages.
In addition, pronunciation dictionaries would be extended to 15
000 words per dictionary (compared to the 5 000 words found
in the Lwazi dictionaries).

Since a limited budget was available for the project, and
many languages (eleven) had to be processed, a number of cost-
limiting measures had to be developed for data collection, anno-
tation and verification. It is likely that several of these measures
will be useful for other efforts in under-resourced languages;
one of the main aims of the current contribution is therefore to
describe the steps taken and lessons learned in some detail. The
corpus and many of the tools have been released into the public
domain, and our other aim is to provide reference material so as
to encourage others to use the data and tools for other purposes.

In Section 2 below, we provide background information on
the South African social and linguistic environment, and also
summarize related corpus-development efforts. Section 3 de-
scribes the process to design, develop and evaluate the NCHLT
corpus, and the characteristics of the resulting corpus are sum-
marized in Sections 4 and 5.

2. Background
South Africa has eleven official languages, of which nine be-
long to the Southern Bantu (SB) family, the other two being
Germanic languages (see Table 1). Many of these languages are
also spoken in other Southern African countries, or are closely
related to such languages. For example, siSwati, Setswana and
Sesotho are the largest languages in Swaziland, Botswana and
Lesotho, respectively, and Xitsonga is spoken by a large popula-
tion in Mozambique, and related to other significant languages
of that country. As is often the case in the developing world,
a local variant of a colonial language (in this case, English)
tends to be the primary language for commerce and govern-
ment. Although many members of the population have little
or no mastery of English, it often influences speech in the other
languages, either through loan words or through code switch-
ing.

As mentioned in Section 1, there have been two large
publicly-funded efforts to develop speech technology for these
languages, namely the African Speech Technologies project [5]
and the Lwazi project [7]; during these efforts, basic resources
such as phone sets, “default” pronunciation rules and small-
scale text and (telephone-bandwidth) speech corpora were col-
lated. The NCHLT project was intended to expand on these
efforts in order to support the development of practically useful
large-vocabulary speech recognition systems.

In particular, the primary intention of the NCHLT cor-
pus was to support large-vocabulary applications such as voice
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Table 1: The official languages of South Africa, their ISO 639-
3:2007 language codes, estimated number of home language
speakers in South Africa [6] and language family (SB indicates
Southern Bantu).

Language code # million language
speakers family

isiZulu Zul 11.6 SB:Nguni
isiXhosa Xho 8.2 SB:Nguni
Afrikaans Afr 6.9 Germanic
English Eng 4.9 Germanic
Sepedi Nso 4.6 SB:Sotho-Tswana

Setswana Tsn 4.0 SB:Sotho-Tswana
Sesotho Sot 3.8 SB:Sotho-Tswana
Xitsonga Tso 2.3 SB:Tswa-Ronga
siSwati Ssw 1.3 SB:Nguni

Tshivenda Ven 1.2 SB:Venda
isiNdebele Nbl 1.1 SB:Nguni

search of the Internet or the indexing of broadcast content.
Thus, the corpus was designed to contain somewhat carefully
enunciated speech such as that which occurs in the Wall Street
Journal [8], GlobalPhone [9] or Google [10] corpora, rather than
the natural, conversational speech which is found in, for exam-
ple, the Fisher corpus [11].

Until recently, there were very few sizeable speech cor-
pora for under-resourced languages. The pioneering develop-
ment in this field was the abovementioned GlobalPhone cor-
pus, which includes some well-resourced languages such as
German and Japanese, but also covers an increasing number
of under-resourced languages (including the West-African lan-
guage Hausa). Although GlobalPhone contains somewhat less
speech than was planned for NCHLT (approximately 20 hours
of speech and 100 speakers per language), it has several other
characteristics in common with NCHLT: wide-band recordings
(using a close-talking microphone) of read speech are included,
along with lexicons and significant text corpora, which are suit-
able for statistical language modeling.

More recently, speech recognition for under-resourced lan-
guages received a large infusion of interest and support with
the launch of the Babel program [12]. This program supports
the development of ASR and keyword-spotting systems in 26
under-resourced languages in a five-year period, and in each
of these languages an orthographically transcribed corpus con-
taining more than 100 hours of speech is being developed. In
contrast to the corpora above, these recordings were made over
the telephone network and are primarily aimed at conversational
speech (although a relatively small amount of scripted speech is
included for each language).

3. Corpus Development
3.1. Corpus Design

The goal of the NCHLT speech project was to collect a broad-
band corpus of around 50 hours of orthographically transcribed
speech for the eleven official languages of South Africa. This
goal had to be achieved in an under-resourced environment and
within a limited budget.

Results from previous studies seemed to indicate that, for
acoustic modelling purposes, it would be beneficial to target a
limited number of speakers but to obtain a substantial amount of
data per speaker (in the order of 500 prompts per speaker) [7].

The data collection sites were chosen to ensure a balance be-
tween rural and urban varieties of languages, male and female
respondents as well as a reasonable age distribution. Respon-
dents were screened to assess their language ability and fluency.
The screening was performed by a qualified language practi-
tioner whose first language corresponded to the target language
of each recording session.

3.2. Prompt Design

A vast amount of text in electronic format is required for proper
prompt design. Alternatively, text data from the domain of ap-
plication can be used if such a domain is known. When prompts
had to be compiled for the NCHLT project, such resources did
not exist for the majority of the target languages and, with the
exception of English and Afrikaans, none of the languages had
a strong presence on the Internet. English data was therefore
collected first and Wikipedia was used as a source of text to
generate prompts.

For some of the languages a crowdsourcing approach was
used to create prompts. Participants were provided with a num-
ber of topics for which they had to suggest probable search
terms. Although the approach did provide useable prompts for
three languages (isiNdebele, siSwati, Xitsonga), it was not sus-
tainable, mainly due to the cost associated with crowdsourcing
and the verification of prompt quality.

A project to collect text corpora for South Africa’s official
languages was initiated at about the same time as the speech
data collection project. The text data that was collected dur-
ing this project was used to generate prompts for the remaining
languages. A substantial portion of the text was obtained from
the South African government’s website1 because it has con-
tent in all the official languages. As a result, some prompts
contain words and phrases that are not representative of normal
language use or typical search terms.

A greedy algorithm was used to select prompts from these
medium sized text corpora (approximately 800k to 1.5m words
per language) [13]. The corpora were text normalized by lower-
casing all text, removing some punctuation and discarding sen-
tences with foreign graphemes. Prompts were then created by
selecting trigrams or five-grams from the normalized remain-
ing text. Trigrams were used for the two Germanic and the
conjunctively-written languages (Nguni languages) while five-
grams were used for the disjunctively-written languages (Sotho-
Tswana languages and Tshivenda).

An n-gram was selected to be a prompt if:

• The n-gram has not yet been used.

• None of the words in the n-gram have been seen more
than X times (X initialized to 1). If the target number of
prompts cannot be met this way, X may be incremented.

• The number of observations of this n-gram is larger than
Y (with Y language specific.)

• For disjunctive languages, a minimum character count
Z=2 can be specified; this means that any words shorter
than or equal in length to Z are ignored when enforcing
the above mentioned constraints.

The algorithm was thus greedy in the sense that it tried to op-
timize the vocabulary coverage, starting with the most frequent
n-grams.

1http://www.gov.za/
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A representative sample of the prompts generated by the
algorithm for two languages was validated by language practi-
tioners. The linguists were asked to indicate spelling errors as
well as invalid prompts. Fewer than 5% of the utterances were
flagged2 and it was decided to use the same algorithm to gener-
ate prompts for the remaining languages.

3.3. Data Collection

Many of the well-established techniques for collecting speech
data cannot be used in under-resourced environments. More-
over, every attempt at speech data collection seems to come with
its own set of challenges and surprises. In under-resourced con-
ditions, one cannot rely on power or internet connectivity being
available at recording sites. In addition, target speakers of many
under-resourced languages live in remote rural areas, requiring
data collection equipment to be portable.

One approach to data collection that addresses some of
these restrictions is to use smartphones as recording devices [10,
14]. Smartphones offer the opportunity to collect broadband
quality speech data as well as metadata with a mobile device.
A powerful component of the smartphone data collection ap-
proach is the ability to dynamically select a prompt set for each
recording session from previously compiled prompt lists.

Woefzela3 is an open-source tool, developed for the An-
droid Operating System, that was inspired by the emerging
trend of smartphone-based speech data collection and designed
to be used in typical under-resourced environments. Woefzela is
portable and independent of internet connectivity, enables mul-
tiple recording sessions to be made in parallel and provides sup-
port for field workers during data collection [15, 16]. In addi-
tion, it performs a limited number of basic quality checks on the
data while recording. If a recorded prompt does not meet one or
more of the specified criteria, an additional prompt is added to
the recording session. While the aim of this feature was to en-
sure that a target number of good recordings are obtained during
each session, it did sometimes result in extremely long sessions
that exceeded the respondents’ reading endurance.

Data collection occurred in two phases. During the first
phase, data from a number of languages was recorded in paral-
lel. Data from this phase was used almost immediately to start
developing ASR systems. During development it became ap-
parent that, due to a software error, the recorded prompts only
represented a very limited vocabulary as the same prompts were
used for a number of recording sessions instead of a unique set
of prompts being generated for each session. To rectify the situ-
ation a second phase of data collection took place. A number of
speakers participated in both phases of data collection. In total,
almost 800 hours of speech data was recorded during the course
of the NCHLT project.

3.4. Transcription

During data collection, speakers do not produce perfect record-
ings. Various errors – reading errors, hesitations, poor record-
ing conditions – all result in a mismatch between the original
prompt and the recorded audio. When creating a high-reliability
corpus, it is therefore not possible to use the prompts directly

2During transcription validation it became evident that this was not
a reliable indication, and that the project would have benefited from
cross-validating results between different groups of language practition-
ers. The orthography of many of South Africa’s languages have not
been standardized to the extent that it is possible to obtain consistent
orthography by using a spell checker.

3https://code.google.com/p/woefzela/

as transcriptions: usable utterances must first be identified and
transcriptions modified, if required.

Our goal was to define an efficient transcription process
that converts the known prompts and raw audio into a subset
of recordings with trusted transcriptions in as automated a way
as possible. We used two main techniques:

• Eliminating any recordings that do not contain clear ren-
ditions of the prompted text.

• Adding noise markers to the transcriptions of recordings
that contain additional sounds beyond the prompted text.
This allows utterances with small errors (typically hesi-
tations and repetitions) to be included in the corpus.

A confidence scoring technique, referred to as phone-based
dynamic programming (PDP) [17] was used for the first task,
and a specialized garbage model for the second. In essence,
PDP uses dynamic programming to match a phone string ob-
tained from the reference transcription (the original prompt)
against a phone string obtained through unconstrained phone
recognition of the matching audio. Typical recognition errors
are compensated for by adjusting the dynamic programming
cost matrix to fit the specific data set and recognizer, as de-
scribed in [17].

The garbage model consists of a background model (es-
timated on all speech) extended with a silence model, as in-
troduced in [18]. This model allows free transitions from en-
trance to exit state as well as low-cost transitions from and be-
tween the background (global) model and the silence model.
The model is inserted between any two words during alignment,
potentially absorbing large spoken sections and/or silence, but
where appropriate, the model can be skipped completely. For
the NCHLT corpus, garbage modelling is applied first and only
the remaining sections of an utterance are scored using PDP. (In
effect, any insertions or hesitations are marked as spoken noise
and ignored further.) The transcription process is described in
more detail in [19].

3.5. Dictionary development

For each of the languages, a pronunciation dictionary was re-
quired: initially for transcription purposes, later for corpus se-
lection and quality verification and finally, for system develop-
ment and public release. Starting from an initial set of existing
resources ([20, 21, 22]), dictionaries were refined during the
course of the NCHLT project on an ongoing basis [23].

Two sets of dictionaries were created during this project:

• the NCHLT-inlang dictionaries: a set of dictionaries only
containing generic within-language words. Pronuncia-
tions were carefully checked for accuracy.

• the NCHLT-corpus dictionaries: a set of dictionaries
matching all words in the corpus. Spelled words, En-
glish words and spelling errors were semi-automatically
identified and pronunciations for these problematic cat-
egories were semi-automatically created. While more
complete than the NCHLT-inlang dictionaries, these are
also less accurate.

For nine of the NCHLT-inlang dictionaries, the biggest
challenge lay in obtaining reliable word lists. These were de-
veloped through a combination of text corpus frequency counts
and by disqualifying known words from other languages. For
the Southern Bantu languages, a grapheme-to-phoneme (G2P)
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analysis was used to flag and correct problematic words. Nei-
ther English nor Afrikaans has a regular enough spelling system
to rely on G2P analysis, and new dictionaries were created.

The NCHLT-corpus was developed based on the NCHLT-
inlang dictionaries. Unknown words were predicted with G2P
rules trained on the NCHLT-inlang dictionaries. For each En-
glish word, both an in-language and English pronunciation was
generated, and English phones mapped to in-language phones
through a simple scheme. Possible spelled words were identi-
fied using syllable structure (allowed sequences of consonants
and vowels), and treated separately. Detail with regard to the
dictionary development process and various outputs are pro-
vided in [23].

3.6. Corpus selection

Speech corpora may have different quality requirements de-
pending on their application: when used as an ASR corpus,
for example, small errors are well tolerated as soon as a cor-
pus is of reasonable size [24, 18]. On the other hand, detailed
linguistic studies tend to benefit significantly from reliable tran-
scriptions, and when evaluating an ASR or similar system, it is
useful to have a set of transcriptions that can serve as “ground
truth”, again requiring increased reliability. With this in mind,
we aimed to create different versions of the corpora, aimed at
corpus users with different needs.

Three corpora were packaged for public release:
1. NCHLT-baseline

A first set of corpora was constructed to contain an ap-
proximately similar number of unique speakers and ut-
terances per speaker. Where any duplicate speakers were
recorded in both the first and second phase of data collec-
tion (see Section 3.3), only audio from the second (more
diverse) set of prompts were retained. This resulted in a
baseline corpus with a set of speakers as listed in Table 2

2. NCHLT-clean:
Since the transcription process (described in section 3.4)
produces a PDP score for each utterance in the data set,
this provides a convenient mechanism for selecting sub-
sets from the corpus. The number of hours (per lan-
guage) that achieved a specific PDP score is shown in
Fig. 1. (Higher scores are better: a 0 score indicates a
perfect match.) Based on PDP scores, an approximately
56-hour corpus was selected per language, containing
the highest scoring hours per language.

3. NCHLT-raw:
The total set of usable data collected, including repeated
speakers and utterances. Only empty and otherwise un-
usable recordings were discarded.

In addition, PDP scores are included in the transcription
metadata, allowing corpus users to select their own subsets, as
needed. In earlier work [17] it was found that the “trained” (or
ASR-adjusted matrix - see Section 3.4) version of the PDP cost
matrix produced better detection error trade-off (DET) curves
than a flat matrix; and that the “lenient” and “harvest” strategies
produced very similar results. Similar trends were observed
when verifying the final NCHLT corpus [19] and the trained
scores were therefore used for final selection (and inclusion in
the corpus metadata).

3.7. Quality verification

With different corpora selected, the question remained: how ac-
curately did the selection process identify reliable recordings?

Table 2: Summary of baseline corpora (“NCHLT-baseline”);
corpus durations are in hours.

Language Speakers Males Females Duration
Afrikaans 210 107 103 100.6
English 210 100 110 87.0
isiNdebele 148 78 70 101.8
isiXhosa 210 107 103 165.0
isiZulu 210 98 112 157.2
Sepedi 210 100 110 122.6
Sesotho 210 113 97 133.5
Setswana 210 109 101 128.3
Siswati 198 96 102 139.3
Tshivenda 210 84 126 154.8
Xitsonga 200 95 105 142.6

We therefore selected random subsets of data, hand labeled each
recording/transcription pair, and evaluated the automatic labels
against the manual labels.

Given the different possible applications of the corpora we
again did not define a single measure of quality, but rather,
utilized different scoring strategies. Specifically, we used the
strategies as initially proposed in [18] and considered both
word-level effects (whether each transcribed word is correctly
matched in the audio) and utterance-level effects. At word level,
the scoring techniques differentiate between a word that is ab-
solutely correct, more or less correct (“close match”), incorrect,
or missing. Words that are correctly rendered but in some way
non-standard, such as out-of-language words, are identified as a
separate category (“strange words”).

In Table 3 we summarize how the different types of errors
are viewed during scoring: the “strict” scoring strategy only
accepts perfectly matched transcriptions; the “lenient” scoring
strategy is impartial with regard to words that are not as clearly
correct or incorrect; and the “harvest” strategy is the typical one
required when building a corpus for ASR purposes: both exact
and close matches are acceptable; only poor quality audio and
badly pronounced or deleted words should be rejected.

Table 3: Different scoring strategies used during evaluation,
from [18].

strategy accept reject ignore
strict exact match bad audio

strange word wrong word
deleted word
close match

lenient exact match bad audio close match
wrong word strange word
deleted word

harvest exact match bad audio
close match wrong word
strange word deleted word

While per-language DET curves differed somewhat, the
baseline corpus is sufficiently large that – at the thresholds used
when selecting the NCHLT-clean corpus – very high accuracies
are observed. When using the manual labels to score utterances
included in the final clean corpus, an accuracy of approximately
97.3% – 98.5% is obtained when using strict scoring and 99.4%
– 99.7% when using harvest scoring. Additional detail with re-
gard to the evaluation process is provided in [19].
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Figure 1: The duration of the utterances in each language that exceed a given PDP score, as a function of that PDP score, from [19].

4. Corpus Description
To date, only the NCHLT-clean subset of the corpus has been
released. The data is available as a collection of audio files with
associated XML files, for each of the eleven South African lan-
guages. Each language has a training set, as well as eight speak-
ers (four males and four females) who have been assigned to a
test set.

The audio files are distributed as 16-bit Signed Integer PCM
encoded, single channel wav files, with a sample rate of 16kHz.
The corresponding transcription of each audio file, as well as
metadata, is captured in either the training or test set XML file.
The metadata includes the speaker age and gender4, wav file
md5sum, audio file duration and the PDP score that was used
during corpus selection, as described in Section 3.6.

Table 4 gives an overview of the data statistics for the
NCHLT-clean subset of the data.

5. Corpus Analysis
Fairly standard Kaldi [25] and HTK [26] ASR systems were
employed to measure both word and phone accuracy for each
language in the NCHLT-clean corpus. The phone recogni-
tion systems are trained using HTK; the acoustic models are
standard 3-state left-to-right HMMs with GMMs and semi-tied
transforms. Cepstral mean (CMN) and variance (CVN) normal-
ization are applied per speaker. A noise model is also trained
to account for the parts of speech that contain spoken or other
noise ([s]). Phone recognition is then performed using an er-
godic phone loop. The phone recognition accuracies, shown

4Age and gender information was entered by voice donors and has
been found to be erroneous in some instances.

Table 4: Summary of “clean” corpora (NCHLT-clean); corpus
durations are in shown as hh:mm. Stats are shown for all of
the speakers in the clean set, including those used for training,
development and testing. The development and test sets used
in the experiments comprise eight speakers each, with an equal
split between males and females.

Lang Speakers Words Duration
Types Tokens

Afr 210 8640 191023 56:22
Eng 210 8351 222884 56:25
Nbl 148 15283 151276 56:14
Xho 209 29130 136904 56:15
Zul 210 25650 130866 56:14
Nso 210 11196 294081 56:19
Sot 210 10600 273834 56:19
Tsn 210 5610 280853 56:19
Ssw 197 12246 132225 56:14
Ven 208 7728 245510 56.16
Tso 198 6118 236062 56.16

in Table 5, are very high. This is due to the high amount of
word and prompt repetition, both across speakers, but also in
some cases for a particular speaker (similar to the Timit SA sen-
tences).

The Kaldi word recognition systems are trained using a
recipe similar to the Kaldi Babel & WSJ recipes; our best re-
sults (optimized on a held out development set of similar size
to the test set) are achieved with MMI-based discriminatively
trained Subspace Gaussian Mixture Models (SGMMs), using
fMLLR speaker-specific transforms. The features employed are
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standard MFCCs with CMN per speaker. Frames are spliced
together, and LDA is used to reduce the dimensionality of the
features to 40. Results are reported using two types of language
models, both of which are estimated on the training transcrip-
tions: a 3-gram or 4-gram language model using modified KN
discounting and an ergodic word loop. (Both 3-gram and 4-
gram LMs are trained, with the LM with the lowest develop-
ment set perplexity selected.) In both instances, the vocabulary
comprises all words in the training transcriptions. WER’s for
all eleven languages are shown in Table 6. The high accuracy of
the recognizers, even when using an ergodic word loop, is again
not surprising, given the high prompt and word repetitions (this
is further quantified by the low language model perplexities and
out of vocabulary rates).

Table 5: Flat phone recognition results using HTK. Log word
insertion probabilities (Ins. Pen.) were tuned on the develop-
ment set.

Lang #Phns Ins. Phn. Acc
Pen. Dev Tst

Afr 37 -27.5 88.21 87.01
Eng 44 -20.0 81.15 82.29
Nbl 49 -24.0 78.18 76.13
Nso 44 -25.0 85.81 82.69
Sot 39 -29.5 80.81 80.62
Ssw 39 -35.0 84.20 84.22
Tsn 34 -22.0 86.45 87.77
Tso 55 -23.0 87.61 87.17
Ven 39 -34.0 83.72 82.00
Xho 53 -28.5 78.48 79.45
Zul 46 -27.5 81.48 79.57

Table 6: Word recognition results (Kaldi) using (a) a 3- or 4-
gram language model with modified KN smoothing, and (b) an
ergodic word loop. The best 3- or 4-gram modified KN LM
perplexity (excluding 〈/s〉) is reported on the test set; the LM
order and optimal LM weight was optimized on the development
set.

Lang Vocab OOV PPL WERa WERb

% Dev Tst Dev Tst
Afr 8572 0.54 30.83 3.3 3.5 10.1 11.8
Eng 8220 0.97 32.43 4.4 3.1 13.2 12.0
Nbl 14684 6.50 63.13 12.4 15.9 26.9 28.9
Nso 11060 1.46 15.09 3.8 6.7 54.8 58.3
Sot 10429 1.42 10.31 5.9 6.0 55.5 57.8
Ssw 11930 2.15 34.40 8.9 6.4 16.2 14.8
Tsn 5500 0.80 10.66 3.2 4.7 30.0 32.4
Tso 5939 1.04 13.91 5.4 6.2 34.2 33.5
Ven 7584 1.36 20.54 7.0 7.8 43.6 44.8
Xho 27861 11.56 49.51 15.3 20.3 32.4 34.2
Zul 23917 12.25 38.17 26.8 24.1 34.2 33.6

6. Corpus availability
The NCHLT-clean corpus is available online at the South
African Resource Management Agency5 (RMA), and has been
released under a Creative Commons Attribution 3.0 Unported
license. The NCHLT-baseline and NCHLT-raw corpora will be

5http://rma.nwu.ac.za/

released at a later stage.6

7. Conclusion
This paper describes the development of the NCHLT Speech
corpus - a collection of more than 50 hours of elicited, broad-
band speech in each of the eleven official languages of South
Africa. Aspects of corpus development that are addressed in-
clude corpus and prompt design, data collection, transcription,
dictionary development, corpus selection as well as quality ver-
ification. The paper also provides a description of the NCHLT-
clean sub-corpus and phone recognition results obtained for the
predefined train and test sets. The frequent repetition of some
“search term-like” words and prompts in the corpus results in
very high phone accuracies for all the languages. Further evalu-
ation on similar but unrelated speech corpora will be undertaken
in the near future.
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[1] E. Barnard, M. Plauché, and M. Davel, “The Utility of Spoken

dialog systems,” in Proc. IEEE Workshop on SLT. Goa, India:
IEEE, December 2008, pp. 13–16.

[2] C. van Heerden, E. Barnard, and M. Davel, “Basic speech recog-
nition for spoken dialogues,” in Proc. Interspeech, Brighton, UK,
September 2009, pp. 3003–3006.

[3] J. Sherwani, S. Palijo, S. Mirza, T. Ahmed, N. Ali, and R. Rosen-
feld, “Speech vs. Touch-tone: Telephony Interfaces for Informa-
tion Access by Low Literate Users,” in Proc. IEEE Int. Conf. on
ICTD, Doha, Qatar, April 2009, pp. 447–457.

[4] E. Barnard, J. Schalkwyk, C. van Heerden, and P. Moreno, “Voice
Search for Development,” in Proc. Interspeech, Makuhari, Japan,
September 2010, pp. 282–285.

[5] J. C. Roux, P. H. Louw, and T. Niesler, “The African Speech Tech-
nology project: An assessment.” in Proc. LREC, Lisbon, Portugal,
2004, pp. 93–96.

[6] Statistics South Africa, “Census 2011: Census in brief,” De Bruyn
Park Building, 170 Thabo Sehume Street, Pretoria, 0002, Tech.
Rep. 03-01-41, 2012. [Online]. Available: www.statssa.gov.za

[7] E. Barnard, M. Davel, and C. van Heerden, “ASR corpus design
for resource-scarce languages,” in Proc. Interspeech, Brighton,
UK, Sept. 2009, pp. 2847–2850.

[8] D. B. Paul and J. M. Baker, “The design for the Wall Street
Journal-based CSR corpus,” in Proc. Speech and Natural Lan-
guage Workshop. Harriman, NY, USA: Association for Compu-
tational Linguistics, 1992, pp. 357–362.

[9] T. Schultz, “Globalphone: a multilingual speech and text database
developed at Karlsruhe University.” in Proc. Interspeech, Denver,
CO, USA, 2002, pp. 345–348.

[10] T. Hughes, K. Nakajima, L. Ha, P. Moreno, and M. LeBeau,
“Building transcribed speech corpora quickly and cheaply for
many languages,” in Proc. Interspeech, Makuhari, Japan, Septem-
ber 2010, pp. 1914–1917.

[11] C. Cieri, D. Miller, and K. Walker, “The Fisher Corpus: a resource
for the next generations of speech-to-text.” in Proc. LREC, vol. 4,
Lisbon, Portugal, 2004, pp. 69–71.

6For information on the NCHLT-baseline and NCHLT-raw corpora,
as well as free access to all the pronunciation dictionaries and lists, as
used in the experiments reported in Section 5, see https://sites.
google.com/site/nchltspeechcorpus/.

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

199



[12] T. N. Sainath, B. Kingsbury, F. Metze, N. Morgan, and S. Tsaka-
lidis, “An overview of the base period of the babel program,” http:
//http://www.signalprocessingsociety.org/technical-committees/
list/sl-tc/spl-nl/2013-11/BabelBaseOverview/, 2013, [Online;
accessed 8-Feb-2014].

[13] E. Eiselen and M. Puttkammer, “Developing text resources for
ten South African languages,” in Proc. LREC, Reykjavik, Iceland,
2014.

[14] I. Lane, A. Waibel, M. Eck, and K. Rottmann, “Tools for collect-
ing speech corpora via Mechanical-Turk,” in Proc. NAACL HLT,
Los Angeles, CA, USA, 2010, pp. 184–187.

[15] N. J. De Vries, J. Badenhorst, M. H. Davel, E. Barnard, and
A. De Waal, “Woefzela - an open-source platform for ASR data
collection in the developing world,” in Proc. Interspeech, Flo-
rence, Italy, 2011, pp. 3177–3180.

[16] N. J. De Vries, M. H. Davel, J. Badenhorst, W. D. Basson,
F. De Wet, E. Barnard, and A. De Waal, “A smartphone-based
ASR data collection tool for under-resourced languages,” Speech
Communication, vol. 56, pp. 119–131, 2014.

[17] M. H. Davel, C. van Heerden, and E. Barnard, “Validating
Smartphone-Collected Speech Corpora,” in Proc. SLTU, Cape
Town, South Africa, May 2012, pp. 68–75.

[18] M. H. Davel, C. van Heerden, N. Kleynhans, and E. Barnard, “Ef-
ficient harvesting of Internet audio for resource-scarce ASR,” in
Proc. Interspeech, Florence, Italy, August 2011, pp. 3153–3156.

[19] C. van Heerden, M. H. Davel, and E. Barnard, “The semi-
automated creation of stratified speech corpora,” in Proc. PRASA,
Johannesburg, South Africa, December 2013, pp. 115–119.

[20] M. Davel and O. Martirosian, “Pronunciation dictionary devel-
opment in resource-scarce environments,” in Proc. Interspeech,
Brighton, UK, 2009, pp. 2851–2854.

[21] M. H. Davel and F. de Wet, “Verifying pronunciation dictionaries
using conflict analysis,” in Proc. Interspeech, Tokyo, Japan, 2010,
pp. 1898–1901.

[22] L. Loots, M. Davel, E. Barnard, and T. Niesler, “Comparing
manually-developed and data-driven rules for P2P learning,” in
Proc. PRASA, Stellenbosch, South Africa, Nov. 2009, pp. 35–40.

[23] M. H. Davel, W. D. Basson, C. van Heerden, and E. Barnard,
“NCHLT Dictionaries: Project Report,” North-West University,
Tech. Rep., May 2013. [Online]. Available: https://sites.google.
com/site/nchltspeechcorpus/home

[24] L. Lamel, J. Gauvain, and G. Adda, “Lightly supervised and un-
supervised acoustic model training,” Computer Speech and Lan-
guage, vol. 16, pp. 115–129, 2002.

[25] D. Povey, A. Ghoshal, G. Boulianne, L. Burget, O. Glembek,
N. Goel, M. Hannemann, P. Motlicek, Y. Qian, P. Schwarz,
J. Silovsky, G. Stemmer, and K. Vesely, “The Kaldi Speech
Recognition Toolkit,” in Proc. ASRU, Big Island, Hawaii, USA,
December 2011.

[26] S. Young, G. Evermann, M. Gaels, T. Hain, D. Kershaw, X. Liu,
G. Moore, J. Odell, D. Ollason, D. Povey, V. Valtchev, and
P. Woodland, “The HTK book (for HTK version 3.4),” March
2009.

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

200



COMMUNITY-BASED RESOURCE BUILDING AND DATA COLLECTION

Kristiina Jokinen1 and Graham Wilcock2

1Institute of Behavioural Sciences
2Department of Modern Languages

University of Helsinki, Finland
{firstname.lastname}@helsinki.fi

ABSTRACT

The paper describes our work on participatory and
community-based resource collection for the Sami language.
This includes community events where participants wrote
new Sami Wikipedia articles and took part in speech data
collection by reading aloud Sami Wikipedia articles and
discussing freely in group conversations. The aim was to
increase the number of Sami Wikipedia articles and thereby
strengthen Wikipedia as a digital resource for the Sami
language and to collect speech data to be used in developing
Sami speech components. Such components are intended to
be  combined  with  the  Sami  Wikipedia  in  order  to  build  a
spoken interactive knowledge access system.

Index Terms — language resources development,
Wikipedia, Sami language, community-based participatory
data collection

1. INTRODUCTION

The new paradigms in communication technology affect
language communities in various ways. Social media
applications provide novel practices to bring people
together, and people’s information needs are being met from
online collaboratively edited material such as Wikipedia. As
language is a means to provide information, its role in the
new situations is prominent, and it needs to adapt itself to
digital changes. This includes the usual linguistic changes
such as lexicon, morphology and syntax, but has an effect
also on the level of interaction itself. As [8] notes, language
has become “a function that is performed digitally”.

This paper discusses aspects of this development, and
focuses on the data collection activities for the North Sami
language in the DigiSami project. The collection of speech
and  multimodal video data contribute to building Sami
language resources for speech and language technology,
while supporting the planning and writing of new Sami
Wikipedia articles strengthens the digital text resources for
the Sami language. The speech data will be used to support
development of speech technology components that can be
combined with the Sami Wikipedia to build a spoken
interactive knowledge access system.

The paper is structured as follows. Section 2 sets the
starting point for the present study by introducing the
DigiSami project and the WikiTalk application. Section 3
briefly describes the Sami languages, and Section 4 reviews
participatory community-based research methods. Section 5
details the data collection events, participant recruitment,
and the three types of data collected: text, speech, and
multimodal data. Finally, Section 6 provides discussion and
concludes with future directions.

2. UNDER-RESOURCED LANGUAGES AND
LANGUAGE TECHNOLOGY

Under-resourced languages typically do not have advanced
natural language processing tools such as part-of-speech
taggers and syntactic parsers, or sophisticated knowledge
resources such as Wordnets and semantic web ontologies. A
serious consequence of this is that language technology
applications that require such tools and resources cannot
offer much support for these languages. It is desirable to
find  ways  to  start  developing  the  missing  resources  for  as
many languages as possible, and many activities have been
initiated for this (e.g. the LRE Map [1] for sharing language
resources, or making speech corpora freely available for
TTS development [18]). Suggestions for overcoming the
many challenges facing small languages include using the
same technology standards as big languages, using
crowdsourcing and connecting with other small language
communities [17].

It is also important to consider what kinds of language
technology applications can work successfully with minimal
NLP tools or without them. One sophisticated knowledge
resource that does not depend on advanced NLP tools for a
language is Wikipedia (http://www.wikipedia.org/). Many
languages that are under-resourced in language technology
tools  have  their  own Wikipedia.  The  reason for  this  is  that
Wikipedia pages can be written and edited by ordinary
people with no training in NLP, and the underlying software
running Wikipedia is made freely available for all languages
by the Wikimedia Foundation (http://www.wikimedia.org/).
This  means  that  LT  applications  that  use  Wikipedia  as  a
primary resource are potentially able to work successfully
even with languages for which sophisticated NLP tools are
not available.
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2.1. WikiTalk

In earlier research [5, 20] we developed WikiTalk, a speech-
based dialogue interface to Wikipedia, through which the
user can navigate around Wikipedia following links to any
desired topics, and listen to chunks of interesting articles
being read out aloud on demand. One version of WikiTalk
runs on a humanoid robot [2, 6], so that the robot can act as
a talkative conversational companion, able to talk in a very
well-informed manner about more or less any topic, while
following the human partner's changing interests.

WikiTalk is intrinsically multilingual, as it can work
with any language if there is a Wikipedia in the language
and if there are speech components for the language.
Sophisticated NLP tools such as part-of-speech taggers and
syntactic parsers can be used if they are available, but they
are not required because the WikiTalk application can use
the actual sentences of the Wikipedia articles directly.

2.2. The DigiSami Project

The DigiSami project (http://www.helsinki.fi/digisami/)
aims to support digital content generation for the Sami
languages with the help of language technology and it
focuses especially on the Northern Sami language. It is one
of the projects in a joint research framework funded by the
Academy of Finland and the Hungarian Academy of
Science. The goal of the research framework is to increase
the visibility and use of small Finno-Ugric languages in the
digital world, as well as to apply language technology tools
to develop and process digital material.

At the time of writing, the grand total of articles in all
Wikipedias (in all languages) is about 31 million. English
Wikipedia is the biggest with 4.5 million articles. The Sami
Wikipedia (in Northern Sami) was started in 2004 and has
between 7500 and 8000 articles. This places it in the middle
of all Wikipedias in terms of size, being ranked 134th by
number of articles. For comparison, the Finnish Wikipedia
has about 350,000 articles and is ranked 20th.

Sami Wikipedia (http://se.wikipedia.org) contains about
400,000 words in total. The average article length is about
500 characters (as Wikipedias grow, their average article
length tends to grow as well). No statistics are available
about how many articles were created by translating them
from some other Wikipedia.

The extension of applications such as WikiTalk to
include Northern Sami will require the necessary resources
to be developed. In particular, there is a need for more
Wikipedia articles as well as for speech data. To address
these needs, the project organized six community events at
which new Wikipedia articles were written and spoken
language material was collected through video recordings.

3. SAMI LANGUAGE CHARACTERISTICS

Sami is a Finno-Ugric language which is related to Finnish
and other Baltic-Finnic languages. It consists of a family of
nine Sami languages spoken in the Northern Polar Cap

situated in the northern parts of Scandinavia, Finland and
the Kola Peninsula in Russia. The languages are spread
among four countries: Norway, Sweden, Finland and
Russia, and the speakers don’t necessarily understand each
other. A few of the languages have died over the centuries,
e.g.  the  last  speaker  of  the  Akkala  Sami  spoken  in  Russia
died in 2003.

There are around 30,000 to 40,000 speakers of different
Sami languages, most of them in Norway. The languages
are: Southern Sami, Uume Sami, Pite Sami, Lule Sami,
Northern Sami, Inari Sami, Skolt Sami, Kildin Sami and Ter
Sami. Northern Sami is the biggest group with about 20,000
speakers and three main dialects: Torne Sami, Finnmark
Sami and Sea Sami. It is also a lingua franca, probably
because of the number of its speakers. Our project focuses
on Northern Sami, and in this paper, we often use “Sami
language” to refer to Northern Sami.

It must be noted that there are more ethnic Sami people
than there are speakers of the languages. However, digital
information technology has increased interest in the Sami
language, for example Wikitravel (http://wikitravel.org)
offers Sami-English translations for tourist purposes. One of
the important goals of the DigiSami project is to encourage
the Sami people to use their language in digital media, but
also to increase its visibility among the languages of the
world. It is thus important to revitalize the language by
encouraging its use in digital contexts, but also to make it
visible and available for those who are interested in the
language and culture of the Sami people.

Several of the Sami languages have some language
technology tools. For instance, Northern Sami has a text
analyzer, wordlists, and translation tools (more information
at http://giellatekno.uit.no/),  and  there  is  a  Northern  Sami
Wikipedia created under the auspices of the Wikimedia
Foundation. However, as mentioned above, many of the
Sami Wikipedia articles are short compared with the English
or Finnish counterparts, and there are not so many links to
other articles which are crucial for further navigation and
information search among the articles.

4. COMMUNITY-BASED RESOURCE BUILDING

The community effort supported by the DigiSami project to
create and write Wikipedia articles is intended to encourage
people to develop the Northern Sami Wikipedia more. It is
also expected that this kind of community effort will give a
boost to the speakers of other Sami languages and other
under-resourced language communities to develop their own
Wikipedia. Such activity will not only support the
Wikipedia encyclopedia, but can be claimed to reap benefit
also for language learning and language use. In fact, within
the context of multilingual language learning, it has been
pointed out [14] how pedagogical methods emphasizing the
speaker’s own activity and experience provide good results
in children’s language learning. Concerning minority
language learners, it is crucial that there is a possibility to
use the language in situations which the speakers find
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interesting and relevant to their own activities. This helps
them not only to practice with the language, but to act as
agents who invent and adapt language practices in the
multilingual dynamic environment.

The main idea of Wikipedia is that its knowledge is
based on collaborative effort, and the articles can be edited
and developed through time by anyone. The structure and
information can be discussed by the developers, and the edit
history of the pages is visible. It is exactly this kind of
community effort that makes Wikipedia what it is: a
community built encyclopedia which can improve its
contents over time. The recommendations for article writing
guide the articles to be generally accepted by the community
as topics for the encyclopedia, rather than advertise or argue
for a certain viewpoint or blog about oneself. The content of
the articles should also be neutral, impartial, and consensus
oriented, and it should present the multitude of viewpoints.
In particular, the articles should avoid stating that one
viewpoint is true or better than another one, and if the topic
is controversial, the article should bring forward the
opposing and conflicting views, too. The article should also
present minority views, and all viewpoints should be
presented in a positive and sympathetic way.

From the perspective of Sami language and culture
studies, the Wikipedia approach seems attractive. The
principle of creating digital knowledge about human
cultures by the community members themselves accords
with the recent methodological approaches to cultural
studies, which emphasize the change from an outside
observer viewpoint to active participation in knowledge
creation. Such participatory research methods are opposite
to those which aim to avoid appraisal, and they deal with the
questions of research ethics [7, 9].

It  is  known  that  paradigms  affect  our  world  views  and
contain the methodology as well as values. It has often been
pointed out (as discussed in [7, 9]) that the main question in
indigenous culture studies deals with the different
understanding by minority and majority members of what
constitutes knowledge. Aboriginal people have their own
epistemological and ontological views, and it is emphasized
that a scientific paradigm may not only comprise of a theory
or a hypothesis that the theory predicts, but enable theory
building and hypothesis formation through interaction
within the community members. This means that research is
not an individualistic process through which the researcher
observes and evaluates the community as in the colonial and
imperialist traditions, but its starting point is in the
community members and in their knowledge which is
produced in collaboration with the other members. There is
thus a need for new approaches to understand and describe
the scientific paradigm, as well as the power relations in the
society, although it has also been claimed that a common
methodology would be impossible, as the basic ontology is
not the same for all aboriginal people [13].

Sami research is also expected to bring benefits to the
Sami communities or enlighten others about Sáminess [11].

According  to  Koskinen  [9],  the  most  important  aim  of
indigenous studies is advancing the indigenous identity and
self-determination of the indigenous peoples, and she points
out that many Sami researchers openly express that the goal
is nation-building.

In the DigiSami project, the research goal is to study the
effect of digital technology on the Sami language and
culture, and the method is hybrid in that it combines
language and speech technology with participatory activity.
While the data will be analysed using manual annotation
and language technology tools, it is expected that this kind
of computational account, together with the planned
community events, will increase interest in the Sami
language, both as a mother tongue and as a second language,
and contribute to the revitalisation of the Sami language and
characteristics of the Sami culture in the digital era.

5. DATA COLLECTION

The data collection and Wikipedia article development were
organized through community events where participants
were invited to take part in three different tasks. First, the
participants discussed possible Wikipedia topics and wrote
the selected contents down as articles. Second, the events
consisted of audio recording of Wikipedia text reading, and
finally, there was video recording of free conversations. The
tasks contributed to the increase of Wikipedia articles and to
speech data collection on read text and conversational
speech. Below we briefly describe the setup, participants,
and the collected corpora, and refer the reader to [4] for
further details as well as for a preliminary analysis of the
corpus.

5.1. Setup

The community events took place in four villages in
Finland: Enontekiö, Utsjoki, Inari and Ivalo, as well as two
towns in Norway: Kautokeino and Kaarasjoki. The events
were organized at high schools and in community halls and
libraries. The school events were for pupils who participated
in the writing as part of their mother tongue education,
while the other events were meant for those working during
the day. The locations were selected so that the main Sami
speaking areas were represented with different Northern
Sami dialects, and the main Sami central towns were also
represented. The collection concerns only Northern Sami.

The participants were asked to take part in three different
tasks: Wikipedia article planning and writing in the Sami
language, Wikipedia article reading aloud in the Sami
language, and conversation in the Sami language. Data
collections were organized in parallel to Wikipedia writing
sessions. Due to personal information being recorded in
video and speech data, the participants (or their parents if
under-aged) were asked to sign a data usage agreement
where they explicitly allow the data collection and its use
for research purposes in the project.

The length of the whole event was about three hours, and
the general structure of the events was the same. First the
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participants were introduced to the project and the tasks.
The Wikipedia planning and writing took place in groups of
2-3 members, and the video and speech recordings were
parallel to the text writing. The groups came to video
recordings together, whereas the text readings were done
one person at the time. If the participants had questions or
comments at any point during the event, they could ask the
instructors who were ready to help with the writing and
other issues. Also, if the participant wanted to finish, they
could do so by contacting the instructor. All participants
finished their article writing, but with text reading some
participants opted to read only one of the three requested
articles, while some were willing to read extra texts as well.

5.2. Recruiting of participants

Many different means were used to recruit participants for
the events. High schools, colleges, universities, libraries,
museums, etc. were contacted by phone and e-mails. Also
the Sami parliament was contacted, and an advertisement of
the events was published in the local newspaper Enontekiön
Sanomat. The Sami language regional TV-news YLE Sápmi
interviewed the project leader and one of the participating
teachers about the project’s goals, thus giving a positive
push for the forthcoming collection events. Exploiting the
new social media, the project also used Facebook to contact
various Sami Facebook groups as well as private people.
The project was promoted by joining in different Facebook
groups of Sami speaking people, and posting on their wall.

A social media effect was clearly seen in the recruitment
in that the contacted people suggested their friends and
colleagues and other people whom it would be worthwhile
to contact. Many contact people appeared being in contact
via different sources and they received information about
the project from many different sources. Altogether we
contacted about 50 people who then spread the word.

An important role was played by the Northern Sami
teachers at the upper secondary schools in Utsjoki, Ivalo and
Karasjok: it  was possible to agree to have the events at the
school during mother tongue lessons, and organize the data
collection journey around them.

5.3. Text corpora

The goal of the Wikipedia writing sessions was to collect as
many  Wikipedia  articles  as  possible  so  as  to  increase  the
number and quality of the current Wikipedia articles. Each
group could select a topic or topics they wanted to write
about,  but  they  could  also  choose  to  extend  an  existing
article or translate another Wikipedia article into the Sami
language. The articles were to be written according to the
Wikipedia recommendations (see above), and they were
expected to be fairly complete content-wise, written in
North Sami and following the written language conventions.
We anticipated that the final editing and formatting could be
done by the instructors, but in fact, the groups finished with
complete Wikipedia articles. It is good to notice, however,
that Wikipedia articles can be later edited so as to update

and modify the information as is necessary. For instance,
during the short time for the community events, there was
not enough time to find the important references, but these
can be added later on.

The participants could freely discuss with other groups
about their Wikipedia texts and get feedback about them,
and also give feedback and comments on the other’s texts.
The topics of the Wikipedia article related to the Sami
language and culture: traditional food, clothes, houses,
games and pastime, social life and livestock, reindeer
herding, fishing, etc., even one about Tolkien.

The Sami Wikipedia will function as the text corpora for
further language technology applications, and in particular,
will form the basis for a future Sami version of WikiTalk.

5.4. Speech corpora

The read speech audio corpus consists of each participant
reading aloud three Sami Wikipedia articles. The reading
took place in a calm and normal speaking manner, and the
participant could study the articles in advance. The readings
were recorded but not videotaped.

The speech samples are from 28 participants, of which
10 are men and 18 women. Their age range from 16 to 65
years: 17 were 16-21 years old, five 30-44 years old, and six
49-65 years old. All but one of the participants were native
speakers of Northern Sami. One male participant had learnt
Northern Sami as a second language, but he was a fluent
speaker and used Sami daily at work.

5.5. Multimodal corpora

The multimodal corpus includes recordings of eight natural
conversations. Each group took part in one conversation of
about 10-15 minutes long (provided that the participants had
given their consent to be videotaped). The group sat around
a table so that they could see each other well, and their task
was to discuss Wikipedia article writing and issues related
to the Sami language, although they were also encouraged to
discuss whatever topics that would interest them, so as to
support free and natural interaction.

The conversations were videotaped by two Panasonic
HC-X920 video cameras and three GoPro HERO3 cameras
so that each camera pointed at each participant and one
recorded the whole situation. The reading was recorded by
EDIROL R4Pro four channel recording device with AKG
417 L microphones. The conversations were also recorded
by the same device, besides the camera’s own microphone.

In Kautokeino and Inari where the events were organised
in a public community hall,  the number of participants was
limited, and it was difficult to organise a conversation, so it
was decided to collect read speech only.

6. DISCUSSION AND FUTURE WORK

The response rate among ethnic minorities has long been a
problem within socio-cultural studies. Feskens et al. [3]
suggest that to increase the response rates, the researchers
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should focus on enhancing the contact rate and reducing the
number of non-respondents who are unable to produce the
required information. We also found it difficult to get people
interested in participating in the events, even though the
events were meant to be community events which were
beneficial for the whole community. Although our contact
persons were very cooperative and suggested several other
people for us to get in touch with, many of them were not so
eager to participate in the events themselves.

The first contacts were made about three months in
advance, and some contacts continued through till the actual
data collection trip. Despite the several channels of
advertising and contacting people (email, telephone, TV,
newspaper, Facebook), especially close to the time of the
events, the turnout was lower than expected, and it was not
clear if there should have been more personal contacts on
the  very  day  of  the  event  so  as  to  draw  people  in.  In  the
community halls, it was the personal effort by the instructors
and the staff that brought participants in.

While there may be several good reasons for low turn-up
and interest rates, starting from the busy time or unsuitable
event schedule, we discuss two a little more: the person’s
own internal constraints, and the culturally-conditioned
general situation.

It is possible that people may have found the situation to
write Wikipedia articles difficult and intimidating. Although
we did not expect Wikipedia articles to be completed within
the three hour session, and explicitly offered to do the final
editing and formatting ourselves, the idea itself of writing
Northern Sami texts may have appeared haunting: maybe
the people did not feel comfortable in writing an article, nor
confident in spelling their language. Moreover, to do this for
some fancy language technology goal might have sounded
odd or problematic. The options to start with an existing
article and expand its content, or just to discuss about
possible content of an article and let us to write the thoughts
down, may not have come through as suitable alternatives.

Another reason may be related to the history of the Sami
language which was suppressed heavily until very recently.
The Sami culture has, indeed, been studied for more than
300 years [10], but the Sami people have gained their rights,
and the self-value and use of their language only during the
last couple of decades. The issue may thus concern the
ownership of the Sami language and the Sami culture, and
be related to the question of research methodology discussed
in Section 4. Community-based research paradigm, even
though inviting to conduct studies on one’s own language in
collaboration and interaction with the other community
members, may still require initiation from inside: this way
the research could be free from the old imperialistic “avoid
appraisal” approach that has long prevailed in cultural
studies, and become part of the active creation of the culture
and language at the situation itself.

The last point to consider in community-based resource
collection is the focus on Wikipedia itself. One of the most
important guidelines in creating Wikipedia articles is the

requirement of the neutral status of the information in the
articles: the articles should avoid first-hand experiences and
opinions which cannot be referenced. However, when
writing about the indigenous culture and heritage, problems
may be encountered concerning subjectivity and the value
given to personal experience and shared understanding that
emerge from community-based activities. What makes this a
problem for studies is that, although there is also plenty of
written history dating back to the seventeenth century, a lot
of the indigenous Sami culture has been passed on orally
from one generation to the next. To capture these aspects,
other techniques, such as story-telling, can be useful. We are
looking for developing digital solutions, such as described
in [15], to preserve this kind of intangible cultural content in
sharing of experiences. For instance, we can collect
recording of audio narration, videos and interviews that
preserve the traditional practices regarding Sami lifestyle
and personal experiences of marginalization, and they can
be presented using the WikiTalk presentation techniques.
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GENERATION: A CASE STUDY ON OUR GERMAN IT CORPUS
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ABSTRACT

With the globalization more and more words from other lan-
guages come into a language without assimilation to the phonetic
system of the new language. To economically build up lexical re-
sources with automatic or semi-automatic methods, it is important
to detect and treat them separately. Due to the strong increase of
Anglicisms, especially from the IT domain, we developed features
for their automatic detection and collected and annotated a German
IT corpus to evaluate them. Furthermore we applied our methods to
Afrikaans words from the NCHLT corpus and German words from
the news domain. Combining features based on grapheme perplex-
ity, grapheme-to-phoneme confidence, Google hits count as well as
spell-checker dictionary and Wiktionary lookup reaches 75.44% f-
score. Producing pronunciations for the words in our German IT
corpus based on our methods resulted in 1.6% phoneme error rate
to reference pronunciations, while applying exclusively German
grapheme-to-phoneme rules for all words achieved 5.0%.

Index Terms— Foreign entity detection, lexical resources, pro-
nunciation modeling, Anglicisms

1. INTRODUCTION

As English is the prime tongue of international communication, En-
glish terms are widespread in many languages. This is particularly
true for the IT sector but not limited to that domain. For exam-
ple, African and Indian languages [1][2], of which many are still
under-resourced for speech technology, use a lot of borrowed En-
glish words. Anglicisms – i.e. words borrowed from English into
another language (the so called matrix language) – nowadays come
naturally to most people but this mix of languages poses a challenge
to systems dealing with language or speech. With more than 6,900
languages in the world, the biggest challenge today is to rapidly port
speech processing systems to new languages and domains with low
human effort and at reasonable cost. This includes the creation of
qualified pronunciation dictionaries. Automatic speech recognition
(ASR) and speech synthesis systems need correct pronunciations for
these words and names of English origin. However, a grapheme-to-
phoneme (G2P) model of the matrix language, which is usually em-
ployed to rapidly and economically generate pronunciations, does
not often give appropriate pronunciations for these words. Nowa-
days many people are fluent in English and pronounce Anglicisms
according to their original pronunciation. An automatic detection
of Anglicisms enables us to use more adequate English pronuncia-
tion rules to generate pronunciations for them. Adding pronuncia-
tion variants for foreign words to the dictionary can reduce the word
error rate (WER) of ASR systems as shown in [3]. Therefore we
develop new methods to automatically detect Anglicisms from word
lists of different matrix languages and advance existing approaches.
The term matrix language designates the main language of a text
from which we try to distinguish the inclusions of English origin.

Fig. 1. Overview of the Anglicism detection system

We evaluated our features on the two matrix languages German and
Afrikaans. However, our methods can easily be adapted to new ma-
trix languages.

In our scenario we receive single words from texts in the matrix
language as input. As output we produce a classification between the
classes English and native. While some related work relies on infor-
mation about the word context (e. g. part-of-speech), we concentrate
on context-independent features of the examined word itself to clas-
sify it. This flexibility is usefull, as dictionaries are usually based
on lists of most frequent words [4]. Other features which use infor-
mation about the word context can still be integrated in future work.
As shown in Fig. 1, we developed and evaluated a set of different
features to detect English words in word lists:

• Grapheme perplexity
• G2P confidence
• Hunspell spell-checker dictionary lookup
• Wiktionary lookup
• Google hit count

Those features were separately tuned and evaluated before we pro-
ceeded to combine them. For the combination we experimented with
different methods:

• Voting
• Decision Tree
• Support Vector Machine (SVM)

We leverage different sources of expert knowledge and unannotated
training text to create features that are mostly language-independent
and cheap to set up. By developing features based on commonly
available training data like unannotated word lists, spell-checker or
pronunciation dictionaries, we avoid the expensive step of hand-
annotating Anglicisms directly in lots of training data. This also
enables to use available frameworks for the implementation of our
approaches (e.g. the SRI Language Modeling Toolkit [5] for the
Grapheme Perplexity Feature or Phonetisaurus [6] for the G2P Con-
fidence Feature). A more expensive resource which boosts our
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Category
English All English words were tagged as “English”. This comprises all types of words including proper names and also pseudo-Anglicisms.

Words that could be German as well as English (homomorph words) were not tagged as English (e.g. Admiral, Evolution, . . . ).
Neither are loan translations tagged as English. Words that contain an English part (see Hybrid foreign word) were tagged as
English because a monolingual German G2P model cannot generate correct pronunciations for those words.

abbreviation Abbreviations were tagged as “abbreviation”. We did not distinguish between English and German abbreviations as our focus is to
detect whole words with English part. Therefore no abbreviations were tagged as English.

other foreign word Foreign words that are neither German nor English were tagged as “foreign”. As we limit our algorithms to classify exclusively
between the categories English and native (in this case German), these words fall into the native category.

hybrid foreign word Words that contain an English plus a German part were tagged as “hybrid” in addition to “English”. This covers for example
compound words with a German and an English part (e.g. “Schadsoftware”) and grammatically conjugated forms of English
verbs (e.g. “downloaden”).

Table 1. Annotation Guidelines for the German test sets.

G2P Confidence Feature may be a pronunciation dictionary of the
matrix language. For English and many other languages, dictionar-
ies are available. To account for scenarios where a pronunciation
dictionary is not available or of poor quality, we also evaluated our
G2P Confidence Feature in simulated situations with pronunciation
dictionaries containing only a small number of entries.

2. RELATED WORK
Specific treatment of foreign inclusions for the pronunciation dic-
tionary generation improved text-to-speech system performance [7]
and ASR performance. [3] added pronunciation variants for auto-
matically detected foreign words and reduced the WER of a Finnish
ASR system by up to 8.8% relative. [1] reduced the WER of a
Swahili ASR system from 26.9% to 26.5% by adding English pro-
nunciations variants for the almost 9% of the words in their Swahili
dictionary that also appeared in the English CMU dictionary [8].
Moreover, a foreign word detection improves part-of-speech pars-
ing as reported in [9]. A simple approach to detect foreign words
in word lists and generate different pronunciations for them has al-
ready been patented [10]. There have been many approaches based
on grapheme-level methods, mostly based on grapheme n-gram like-
lihoods. [3] focused on the effects of pronunciation variants on ASR
and used a simple grapheme perplexity (PPL) threshold, treating the
30% of words with the highest PPL as foreign word candidates. [11]
and [12] compared syllable probabilities between a Korean and a
foreign model and extracted the foreign word stem. [13] devel-
oped a “Cumulative Frequency Addition” that distinguishes between
a number of different languages. Thereby grapheme n-gram fre-
quencies within each language model (LM) and over all languages
are calculated to classify a word. While [14] worked with word-
based Hidden-Markov-Models (HMMs), [15] switched to character-
level HMMs thereby achieving high error reduction. We compare
grapheme n-gram probabilities after converting them to PPLs for
our Grapheme Perplexity Feature. Another common approach to
foreign word detection is a dictionary lookup. Even if grapheme n-
grams performed better than lexicon lookup, their combination gave
the best results in [16]. [17] used a dictionary lookup to reduce the
number of English word candidates before applying more costly fea-
tures. An innovate method is the comparison of the number of search
engine results found for different languages [17] which we reimple-
mented for our Google Hit Count Feature. [2] interpolated probabil-
ities of grapheme and phoneme LMs for English and Bangla. Their
classification is based on a comparison between those probabilities.
The phoneme sequences are generated with a G2P converter produc-
ing the pronunciations for Bangla and English transliterated words.
Our G2P Confidence Feature uses a similar approach, also basing
its classification on a combination of phoneme- and grapheme-level
information. For our feature we compare probabilities of graphone-

level models. For named entity recognition, often the local context or
specific trigger words are used. Part-of-speech (POS) tags, capital-
ization and punctuation are also common features as shown in [18]
and [19]. The detection performance is usually evaluated in terms
of f-score with equal weight for precision and recall (f0-score) [20].
Results vary for the different methods and setups in related work.
[12] achieve 88.0% f-score detecting foreign transliterations in Ko-
rean. [13] reach 79.9% distinguishing between several language
pairs. Detecting English inclusions in German text, [17]’s experi-
ments are very similar to ours and give comparable results of up to
77.2% f-score.

3. EXPERIMENTAL SETUP

3.1. German IT Corpus

Our German IT corpus Microsoft-de contains about 4.6k word types
crawled from the German website of Microsoft www.microsoft.
de. To reduce the effort of hand-annotating, this word list only con-
tains frequent types that occured more than once in the crawled text.
Before extracting the types for our word list, some normalization
and cleanup was performed on the crawled text. We removed all
HTML tags, sentences containing more than 80% capital letters and
replaced punctuations marks including hyphens with spaces.

3.1.1. Annotation Guidelines

In our German word lists English words and some additional word
categories for further analyses were annotated. Like [17], we base
our annotation on the agreement of the annotators. In case of dis-
agreement we consulted the well-known German dictionary Duden
(www.duden.de) and checked the context in which the word oc-
cured in the text. The annotation of the German word lists follows
the guidelines described in Tab. 1.

3.1.2. Reference Dictionary

We selected 824 sentences, containing 2,276 unique words (types)
from the Microsoft-de corpus. For this vocabulary we created a ref-
erence pronunciation dictionary. The pronunciations for words an-
notated as English were generated with an English G2P model that
was built from the CMU Pronouncing Dictionary (CMUdict) [8].
The pronunciations for non-English words were generated with a
German G2P model which was generated from the German Global-
Phone dictionary (GP-de) [21]. The pronunciations for hybrid En-
glish words were created manually. To avoid ambiguous pronun-
ciations for abbreviations, we only selected sentences that do not
contain any abbreviation. For the whole dictionary we use the Ger-
man phoneme set from GP-de. Pronunciations generated with the
English G2P model were mapped to this German phoneme set based
on the IPA scheme [22].
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Fig. 2. Foreign words in different word lists

3.2. Other Domains and Languages
To compare the detection performance on different domains and
languages, we use two more annotated word lists. The general news
domain word list Spiegel-de contains about 6.6k types from 35 ar-
ticles covering the domain of German political and business news.
The texts were manually taken from the website of the German
news journal Spiegel www.spiegel.de. The texts have not been
crawled automatically to keep the word list clean of advertisements,
user comments and other unwanted content. The punctuation marks
were removed. The NCHLT-af word list contains about 9.4k types
taken from the Afrikaans part of the NCHLT corpus [23], which con-
tains a collection in the eleven official languages of South Africa. In
our Afrikaans test set English, foreign words and abbreviations have
been annotated by [24]. The authors kindly provided this annotated
word list for our experiments.

3.3. Distribution of the Word Categories
Fig. 2 demonstrates the distribution of the word categories in our four
word lists. Especially, in the IT domain we find many foreign words
and abbreviations. Those are more than 21% of the Microsoft-de
word list, where 15% of all words are English. In the general news
domain (Spiegel-de) we find only approximately 4% English words.
About 10% of the English words in our German word lists from each
domain are hybrid words, consisting of German and English parts
(e.g. “Schadsoftware”). The Afrikaans NCHLT corpus contains only
2% English words and 1% abbreviations.

4. EXPERIMENTS AND RESULTS

4.1. Features for Anglicism detection
To detect Anglicisms we advanced existing methods and devel-
oped entirely new features. In addition to the evaluation of new
approaches, an important goal was an inexpensive setup and the
portability to new languages. In contrast to standard supervised
machine learning, our features do not rely on training data that is
annotated specifically for the task of Anglicism detection. The test
sets presented in the previous section are only used for evaluation of
our single features and never for their training. Instead we use com-
mon resources like word lists and pronunciation or spell-checker
dictionaries. Exceptions are only our feature combinations, as de-
scribed in Section 4.2, which are trained in a cross-validation on
the test sets. To avoid supervised training of thresholds, for most
features we base our classification on the difference between results
calculated on an English model and a model of the matrix language.
This also improves the detection performance significantly.

Fig. 3. Classification with the Grapheme Perplexity Feature

4.1.1. Grapheme Perplexity Feature

The grapheme-level detection of foreign words is based on the as-
sumption that common grapheme sequences differ depending on
the language. For example, in our German word list 25.8% of
the words end with “en” but only 1.7% in our English word list.
A grapheme (or character) n-gram is a sequence of n graphemes.
Grapheme-level LMs are trained from lists of training words. These
models are a statistical representation of grapheme n-grams over
all training words. In addition to the graphemes, word boundary
symbols are included to specifically identify the grapheme n-grams
at the beginning and end of words. We used the SRI Language
Modeling Toolkit (Available at http://www.speech.sri.
com/projects/srilm/) [5] to build our models. The detection
based on grapheme n-gram models deals well with conjugations and
small variations of words. Unknown forms of a word can still be
recognized because the overall grapheme sequences stay similar.
Therefore many works in the field of Named Entity Recognition and
Foreign Entity Recognition are based on grapheme n-grams ([15],
[3], [11], [12], [13]).

We experimented with different training word lists and parame-
ters to build grapheme-level LMs. The best detection performance
was achieved using case-insensitive 5-gram models built from lists
of unique training words. To train the grapheme LMs, we used 116k
word types from the CMU Pronouncing Dictionary (CMUdict) [8]
for English and 37k from the German GlobalPhone dictionary [21]
for German. The Afrikaans model was trained with 27k word types
crawled on the Afrikaans news website www.rapport.co.za.
To port this feature to another language, an unannotated word list
from that language is sufficient as long as grapheme sequences of
that language are more likely in this word list than in the English
one. Our approach of using the PPL difference between two models
allows us to have an unsupervised classification based on a direct
comparison of PPLs for an English model and a model of the matrix
language. Furthermore it enables a focus on Anglicisms instead of
a broad recognition of uncommon words. Fig. 3 depicts the steps of
our Grapheme Perplexity Feature:

1. Preparation: Training of grapheme-level LMs from training
word lists for English and the matrix language

2. Calculation of the PPL on the English model and the model
of the matrix language for a word from the test set

3. Comparison of the two PPLs and classification towards the
model whose PPL is lower for the word

The feature uses the difference of the English and matrix language
PPLs. We calculate
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Test set Threshold = 0 Optimal threshold
F-score F-score Threshold

Microsoft-de 67.17% 68.56% 0.5
Spiegel-de 36.00% 45.61% 6.5
NCHLT-af 25.75% 29.87% 2.5

Table 2. Detection performance with different thresholds for the
grapheme perplexity difference

d = pplmatrixlang.(w)− pplEnglish(w)

and classify a word w as English if the difference d is greater than
zero. We generically assume a threshold of zero, which leads to a
simple comparison of which PPL is smaller. This is not an optimal
choice as shown in Tab. 2. We still make this trade-off to refrain
from supervised training of a better threshold. The different optimal
thresholds seem to be related to the portion of Anglicisms in the test
set. Microsoft-de contains almost four times as many Anglicisms as
Spiegel-de. A further normalization by standard score (z-score) over
the PPLs of all words of the test set led to worse results.

4.1.2. G2P Confidence Feature

We use Phonetisaurus [6], an open source weighted finite state trans-
ducer based G2P conversion toolkit, for our experiments. Phoneti-
saurus takes the following steps to predict pronunciations:

1. Alignment of graphemes and phonemes in the training dictio-
nary (creating graphones)

2. Training of a graphone-level LM
3. Prediction of pronunciations for novel words

In the alignment step graphemes are combined with the phonemes
from the corresponding pronunciation. The resulting grapheme-
phoneme clusters are usually named graphones in literature [25].
Then a 7-gram graphone-level LM is trained from all graphone
sequences of the training dictionary. To predict pronunciations,
Phonetisaurus searches the shortest path in the G2P model which
corresponds to the input grapheme sequence. As path costs the gra-
phones’ negative log probabilities are summed up. This value can be
interpreted as a confidence measure: It is used to rank different pro-
nunciation variants. In our experiments, we use this G2P confidence
to measure the “sureness” between a word’s pronunciation variants
generated from different G2P models. To train G2P models, we use
133k word-pronunciation pairs from the CMU Pronouncing Dictio-
nary (CMUdict) [8] for English, 38k from the German GlobalPhone
dictionary (GP-de) [21] for German and the Afrikaans pronuncia-
tion dictionary (dict-af ) created by [26] (42k word-pronunciation
pairs). Our G2P Confidence Feature is conceptually similar to our
Grapheme Perplexity Feature. We only compare scores for a word
at graphone-level instead of grapheme-level. The steps to detect
Anglicisms based on G2P confidence are like in Fig. 3 for the
Grapheme Perplexity Feature, only replacing the grapheme-level
model with a G2P model and PPL with the graphone log probability
(Phonetisaurus G2P confidence):

1. Preparation: Training of G2P (graphone) models from En-
glish and matrix language pronunciation dictionaries

2. Prediction of pronunciation for a word from the test set
3. Comparison of G2P confidence and classification towards the

language for which the confidence is better

Test set Threshold = 0 Optimal threshold
F-score F-score Threshold

Microsoft-de 70.39% 71.40% 1.0
Spiegel-de 40.56% 45.00% 1.0
NCHLT-af 23.94% 40.23% 10.0

Table 3. Detection performance with different thresholds for the
G2P confidence difference

Dictionary size (entries) Microsoft-de Spiegel-de
200 21.76% 14.22%
500 46.96% 16.90%
1k 51.02% 19.04%
5k 60.02% 25.82%

10k 64.26% 31.02%
full dict (37k) 70.39% 40.56%

Table 4. Detection performance (f-score) with different dictionary
sizes for default threshold of zero

As described we use Phonetisaurus for pronunciation prediction
and rely on its confidence measure, the negative log probability of
the graphone sequence. The G2P confidence of the first-best pronun-
ciation for a word is used, while the generated pronunciation itself is
discarded. The feature uses the difference of the G2P confidence for
English and the matrix language. We calculate

d = G2Pconfmatrixlang.(w)− G2PconfEnglish(w)

and classify a word w as English if the difference d is greater
than zero. We generically assume a threshold of zero, which leads to
a simple comparison of which G2P confidence is smaller. Like for
the grapheme PPL difference, this is not an optimal choice as shown
in Tab. 3. Again we make this trade-off to refrain from supervised
training of a better threshold.

For the two German test sets Microsoft-de and Spiegel-de, the
optimal threshold is equally at 1. This value seems to be depend-
ing on the dictionary as we only reach a good detection performance
from much higher thresholds for the Afrikaans test set. To account
for scenarios with low lexical resources in the matrix language, we
also evaluated this feature in simulated situations with pronuncia-
tion dictionaries containing only a small number of entries. Tab. 4
illustrates the detection performance with different amounts of word-
pronunciation pairs to train the G2P model of the matrix language.

4.1.3. Hunspell Lookup Features

Hunspell (hunspell.sourceforge.net) is an open source
spell-checker and morphological analyzer used in software like
OpenOffice. It supports complex compounding and morphological
analysis and stemming. The word forms are recognized based on
rules defined in the spell-checker dictionary of a language. Hun-
spell spell-checker dictionaries are freely available for more than
60 languages, including English, German and Afrikaans. For our
features we used those Hunspell resources: The American English
dictionary (en_US), the “frami” version of the German dictionary
(de_DE-frami) and the Afrikaans dictionary (af_ZA). Our Hun-
spell Lookup Features simply check whether a word is found in
the dictionary of the language. The lookup includes an automatic
check if the word in question can be derived by the morphological or
compound rules in the dictionary. We use two independent features
with this concept:

• English Hunspell Lookup
If the word is found or derived from the English dictionary,
it is classified as English, otherwise as native. This feature is
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Fig. 4. Entry of German Wiktionary containing a paragraph about
the word’s origin (“Herkunft”) and language (“Deutsch” meaning
German)

language independent and can be used without modification
for any matrix language.

• Matrix language Hunspell Lookup
The Matrix Language Hunspell Lookup Feature does a
lookup in the spell-checker dictionary of the matrix language.
In this case a word found or derived from the matrix language
dictionary is classified as native, otherwise as English.

The Matrix Language and the English Hunspell Lookup Feature are
independently evaluated. Their classifications can disagree if a word
is found in both dictionaries or in neither dictionary. We also ex-
perimented with combinations of both features: We only classified a
word as native if it was in the matrix language dictionary, while not
being in the English dictionary. All other words were classified as
English. However, this did not lead to better results.

4.1.4. Wiktionary Lookup

Wiktionary (www.wiktionary.org) is a community-driven on-
line dictionary. Like Wikipedia, the content is written by volun-
teers. Wiktionary is available for over 150 languages but scope and
quality in the different languages vary [27]. While the English and
French Wiktionary each contain more than a million entries, the Ger-
man Wiktionary currently has approximately 355,000 entries and the
Afrikaans Wiktionary less than 16,000. However, the Wiktionary
project is growing rapidly which is an advantage for our approach
because information about recently introduced words is likely to be
added in the future. Wiktionary provides a wide range of informa-
tion. For example, [27] have used Wiktionary to extract pronunci-
ations. For most words, Wiktionary contains a paragraph about the
word’s origin. The Wiktionary edition of one language does not only
contain words from that language. Foreign words including the name
of the source language are also added. The snapshot in Fig. 4 shows
the Anglicism “downloaden” as a German word (“Deutsch” meaning
German) which is originating from English (explained in the section
“Herkunft” meaning origin). To detect Anglicisms, we only use the
information from the matrix language’s Wiktionary version. A word
is classified as English if:

• There is an entry for this word belonging to the matrix lan-
guage and the origin section contains a keyword indicating
English origin.

• There is no entry belonging to the matrix language but an en-
try marked as “English” in the matrix language’s Wiktionary.

Unfortunately, entries of the Wiktionary versions from different lan-
guages do not have a common style and structure. Therefore some
language-dependent fine-tuning is necessary. In the German Wik-
tionary we check for the keywords “englisch”, “engl.”, “Anglizis-
mus” and special Wiktionary markups indicating that the word is

Fig. 5. Classification with the Google Hits Count Feature

English. To avoid false positives for loan translations or ancient com-
mon origins, we exclude words that contain keywords like “Überset-
zung” (translation) and “altenglisch” (Old English) in the origin sec-
tion. The German Wiktionary also contains many conjugations and
word forms that are linked to their principal form. We follow such
links and classify a word based on the Wiktionary entry of its princi-
pal form. The Afrikaans Wiktionary is not as comprehensive. A sec-
tion about word origin is not available. Therefore we can only rely
on the Wiktionary markup indicating that an entry describes an En-
glish word. Words that are not found at all in Wiktionary are treated
as native words in our evaluation. When we combine all features
(see Section 4.2), we give those words a neutral value. To speed up
the procedure and reduce the load on the Wiktionary servers, we used
a Wiktionary dump, which is available to download all content of a
language’s Wiktionary. First we extracted the relevant parts about the
words’ language and origin from the Wiktionary. From this smaller
file the actual Wiktionary Lookup of the words from our test sets can
be done faster. As the German Wiktionary also contains many word
forms, we have almost 75% coverage of all words from our German
test sets. More than half of the annotated Anglicism also have entries
in the German Wiktionary. In contrast, the Afrikaans Wiktionary has
very few entries and we could find only 3.45% of the words from our
test set.

4.1.5. Google Hits Count Feature

Our Google Hits Count Feature is an implementation of the Search
Engine Module developed by [9]. They use the method to detect
English words in a two step approach, first filtering potential En-
glish words with a dictionary lookup. Many search engines offer
the advanced option to exclusively search on websites of a specific
language. Given a correct language identification by the search en-
gine, the assumption is that an English word is more frequently used
in English, while a German or Afrikaans word is more frequently
used in its language [9]. [28] notes that because current informa-
tion is dynamically added, this web-based approach also deals well
with unknown words like recent borrowings that have not yet been
entered into dictionaries. Fig. 5 illustrates the process of the Google
Hits Count Feature:

1. Search of a word from the test set with search results re-
stricted to English

2. Search of a word from the test set with search results re-
stricted to the matrix language

3. Normalization of the number of search results from (1.) and
(2.) with the estimated size of the web in each language

4. Comparison and classification towards the language for
which the normalized number of search results is higher

As there is much more English than German content on the Web –
and for Afrikaans it is just a fraction –, the raw number of search
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Language Estimated size of web Ratio to English
English 3,121,434,523,810
German 184,085,953,431 1 : 17
Afrikaans 6,941,357,100 1 : 450

Table 5. Estimated size of the web in different languages

Fig. 6. Anglicism detection performance of all features

results has to be normalized before comparison. The normalized
number of hits of a word w returned for the search in each language
L is calculated as:

hitsnorm(w,L) =
hitsabsolute(w,L)

web-size(L)

hitsnorm(w, ’English’) and hitsnorm(w, ’matrix language’) are com-
pared to classify the word w depending on which normalized score is
higher. Following [9], we need the estimated size of the web corpus
that is accessible through the search engine in a specific language.
This number, web-size(L), is used to normalize the search hits, as
shown above. The estimation method was developed by [29]:

1. The frequencies of the 20 most common words are calculated
within a large text corpus of the language.

2. The search engine limited to pages of the language is queried
for each of these most common words.

3. The number of search hits for each word is divided by its
frequency in the training text. The resulting number is an
estimate of the total number of search results in that language.

Like [29], we then remove the highest and the lowest estimates as
potential outliers. The average of the rest of the estimates is the final
estimation of the web corpus size in the language. For English and
German we used the most common words and frequencies from [29]
and calculated the web corpus sizes based on new Google hits counts
for these words. For Afrikaans this information was not provided
by [29]. Therefore we calculated the 20 most common words and
their frequencies from the Afrikaans bible. The normalization based
on the bible text resulted in better detection performance than with a
normalization on current news articles from www.rapport.co.
za. Tab. 5 shows our estimations of the total number accessible
search results in each language.

4.1.6. Results

Fig. 6 gives an overview of the Anglicism performance for all fea-
tures. In particular our G2P Confidence Features perform well. The
large performance gap between the two German domains Microsoft-
de and Spiegel-de occurs throughout all our features. This is caused
by the different portions of Anglicisms in the test sets. In the preci-
sion measure, which makes up part of the f-score, the portion of false
positives is weighted much less on Microsoft-de because the features
there detect a higher absolute number of Anglicisms (true positives).

Test set Threshold = 0 Optimal threshold
F-score F-score Threshold

Microsoft-de 75.44% 75.44% 0
Spiegel-de 56.78% 61.54% 1
NCHLT-af 35.33% 51.66% 4

Table 6. Detection performance of Voting with different thresholds

4.2. Combination of Features
For the combination we experimented with Voting, Decision Tree
and Support Vector Machine (SVM) methods.

4.2.1. Voting

To reach a classification based on all features, all Boolean detection
hypotheses of the separate features are summed up in a Voting:

1. Separate classification by all features of a word from test set
2. Calculation of the sum of all separate classification results
3. Final classification by comparing the vote count to a threshold

We consider a feature classifying the word as English with +1 and
a feature classifying the word w as native as −1. An exception is
the Wiktionary Lookup Feature (see Section 4.1.4): Its contribution
in the Voting can also be 0 if the word is not found in the native
Wiktionary. The vote(w) for a word is calculated as:

vote(w) = ClassifiedEnglish(w)− Classifiednative(w)

The final hypothesis of the Voting is based on a threshold T for this
vote. With T > 0 more than half the features need to vote for a word
to be English. The threshold was chosen through a 10-fold cross-
validation on each test set. Tab. 6 compares the optimal thresholds,
which vary for our different test sets. Particularly the detection per-
formance on NCHLT-af is significantly improved if some features
are not included in the vote. For the final method for Afrikaans, we
therefore use a Voting without the Google Hit Counts Feature.

4.2.2. Decision Tree and Support Vector Machine

We also experimented with Support Vector Machines (SVM) with a
linear kernel as a powerful state-of-the-art classification method [30]
and Decision Trees as a common classification method [31]. For
those algorithms we used the default parameters of Matlab and
trained each test set separately in a 10-fold cross-validation. The
information from the single features is given as Boolean input. Like
for the Voting, the input from a feature classifying the word as En-
glish is +1 and from a feature classifying the word as native is −1.
The Wiktionary Lookup Feature can also be 0 if the word is not found
in the native Wiktionary. With Boolean features as input for the de-
cision tree, we discard some information. It may help the Anglicism
detection if the decision tree receives the “confidence” of each fea-
ture’s hypothesis. Therefore we additionally experimented with
continuous feature input. This improves the detection performance
on Microsoft-de but deteriorates it on Spiegel-de. Consequently, we
do not use continuous features in our final combination method.

4.2.3. Results

The performance of the different combination approaches are shown
in Fig. 7. For two out of our three test sets our simple Voting gives the
best overall results – although we only use training data to fine-tune
the vote threshold, whereas Decision Tree and SVM learned more
complex relations from the input features. As we did not spend
much time on fine-tuning the parameters of the SVM some further
improvements may be possible. The improvements compared to the
best single feature are striking, almost doubling the f-score on the
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Fig. 7. F-scores of the feature combinations and relative improve-
ment from the best single feature to the best combination

Fig. 8. Relative f-score change of Voting if one feature is left out

NCHLT-af test set. Especially on the Afrikaans test set, for which
all our single features had poor detection performances, the combi-
nation gives a massive relative improvement of 44.74%. As shown
in Fig. 8, the Wiktionary Lookup provides important additional infor-
mation and supports the detection in feature combinations. On both
German test sets the Wiktionary Lookup Features is an important part
of the Voting. Apart from the German Hunspell Lookup, which gives
a very minor improvement if left out, all features contribute to good
performance of the Voting.

4.3. Challenges: Abbreviations, Hybrid, Other Foreign Words

We have annotated hybrid English words, other foreign words and
abbreviations in our German test sets. The classification of these
words is somewhat ambiguous because they are either both German
and English (hybrid English words) or not clearly any of the two
(abbreviations, other foreign words). In oracle experiments we re-
moved these types of words from the test sets before evaluating the
f-score. The results show the performance of our features only on
the unambiguous test words. Fig. 9 compares the results of our Vot-
ing when one or all of those word categories are removed from the
test set. After manually removing those words, we achieve a rel-
ative improvement of up to 47.70%. The varying contribution of
the different word categories depends on the composition of the test
set. Spiegel-de has – relative to the whole test set – more other for-
eign words and less abbreviations and hybrids. A lot of potential
improvement remains in handling these special word categories. We
did not experiment with this but word stemming and compound split-
ting algorithms seem a good way to deal with hybrid English words.
abbreviations might be filtered using regular expressions or an abso-
lute grapheme PPL threshold.

Fig. 9. Performance of Voting after removing difficult word cate-
gories from the test sets

PER
Automatic Anglicism Detection 1.61%
German G2P Model 4.95%
Mixed Language 80:20 4.97%
Mixed Language 50:50 5.46%
English G2P Model 39.66%

Table 7. Phoneme error rates of different approaches to generate
pronunciations for the German IT corpus

4.4. Pronunciation Dictionary Generation
We produced pronunciations for the 2,276 words in our German
IT corpus based on our Anglicism detection and compared their
phoneme error rate (PER) to reference pronunciations. Then we
compared the resulting quality to the quality of pronunciations
which have been exclusively produced with our German G2P model.
Furthermore we compared it to the quality of pronunciations which
have been generated with mixed language G2P models trained with
different fractions of word-pronunciation pairs from the English
CMUdict and German GP-de dictionary. All pronunciations are
mapped to the German phoneme set of GP-de before training the
G2P model. The Mixed Language 50:50 model was built with all
40k word-pronunciation pairs from GP-de and additional randomly
selected 40k word-pronunciation pairs from CMUdict. The Mixed
Language 80:20 model was built from all 40k word-pronunciation
pairs from GP-de and additional randomly selected 10k word-
pronunciation pairs from CMUdict. This ratio is close to the actual
portion of Anglicism contained in the corpus. Our approach to gen-
erate pronunciations based on automatic Anglicism detection selects
the appropriate G2P model for each word:

• Pronunciations of words detected as English are generated by
the English G2P model based on CMUdict

• Pronunciations of words detected as not English are generated
by the German G2P model based on GP-de

As shown in Tab. 7, our approach to use automatic Anglicism de-
tection produces a far lower PER than generically using a German
G2P model. The PER is reduced from 4.95% to 1.61%. The mixed
language G2P models produce a PER even slightly higher than the
single German G2P model.

5. CONCLUSION AND FUTURE WORK
To detect Anglicisms in text of a matrix language, we developed a
set of features and combined those to further improve the perfor-
mance. For evaluation, we built two German test sets. One from
the IT domain and one from general news articles. We annotated
Anglicisms and special word categories in those test sets to allow
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detailed analyses. Our features are based on grapheme perplexity,
G2P confidence, native Hunspell lookup, English Hunspell lookup,
Wiktionary lookup, and Google hits count. With the G2P Confidence
Feature we developed an approach which incorporates information
from a pronunciation dictionary. This was our most successful sin-
gle feature. The Wiktionary Lookup Feature, leveraging web-derived
information, is also a new approach that especially supported the
performance of feature combinations. None of our single features
rely on text with Anglicisms annotated for training. The features are
instead based on other resources like unannotated word lists or dic-
tionaries and are portable to other languages. The combination of
the diverse set of features boosted detection performance consider-
ably, especially for the test sets on which the separate features did
not bring satisfactory results. A separate handling of the detected
Anglicisms from the matrix language words based on our results en-
hanced our automatic pronunciation dictionary generation process.
To develop this approach to Anglicism detection further, we primar-
ily see two areas for future work: (1) Improvement of how abbre-
viations, hybrid words and other foreign words are handled, and (2)
the development of additional independent features. Moreover the
effect on ASR and TTS systems should be evaluated further.
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ABSTRACT 
 

Statistical language models are utilized in many speech 
processing algorithms, e.g., automatic speech recognition 
(ASR). Such a model is created from a text corpus, but 
many of the text corpora for Romanian are unreliable with 
respect to the use of diacritic marks, i.e., diacritics are either 
partially or completely missing, resulting in low quality 
language models. We present a methodology for restoring 
diacritic marks to an unreliable text corpus, which requires 
no text resources apart from the corpus itself. The proposed 
methodology (i) identifies sections of the input corpus 
which are correct with respect to the use of diacritics, (ii) 
utilizes these sections to train a diacritics restoration system 
(DRS), and (iii) utilizes the DRS to correct the remaining 
sections of the corpus. We compare the DRS trained at (ii) 
with state-of-the-art systems, and observe up to 12% 
improvement with regard to the correctness of diacritic 
restoration. Furthermore, we utilize our methodology to 
create improved language models for the ASR system 
developed by the SpeeD laboratory, and demonstrate a 
decrease of 14% in perplexity and a 20% reduction of the 
out-of-vocabulary rate as a result. 

Index Terms  Diacritics, speech recognition 
 

1. INTRODUCTION 
 

The Romanian language utilizes three diacritic marks, 
and has five characters with diacritics: and . The 
diacritic marks modify the pronunciation of the four base 
characters: a, i, s, and t. Despite the small number of 
diacritic marks, as much as 40% of the words in a Romanian 
text utilize diacritics [1]. Missing diacritics in a text can lead 
to grammatically incorrect words, or ambiguous words for 
which a missing diacritic mark modifies meaning but 
maintains grammatical correctness. A diacritics restoration 
system (DRS) parses an input text and replaces words with 
missing diacritics with their correct versions. When multiple 
grammatically correct replacements are possible, the 
ambiguity is resolved using an n-gram [2] language model, 
which assigns a probability to each replacement candidate 
based on the previous n corrected words. Creating this 
language model is called training the DRS. 

Unfortunately, the Romanian language is a so-called 
under-resourced language, for which there is insufficient 
availability of quality text corpora from reliable sources, and 

for which most resources have to be acquired online [3, 4]. 
Almost all text resources which can be acquired online for 
the Romanian language have unreliable, if any, use of 
diacritics. The unreliability of text resources is problematic 
for statistical systems which utilize n-gram language 
models, including DRS and automatic speech recognition 
(ASR) systems. If a diacritics restoration system (DRS) is 
available, it may be utilized to correct the available text 
resources, therefore increasing ASR quality. However, a 
DRS must itself be trained utilizing reliable text resources, 
which may not be available. Therefore, the research 
question is how to break this circular dependency by 
training a high-performance DRS utilizing an unreliable text 
corpus. 

This paper proposes a methodology whereby an initially 
unreliable text corpus is filtered in order to identify sections 
of the corpus with high likelihood of correctness with regard 
to diacritics use. These sections may be used by themselves 
or in conjunction with reliable (e.g., hand-corrected) 
resources to train a DRS of better quality than can be 
obtained using reliable resources alone. The resulting DRS 
is used to correct the previously filtered-out sections of the 
text corpus, which are subsequently considered reliable. We 
use this enhanced corpus to train an ASR system, and 
demonstrate increases in the quality of the ASR output text. 
The proposed methodology requires no reliable text 
resources, but is able to utilize such resources when 
available.  

The remainder of this paper is structured as follows. 
Section 2 presents previous approaches to diacritics 
restoration in the context of speech processing. Section 3 
presents the methodology for diacritics restoration in detail. 
In Section 4, we present the experimental set-up and results 
of our evaluation of the proposed methodology, while 
Section 5 lists conclusions and avenues for future work. 
 

2. RELATED WORK 
 
Several methods have been proposed for diacritics 
restoration of Romanian language text. A knowledge-based 
method of restoration is utilized in [5] to make decisions in 
ambiguous situations, resulting in 2.25% diacritics word 
error rate (WER) and 0.60% diacritics character error rate 
(ChER). Systems based on sequential filtering using word-
suffix n-grams, for use in speech synthesis, were reported in 
[6] and [7], and demonstrate a best result of 1.4% WER and 
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0.4% ChER. Experiments in [8] utilizing n-gram language 
models and probabilistic maps, trained with a corpus with 
known-good diacritics, resulted in a 1.99% WER and 0.48% 
ChER for a 3-gram probabilistic language model.  

Further work in [9] extends the findings presented in [8] 
with evaluations of diacritics restoration in the context of 
ASR. The authors utilize the restoration system developed 
in [8] to increase ASR quality in one of two ways. The first 
method is to train the ASR with the acquired unreliable text 
corpus, in which case the output text may also have missing 
diacritics, and diacritic restoration is performed on the 
output. Alternatively, diacritic restoration is applied to the 
ASR train corpus, thereby increasing the quality of the train 
corpus and the likelihood that the system will output text 
with correct diacritics. The authors report a total WER at the 
ASR output of 30.5% and 29.7% respectively for the two 
methods, an improvement from the 64.5% WER of the non-
DRS-augmented ASR system.  

It is obvious that diacritics restoration can improve the 
output of ASR, and it has been experimentally proven that 
correcting the LM training corpus provides better results, 
using the same DRS, than diacritics restoration on ASR 
output. We also note that all statistical diacritics restoration 
systems presented in previous work utilize reliable, often 
hand-corrected text corpora for training. We propose that a 
DRS can be trained utilizing unreliable text corpora, while 
maintaining restoration performance. Our method and 
experiments will therefore focus on matching or improving 
the performance of previous work on diacritics restoration 
and automatic speech recognition, utilizing unreliable text 
resources acquired online for training both the diacritics 
restoration language model and the automatic speech 
recognition language model.  

 
3. DIACRITICS RESTORATION METHODOLOGY 

 
The proposed methodology is designed to generate diacritic 
restoration language models from text corpora acquired 
online (e.g., news articles), for use in automatic speech 
recognition. Functionally, the process can be divided into a 
DRS training step, illustrated in Figure 1, and ASR 
enhancement, illustrated in Figure 2. Although the DRS is 
utilized for ASR enhancement in this paper, it can also be 
utilized for general-purpose diacritic restoration in 
Romanian texts. 

 
3.1. DRS Training 
 
Figure 1 presents the processing steps required for DRS 
training. We assume a text corpus has been acquired online 
using a web crawler, and consists of a collection of files, 
whereby each file represents a news article, transcription or 
other form of text. The unreliable raw text corpus is first 
cleaned (not pictured) to ensure the standard diacritic marks 
are used throughout the text. This step is necessary because 
many Romanian texts utilize non-standard diacritic marks, 
which were in use in text editing software over time. 
Following this step, each file in the corpus is processed to 
determine its corresponding ratio Rd, expressed in Equation 
1, where Nd 

Nb is the number of base characters (a, i, s, 
and t). 
 

Rd = Nd / (Nd+Nb)    (1) 
 

Figure 1: DRS Training Methodology 
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We assert that all files with a ratio below a given 
threshold Td either are lacking diacritic marks, or contain 
significant errors, and therefore separate the raw text corpus 
into two corpora. The wDia corpus contains all files with 
ratios above the threshold, and is therefore considered the 
high-quality  corpus, while the nDia corpus is considered 

low-quality and is not used in the DRS training process. The 
wDia corpus is used, by itself or in conjunction with other 
high-quality text corpora (not pictured), for the training of 
the DRS language model, using the ngram tool from the SRI 
Language Modeling Toolkit (http://www-
speech.sri.com/projects/srilm). 

The choice of filtering threshold is essential to the 
performance of the trained DRS, and therefore the 
methodology requires several thresholds to be utilized, 
resulting in several systems for diacritics restoration, of 
which only the best performing is kept. A threshold 
selection strategy must be defined, which may be as simple 
as cycling through a sequence of thresholds. In our 
implementation of this methodology, threshold selection is 
manual, but it may be performed automatically.  

To assess the performance of a DRS, a hand-written, 
high-quality test corpus is used as reference. The diacritics 
are stripped from the test corpus, and restored by the DRS 
under evaluation, using SRI-LM disambig. The initial test 
corpus and the restored test corpus are compared using the 
sclite tool from the NIST Speech Recognition Scoring 
Toolkit (http://www.nist.gov/speech/tools), which reports 
the word error rate and the character error rate. We assert 
that, given a sufficiently large test corpus, diacritic 

restoration performance on the test corpus is representative 
of the real-world performance of the DRS. 

To utilize our proposed methodology, a user must 
provide an unreliable corpus of raw text data, a threshold 
selection strategy which determines which separation 
thresholds will be evaluated, and a small reliable text corpus 
for evaluation of the diacritics restoration system. This 
evaluation corpus may be relatively small compared to the 
unreliable text corpus. 

 
3.2. ASR Enhancement 

 
Figure 2 illustrates the process by which the best DRS 
identified is utilized to enhance the ASR system. Typically, 
only the wDia sub-corpus would be used for ASR training. 
Using the DRS, the diacritics are restored to the nDia 
corpus, resulting in the rDia corpus which is added to wDia 
and an optional reliable corpus to result in the final training 
corpus for ASR use. Because ASR quality is approximately 
proportional to the training corpus size, we expect the 
quality of ASR output to also increase with the addition of 
rDia to the training corpus. To verify this assertion, the ASR 
system is tested on standard recognition tasks, and quality 
metrics are recorded. 

Figure 2: ASR Training Methodology 

Figure 3: Online Corpora Diacritics Characteristics 
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4. EVALUATION 
 

The proposed methodology will be evaluated for diacritics 
restoration performance, but also in conjunction with 
automatic speech recognition, utilizing unreliable text 
resources. 

4.1. DRS Experimental Set-up and Results 

For the purposes of testing the proposed methodology, three 
corpora have been acquired online, using web news outlets 
as source. Table 1 summarizes the characteristics of the 
corpora, with regard to number of text files and total number 
of words. For reference, we included the DRS used in [8], 
and also enhanced it with a known-good corpus, Meetings, 
which is hand-written. These two reference corpora are 
listed as ref and ref-enhanced respectively. The rightmost 
column lists the number of files in the corpus which lack 
diacritic characters completely, and are with high 
probability incorrect with regard to diacritics use.  

Figure 3 presents two histograms of the Realitatea and 
Libertatea corpora, to illustrate how the corpus files are 
distributed with regards to Rd. As expected, Rd follows a 
normal distribution, but with both corpora containing an 
abnormally large number of files towards Rd=0. This is 
caused by files in both corpora which are only partially 
written using diacritics. As can be seen, the effect is more 
pronounced for the Libertatea corpus than for the Realitatea 

corpus. The Antena3 corpus (not pictured) exhibits this 
characteristic much less than the other online corpora. For 
reference, the Meetings corpus scores no lower than 15% on 
the same Rd metric. 

For DRS evaluation, we utilize the test corpus 
MeetingsTest, consisting of 4 million words. We utilize each 
of the two reference corpora, TC0 and TC1 as described in 
Table 2, to train a DRS. We also apply our proposed DRS 
generation methodology (pictured in Figure 1) to each of the 
three online corpora, varying Td in 1% increments, from 0 to 
30%. For each generated DRS, we measure WER and 
ChER. The proposed methodology is applied to a total of 
seven corpora, TC2 to TC8 as described in Table 2, by 
combining the available text resources in multiple ways. 

 

Table 1: Corpora Characteristics 

Corpus 
Name 

# of 
files 

# of 
words 

# of files w/o 
any diacritics 

Ref 1  15M 0 
Ref-enhanced 6K 55M 0 

Antena3 137K 27M 6K 
Realitatea 367K 68M 54K 
Libertatea 325K 72M 153K 

 

Table 2: DRS Training Corpora 

Evaluation Corpus  Components 
TC0 Ref 
TC1 Ref-enhanced 
TC2 Antena3 
TC3 Libertatea 
TC4 Realitatea 
TC5 TC1, TC2 
TC6 TC1, TC3 
TC7 TC1, TC4 
TC8 TC1, TC2, TC3, TC4 

 
Figure 4 illustrates the observed variation in WER for the 

various train corpora when Td is increased. TC3 is the 
largest of the news corpora, but also contains the largest 
number of files with no diacritics. Consequently, its WER 
for threshold Td = 0 is high, at 13%. TC2 and TC4 also 
exhibit a slightly higher WER at threshold Td = 0. For all 
three corpora, minimum WER is achieved in the 8% to 12% 
range. Larger diacritics separation thresholds induce an 
increase in WER due to the decrease in the size of the wDia 
corpus. TC2, which is the smallest of the three corpora, 
exhibits the most pronounced increase in WER. The WER 
performance of TC5-TC8 varies less with the separation 
threshold, because these corpora are constructed by 
combining unreliable text resources with TC1 (a high-
quality corpus), ensuring at least a moderate performance 
will be achieved irrespective of the size and quality of wDia. 

Figure 4: DRS Performance 
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Table 3 presents a comparison of WER and ChER for 
TC1-TC8, listing for TC5-TC8 only the best DRS obtained 
through our proposed methodology, and the diacritics 
separation threshold found to perform best. TC1 provides a 
marked improvement over TC0, the reference DRS from [8]. 
TC2 performs best when the diacritics separation threshold 
is at 11%, but does not improve over TC1. The restoration 
systems developed using our proposed methodology and 
only unreliable online resources perform 17% to 30% better 
than previous work, but worse when compared to the DRS 
trained with TC1, which is a large hand-written training 
corpus.  

For TC5 to TC8, which use both online and hand-written 
resources, restoration performance is very good. Most 
notably, the DRS generated using our methodology with 
TC8 as training corpus is able to achieve a 54% 
improvement over [8], and 12% improvement over the DRS 
trained with the reliable corpus TC1. 

Table 3: DRS Performance 

DRS 
Train 

Corpus 

Best Td 
(%) 

wDia Size 
(106 words) 

WER 
(%) 

ChER 
(%) 

TC0 - - 1.13 0.256 
TC1 - - 0.59 0.133 
TC2 11 25.9 0.94 0.211 
TC3 13 37.0 0.92 0.207 
TC4 12 61.4 0.79 0.177 
TC5 10 80.9 0.55 0.124 
TC6 13 91.7 0.56 0.126 
TC7 11 117.3 0.53 0.120 
TC8 12 179.5 0.52 0.116 

Table 4: ASR Language Models 

ASR 
Language 

Model 

ASR Train 
Corpus 

DRS Train 
Corpus 

LM0 TC2+TC3+TC4 - 
LM1 TC2+TC3+TC4 TC1 

LM2 TC2+TC3+TC4 
(our methodology) 

TC2+TC3+TC4 
 (our methodology) 

LM3 [9] TC0 
LM4 [9]+Meetings TC1 

LM5 [9]+TC8 
(our methodology) 

TC8 
(our methodology) 

Table 5: ASR Output Quality 

ASR Language 
Model Perplexity OOV Rate 

(%) 
LM0 154.9 2.49 
LM1 150.6 2.44 
LM2 148.2 2.31 
LM3 176.9 3.13 
LM4 151.2 2.95 
LM5 129.0 2.35 

4.2. ASR Experimental Set-up and Results 
 
In order to measure the effect of the DRS on ASR output 

performance, six ASR language models are constructed, and 
presented in Table 4. LM0-LM2 utilize as train corpus a 
combination of all news corpora acquired online. For LM0, 
no diacritics restoration is performed. This language model 
is designed to evaluate the usage of raw unreliable text for 
ASR training. 

LM1 makes use of a DRS constructed from TC1, a 
reliable text corpus, and is designed to evaluate the 

ethodology of using a large reliable corpus to 
train a DRS to correct unreliable online text before ASR 
training. LM2 makes use of a DRS constructed with our 
methodology, from unreliable online text resources, and is 
designed to illustrate the case where no reliable resources 
exist (as is also the case with LM0). For LM2, our 
methodology is employed to generate a DRS and restore 
diacritics to the ASR train corpus. Because the training 
corpus is identical, and only diacritics restoration differs, 
LM0-LM2 are directly comparable. 

In addition, we analyze three more language models, 
LM3-LM5, which are intended to provide a comparison to 
previous work and more realistic use-case scenarios for our 
methodology. LM3 is built from the training corpus 
presented in [9], which was corrected with the DRS 
presented in [8]. This language model will serve as a 
performance benchmark.  

LM4 is constructed from the ASR training corpus from 
[9], to which we added the Meetings corpus. For diacritics 
restoration, we utilize a DRS trained with TC1, the largest 
reliable text corpus available. LM4 will serve as an indicator 
of what performance can be achieved by updating previous 
work with reliable text which has become available since [8] 
and [9] were published.  

Finally, LM5 is trained utilizing our methodology and all 
text resources currently available, including the reliable 
resources from previous work, the Meetings corpus, and the 
unreliable news text (Antena3, Realitatea and Libertatea 
corpora) acquired online. LM5 serves as an indicator of the 
performance of a real-world ASR system trained with our 
methodology. In order to be able to directly compare 
previous work to our methodology, all ASR language 
models are evaluated on reference recordings and 
transcriptions previously utilized in [9]. 

With regard to the improvement in ASR output quality, 
evaluation results are presented in Table 5. LM1 and LM2 
have roughly equivalent performance, which demonstrates 
the viability of our methodology, since LM2 is created 
utilizing no reliable text at all. Both language models 
perform slightly better than LM0, which does not utilize 
diacritics restoration. 

Regarding the more realistic ASR language models, 
LM3-LM5, we can observe a decrease in perplexity and 
OOV rate, compared to LM3, with the addition of the 
Meetings training corpus in LM4, and utilizing the DRS 
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trained with TC1. Furthermore, with LM5 (generated from 
TC8 with Td at 12), perplexity and OOV rate are reduced by 
a 14% and 20% respectively compared to LM4.  
 

5. CONCLUSION AND FUTURE WORK 
 
We have presented a methodology which generates a 
diacritics restoration system from an unreliable corpus of 
raw text data, acquired from the web. Through a process of 
filtering, the raw text corpus is divided into a trusted sub-
corpus and an untrusted sub-corpus, with respect to the use 
of diacritics. The trusted corpus is used to train a diacritics 
restoration system. Using this system, diacritics are restored 
to the untrusted sub-corpus, which is then used in 
conjunction with the trusted corpus to train a language 
model for automatic speech recognition. We have 
demonstrated experimentally that the methodology can be 
utilized to generate a diacritic restoration system of similar 
or better quality to those presented in previous work. This 
paper presents the best performing diacritics restoration 
system for the Romanian language, with regard to WER and 
ChER. Future work will focus on the development of an 
adaptive mechanism for automatically setting the diacritics 
separation threshold. 
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ABSTRACT

The paper describes the “STC Spoofing” database, which 
consists of a set of recordings of “live” speech by several 
speakers, as well as synthesized speech fragments obtained 
using a TTS engine based on these speakers’ voices.
The database can be used for testing the robustness of text-
dependent speaker verification systems against spoofing 
attacks, as well as for research and development of methods 
for fighting break-ins into biometric systems that are 
performed using synthesized speech. .

Index Terms— Database, spoofing, anti-spoofing

1. INTRODUCTION

Information technology plays an increasingly large role in 
today’s world, and different authentication methods are used 
for restricting access to informational resources, including 
voice biometrics. Examples of using speaker recognition 
systems include internet banking systems, customer 
identification during a call to a call center, as well as passive 
identification of a possible criminal using a preset 
“blacklist”. Due to the importance of the information that 
needs to be protected, requirements for biometric systems 
are high, including robustness against potential break-ins 
and other attacks. Robustness of the basic technology of 
voice biometrics has greatly improved in recent years. For 
instance, the latest NIST SRE 2012 competition [1] showed 
that the EER of text-independent speaker recognition 
systems is down to 1.5-2% in various conditions. However, 
the vulnerability of these systems to spoofing attacks is still 
underexplored and needs serious examination.

For this reason, a new direction of spoofing [2-4] and 
anti-spoofing in voice biometric system has recently 
appeared. Different spoofing methods were examined. For 
example, [5] describes methods based on «Replay attack», 
«Cut and paste», «Handkerchief tampering» and 
«Nasalization tampering». However, spoofing using text-to-

This work was partially financially supported by the 
Government of Russian Federation, Grant 074-U01

speech synthesis based on the target speaker’s voice remains 
one of the most successful spoofing methods. [6] examines 
the method of spoofing which is performed using a hybrid 
TTS method that combines Unit Selection and HMM. The 
likelihood of false acceptance when using high-quality 
speech synthesis can reach 98%.

This paper describes a speech database collected for the 
purpose of examining the robustness of voice verification 
systems against spoofing using TTS systems. Section 2 
contains a detailed description of the database format, as 
well as the TTS engine that was used to generate the 
synthesized part of the database. Section 3 describes testing 
a text-dependent verification system using the proposed 
database. In section 4 we draw the conclusions.

2. DATABASE DESCRIPTION

The “STC spoofing” speech database contains Russian 
speech of 7 speakers (2 men and 5 women). For each 
speaker, there are several “real” passphrases. For each 
passphrase, there are its synthesized versions of different 
quality: from the worst, when only 30 seconds of speech was 
used for TTS voice building, to the best, when the 
synthesized voice was based on 3 hours of the speaker’s
speech.

Examples of passphrases include: “City of Ekaterinburg, 
Railway Station street, 22, Railway Station”; “pay three 
roubles and publish an ad in the bulletin”, etc. It is important 
to note that the recorded phrases were not included in the 
TTS database. In total, 63 phrases by different speakers 
were recorded.

2.1. The “Human” part

The “human” part of the speech database is a set of “live” 
model recordings of passphrases by 7 speakers made in the 
microphone channel. There are 3 phrases for each speaker, 
so this part comprises 21 recordings.

Full properties of the model recordings are given in 
Table 1.
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Table 1. Properties of model recordings.
Parameter Value
SNR 23-43 dB
File length 2.6 – 7 sec
“Pure” speech length 1.2-3.3 sec
Reverberation 0.15 – 0.4 sec
Sampling frequency 22050 Hz

2.2. The “Synthesis” part

The synthesized part of the speech database consists of 
recordings obtained using a TTS system developed by 
Speech Technology Center Ltd (STC) [7]. The synthesized 
phrases are the same as the “live” model phrases from the 
first part of the database. This makes it possible to use them 
for imitating verification attempts by an imposter.

The TTS engine is based on two most popular 
approaches:
1. The Unit Selection algorithm (speech element 

selection). This approach makes it possible to 
synthesize speech with maximum naturalness, given an 
accurately segmented voice database of a large size (10 
hours and more). On the other hand, the second 
approach, which produces synthesized speech that is 
less natural, has the advantages presented below.

2. Statistical models (HMM TTS), which produce 
synthesized speech that is less natural, but smoother, 
without detectable phone boundaries (pitch or energy 
leaps), which are usual for concatenative synthesis. In 
addition, the HMM-based method provides an easy way 
to modify voice characteristics by using speaker 
adaptation/interpolation techniques. Finally, applying 
the HMM-based speech synthesis method makes it 
possible to create a new TTS voice in much less time 
and to reduce the memory size required for storing the 
voice data.

Structurally, the system is divided in two parts (see 
Figure 1):

training part (the preparation stage);
synthesis part.

A training database is created based on the “free speech”
containing a set of sound files (each file contains a single 
recorded sentence) and a set of corresponding label files 
(these contain information about the speech elements in each 
sound file) [8-10].

Experiments [7] show that the naturalness of speech 
synthesized by the hybrid TTS system is increased compared 
to systems based only on Unit Selection or hidden Markov 
models. A detailed description of the TTS system is given in 
[7].

Free speech

Training database

Labels

Acoustic feature extraction

Linguistic and prosodic 
feature extraction

Speech element database 
creation

HMMs training

Voice model Database of 
speech elements

HMM Unit selection

Acoustic feature extraction Looking for matching 
speech element sequence

Linguistic and prosodic 
feature extraction Combining speech elments

Text Synthesis speech

Training part

Synthesis part
Fig. 1 Diagram illustrating the basic steps conducted by the

speech synthesis engine

2.3. Speech data format

This section contains a detailed description of the data 
format of the “STC Spoofing v. 1.0” database.

Database directories:
The \human folder contains human speech files with 

utterances of a fixed passphrase. Total: 7 speakers with 3 
phrases for each.

The \synthesis folder contains synthesized speech. It is 
divided into subfolders depending on the duration of speech 
material used for creating the TTS voice:

\30s - 30 seconds of free speech for TTS creation;
\01m - 1 minute of free speech for TTS creation;
\05m - 5 minutes of free speech for TTS creation;
\08m - 8 minutes of free speech for TTS creation;
\10m - 10 minutes of free speech for TTS creation;
\15m - 15 minutes of free speech for TTS creation;
\20m - 20 minutes of free speech for TTS creation;
\30m - 30 minutes of free speech for TTS creation;
\3h - 3 hours of free speech for TTS creation.
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File names in the database have the following format:
GXX_YY_ZZ_TYPE.wav
G - gender: 'M' - male, 'F' - female
XX - speaker ID
YY - passphrase ID
ZZ - session ID
TYPE - type of speech: 'synth' - synthesized speech, 

'human' - human speech.

2.4. “STC Spoofing” request

To obtain the database for non-commercial use, please 
contact the authors of this paper via the email address given 
in the paper title.

3. EXAMPLE OF USING THE DATABASE

The proposed database was used for testing the robustness 
of a text-dependent verification system [11]. The spoofing 
attack scheme modeled in this test is demonstrated in Figure 
2. The attack is based on creating a TTS voice based on 
previously recorded free speech of a verification system 
customer. In the process of text-prompted verification, the 
text of the passphrase is received and it is then synthesized 
with the customer’s voice by the spoofing system.

Fig. 2. Scheme of spoofing a text-prompted verification 
system using TTS technology.

The verifications system thresholds were calibrated using a 
YOHO speech database [12] consisting of 138 speakers 
(male and female) each of whom pronounced a 
"Combination lock" phrases of the form “36-24-36”, with 
about 1.5-2 seconds of pure speech. Only one passphrase 
was used for enrollment and one for the verification.

Two verification system thresholds were set:

1. A threshold based on Equal Error Rate (EER), so-called 
ThresholdEER. EER was estimated as 4% on the YOHO 
database.

2. A threshold with the likelihood of false acceptance not 
higher than 1% (ThresholdFA1). This threshold is usually 
used in systems where it is necessary to provide 
maximum defense against criminal access.

Then, for each speaker, attempts to access the system 
were made using a TTS voice that was created using the 
speech material of this speaker. The length of speech 
material used for creating the TTS voice varied from 1 
minute to 4 hours of speech.

The results of testing robustness against spoofing attacks 
based on speech synthesis show that the database makes it 
possible to detect vulnerability of a text-dependent 
verification system to the proposed attack scheme. False 
acceptance error graphs for the tested verification system for 
different folders of the database are given in Figure 3. [11]
describes the results in more detail. 

Fig. 3. FA diagrams for spoofing the verification system 
based on different database directories (volumes of free 

speech used for passphrase synthesis).

4. CONCLUSIONS

This paper presented a speech database aimed at testing the 
robustness of verification systems against spoofing attacks, 
as well as developing methods for fighting biometrical 
system break-ins. We described the collection of the 
database and the technology that was used for generating its 
synthesized part. It should be noted that the current 
drawback of the database is the small number of speakers 
and the use of only one TTS technology. We are planning to 
correct these drawbacks in the near future. We are also open 
for any suggestions concerning both increasing the amount 
of speech material and the number of TTS systems used for 
the generation of the synthesized part of the database.
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ABSTRACT 
 
This paper presents an integration of phonotactic 
information to perform language identification (LID) in a 
mixed-language speech. A single-pass front-end recognition 
system is employed to convert the spoken utterances into a 
statistical occurrence of phone sequences. To process such 
phone sequences, a hidden Markov model (HMM) is 
utilized to build robust acoustic models that can handle 
multiple languages within an utterance. A supervised 
Support Vector Machine (SVM) learns the language 
transition of the phonotactic information given the 
recognized phone sequences. The back-end SVM-based 
decision classifies language identity given the likelihood 
scores phone occurrences. The experiments are conducted 
on commonly mixed-language Northern Sotho and English 
speech utterances. We evaluate the system measuring the 
performance of the phone recognition and LID portions 
separately. We obtained a phone error rate of 15.7% when a 
data-driven phoneme mapping approach is modeled with 16 
Gaussian mixtures per state. However, the proposed 
integrated LID system has achieved a considerable 
performance with an acceptable LID accuracy of 85.0% and 
average of 81% on code-switched speech and monolingual 
speech segments respectively. 
 

Index Terms Code-switching speech, under-resourced 
languages, phonotactic information, acoustic models, 
language model 
 

1. INTRODUCTION 
 
Currently, most multilingual speakers tend to show a 
tendency for engaging in code-switching  a mixed-language 
phenomenon that is referred to as the usage of more than one 
language within an utterance. This style of speaking appears 
to be preferred commonly in multilingual societies [1]. 
South Africa is a multilingual society with eleven official 
languages where code-switching appears to be an acceptable 
modern-day style of communication. However, the African 

reality in many communication episodes is that, English is 
frequently mixed with indigenous under-resourced official 
languages (e.g., Radio Broadcast, TV Shows) [2]. For most 
African indigenous under-resourced language speakers, 
numeric data such as date items, personal identification 
codes, time representations, are not usually spoken in their 
first language but the preference is the English language [3]. 
Although code-switching speech is commonly more spoken 
than formally written, it is necessary to find large 
orthographically well-constructed text data sets for building 
suitable language models [1]. In addition, multilingual 
language models allow the exploitation of multilingual 
pronunciation dictionaries. Code-switching requires large 
amount speech corpus to develop suitable context-dependent 
acoustic models. Code-switching speech has significant 
influence on automatic speech recognition (ASR) systems. 
As a consequence, the acoustic models, pronunciation 
models and language models need to be redesigned in order 
to accommodate words from different languages [2].  It is a 
far greater challenge for ASR system to accurately handle 
code-switched utterances without robust acoustic models 
and pronunciation models, and language models. Therefore, 
it is highly plausible to classify code-switched speech itself 
into the same category as under-resourced languages due 
lack of speech technology resources for developing accurate 
ASR systems [1, 3]. 

The language identification (LID) system is an enabling 
technology for a wide range of multilingual speech 
processing applications, such as routing telephone calls to 
human operators, more particular for handling emergency 
calls [4, 5]. It is a relevant study since it is common in South 
Africa for more than one language to be spoken in the same 
region. In this paper we propose LID system that is 
integrated with speech recognizer to identify code-switched 
speech between Northern Sotho (also known as Sepedi) and 
English. Although we report only on experiments conducted 
using two official languages of South Africa, the same 
procedure can still be followed on other under-resourced 
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languages. To date, there are two approaches to handle a 
code-switched speech recognition system [1, 6]. 

a) The first approach employs two monolingual speech 
recognition systems and a LID module. The LID 
module extract the input code-switched utterances 
then decide on the identity of each of the speech 
segments before passing them into their respective 
monolingual ASR system. 

b) The second approach use a multilingual ASR system 
comprising of a multilingual acoustic model of the 
languages concerned, a multilingual pronunciation 
dictionary which combines the words from targeted 
languages, and a multilingual language model that 
allows mixing of different language units. 
 

In this paper we are interested in the second approach 
since it is the most typical approach to deal with code-
switched utterances. The first approach has many 
disadvantages which lead to it not being preferred by many 
researchers [6]. As for LID systems, identifying segmented 
speech is also a challenge. For this reason, a single-pass 
ASR system is employed to decode code-switched speech 
utterances. We trained the front-end ASR system on both 
Northern Sotho and English speech data and model code-
switching at the pronunciation level. We explicitly model the 
English words within the code-switched utterances by 
adopting a linguistically-motivated and data-driven phoneme 
mapping methods to develop suitable acoustic models of the 
target languages. The pronunciation modeling provides a 
convenient tactic of dealing with out-of-language words [2]. 
The LID module that we used is the back-end component 
which gets the decoded phoneme strings from the front-end 
ASR system to perform language identification [4, 7]. Our 
acoustic models are trained on the training data set, and the 
SVM-based classifier is evaluated on the phoneme strings 
recognized from the same set. We engaged a supervised 
SVM-based classifier that learns the language transitions of 
the phonotactic information given the recognized phone 
sequences. The back-end SVM-based decision classifies 
language identity given the likelihood scores phone 
occurrences. The proposed integrated approach is more like 
parallel phone recognition followed by language model (P-
PRLM) approach and has been shown to reliably perform 
well [4, 5, 7]. 

This paper is organized as follows: the next section 
describes the integrated LID system. Section 3 describes the 
phoneme mapping approaches used to derive suitable 
phoneme sets.  In section 4, we describe a mixed-language 
speech corpus which is used for experimentation. Section 5 
presents the baseline experimental setup. The experimental 
results are discussed in Section 6 and conclusions are finally 
drawn in Section 7. 

 

2. AN INTEGRATED LID SYSTEM  
 
This section describes our proposed language identification 
system, which integrate the acoustic units and phonotactic 
information to perform language identification on mixed 
speech utterances. Our integrated LID system is intended to 
identify only two languages, i.e., Northern Sotho and 
English, on code-switched speech utterances. In this section 
we first describe the phone recognition system utilizing 
acoustic features and describe the language classification 
based on the phonotactic information. Although we discuss 
the system phases separately, the overall proposed integrated 
LID system forms one unit. 
 
2.1. Front-end Phone Recognition System 
 
Fig. 1 shows the front-end of the phone recognition system 
designed to decode mixed-language speech utterances. A 
phone recognition system takes speech waveform and output 
the corresponding phone sequences. This is done when a 
phone recognition system estimates the likelihood score of 
the optimal phone sequences given the acoustic features 
extracted from the speech utterance waveform. We assume 
that the speech waveform can be segmented into a sequence 
of phones. To achieve this, a phone n-gram language model 
is employed to estimate the likelihood score of the nth phone 
given the (n-1) of the preceding phones. 
 
 
 
 
 
 
 
 
 
 
 
Fig. 1: Front-end phone-based recognition on code-switched 
speech 

 A Baum-Welch iteration algorithm is used during 
training of acoustic models to perform HMM-based 
parameter re-estimation. For the recognition purpose, the 
acoustic features are compared with the HMM-based 
acoustic models as well as the phone language model. The 
sequences of phone strings are decoded by the Viterbi 
decoding algorithm which searches the optimal sequence of 
the phones using the combined likelihood scores from the 
acoustic model and phone language model. 

2.2. Back-end SVM-based Classification System 

The SVM-based classifier is used to identify only two class 
feature samples, languages outside the targeted range will 
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not be classified. For each phone sequence generated from 
the phone recognition, the bi-phone occurrences are 
extracted from the phone sequences and converted into a 
suitable SVM format with a unique numerical 
representation. This approach is similar to vector space 
modeling [4].  The LID is performed by using SVM-based 
classifier to score the phoneme sequence of a test utterance. 
The language model with the highest log likelihood score is 
chosen to be the most likely sample for classification. 

Fig. 2: Back-end scheme designed for language 
identification on code-switched speech. 

The bi-phone frequencies are then used as an input to the 
back-end SVM-based classifier. The bi-phone feature 
vectors have the following numerical attributes, a label is the 
class label in a numerical representation, a feature index 
represents ordered feature indexes - that is, the location of 
that particular bi-phone feature, usually, integer 
representation, and in our case, a feature value represents 
the frequency count or occurrences of each bi-phone feature 
attribute. The SVM classification model is used to separate 
vectors in a binary classification and hypothesize the 
maximuim likelihood score of the bi-phone frequencies of 
each language [5]. 

3. MULTILINGUAL PHONEME MAPPINGS 

We adopted two different phoneme mapping strategies to 
determine the phone similarities among the target languages. 
The first mapping technique is linguistically motivated 
phoneme mapping which require linguistic expertise while 
the other technique is a data-driven phoneme mapping. 

3.1. Linguistically motivated mapping 

We used linguistic knowledge-based method to construct a 
combined phone set for the target languages [8, 9]. To 
achieve this, the language-dependent speech units are 
defined based on the characteristics of their phonemic 
properties as represented on the International Phonetic 
Alphabet (IPA) scheme [10]. We used knowledge-based 
IPA method to create linguistically motivated phonetic 

pairwise mappings. Although no serious expert knowledge 
was involved but at some point, we relied on extensive 
language documentations. 

The multilingual acoustic model is built by mapping the 
English phonemes to the Northern Sotho phonemes. This 
approach is motivated by the occurrence of similar 
phonemes from our target languages, an observation that 
leads to a reduced number of phonemes. The criterion to 
construct linguistically-motivated mappings is obtained as 
follows:  

 If the IPA classification is similar to the one of the 
Northern Sotho phoneme then the English 
phonemes are mapped directly.  

 Each English phoneme is mapped to its closest 
matching Northern Sotho phoneme based on the 
IPA scheme.  

 If there is no close match to be found, then an 
English phoneme that occurs most frequently, the 
phoneme inventory is extended with that English 
phoneme. 

 If none from the above criterion is applicable, then 
each phoneme is mapped to Northern Sotho 
phoneme that is mostly confused with as according 
to a confusion matrix.  

In our case, the diphthongs of English were separated 
into vowels when applying an IPA-based method. Each 
phonemic vowel was then mapped to its equivalent phoneme 
of the target language.  
 
3.2. Data-driven mapping 
 
We performed the same procedure which was followed in 
section 3.1 but this time, we defined the data-driven 
phoneme mapping of English to Northern Sotho using the 
confusion matrix. The data-driven mapping which is based 
on the confusion matrix is built by including Northern Sotho 
language and English phonemes [10]. This mapping method 
consists of the counts of the confusion pairs that existed 
when aligning the speech recognition output and 
transcriptions of the speech data. The advantage of this 
approach is that it is fully data-driven and does not require 
much of some form of linguistic expertise [8].  

For each phoneme of the English language, the most 
often confusable phoneme to the matrix language is selected 
for mapping. The phoneme mapping is obtained as follows: 
For each phoneme ØL1 from the target language, the best 
respective source candidate phoneme ØL2 is matched. We 
now measure the similarity by selecting the number of 
phoneme confusions as c(ØL1, ØL2). The target phoneme ØL1 
is matched as follows:  

 

Phone sequence                                                                  Identification 
 
 
Bi-phone vectors 
 
 
 

    
 
        
 
 

     SVM Classifier 

n-gram tokens SVM Feature Vectors 

Bi-phone Vector Extraction 

2 16:9 30:3 35:8 49:11 5:3 
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 ØL1= max c( ØL1, ØL2)                        (1) 
 

Thus, for each target phoneme ØL1 source candidate 
phoneme ØL2 with the highest number of confusions is 
determined. If the same number of confusions occurs on two 
or more source candidate phonemes, the decision on the 
choice of the target phoneme ØL1 is made by expert. The 
same procedure is employed even when there are no 
confusions between target and source candidate phonemes.  

 
4. MIXED-LANGUAGE SPEECH CORPUS  

 
The state-of-the-art LID system requires a large amount of 
training speech data [11]. Under this condition, a large 
portion of the mixed speech corpus was attained by 
combining two monolingual speech data corpus. The corpus 
used for training of acoustic model include recorded speech 
data and their respective transcriptions of locally-produced 
primary Northern Sotho developed within Telkom Centre of 
Excellence for Speech Technology (TCoE4ST) and freely 
available LWAZI (third party corpus) South African English 
speech data often used for speech technology experiments 
[12]. The speech corpus is divided into two components; 
training and testing data sets. The TCoE4ST locally-
produced Northern Sotho speech corpus had an amount of 
3465 utterances. From the LWAZI English speech corpus, 
we selected 1840 speech utterances and their respective 
sentential form utterances that were used as training speech 
data set of the integrated system.  Each speaker produced 
approximately 30 utterances that were phonetically 
balanced. The speech data were recorded over a telephone 
channel at 8 kHz sampling rate. The two speech corpora 
were combined together to form a large vocabulary of 
sizable mixed-language speech corpus for training the 
overall integrated system. Table 1 shows the summarized 
amount of speech data of the mixed-language speech corpus 
with two sub-sets. 
 
Table 1: The overall statistics of the mixed-language speech 
corpus 

 Train set Test set     Total 
# Speakers    143     5      148 
Duration (hours)    5.5    1.0      6.5 
# Utterances    5305    660      5965 

 
      The speech data set used for testing was not part of 
training data set. Code-switched speech is generally spoken 
but not formally written. However, it is not easy to find a 
code-switched speech data corpus [1]. It is for this reason 
that a simple finite loop grammar was used to generate about 
300 artificially code-switched texts that are syntactically 
correct. The generated texts were recorded and included in a 
test set. We manually improved the quality of the utterances 
by removing dysfluencies such as long pauses, laughs and 
hiccups. Within the code-switched speech corpus, the 

calculated ratio of Northern Sotho words to English words is 
approximately 3:1. The average ratio of code-switched 
English words within each utterance was not more than 0.5. 
We have extended the test data set by adding 360 
monolingual utterances. 
 

5. BASELINE EXPERIMENTAL SETUP 
 
We developed the front-end phone recognition and back-end 
classification portion of the baseline integrated LID system 
using the mixed-language speech corpus discussed in section 
4. The experimental bilingual pronunciation dictionary used 
was achieved by combining several monolingual 
pronunciation dictionaries without retaining duplicate words. 
For the primary Northern Sotho language we used a limited 
vocabulary of Northern Sotho pronunciation dictionary that 
was locally-produced within the TCoE4ST and LWAZI, a 
freely available Northern Sotho pronunciation dictionary. 
For the secondary English language, we used a freely 
available LWAZI English pronunciation dictionary [12]. All 
the words in the pronunciation dictionary were manually 
verified and correctly checked for redundant phone 
representation. The compiled bilingual dictionary contained 
85891 unique word tokens. The representation used in the 
bilingual pronunciation dictionary followed the Speech 
Assessment Method Phonetic Alphabet (SAMPA) notations 
and also taking into consideration of pronunciation rules 
[10].  

A phone language model was incorporated in the phone 
recognizer for the purpose of speech decoding. The training 
transcriptions together with the generated code-switched 
texts were formatted into phone transcriptions and were used 
to develop the phone language model. A suitable bigram 
phone language model with discount interpolation was 
independently trained using a freely available SRI language 
model (SRILM) toolkit [13]. The resultant best phone 
language model had a perplexity of 13.8 without reporting 
out-of-vocabulary (OOV) rate. 

For speech feature extraction, we apply a Hamming 
window of 25ms length with an overlapping window frame 
length of 10ms and the pre-emphasis coefficient of 0.97. 
Acoustic features are obtained using 39-dimensional static 
Mel-frequency Cepstral Coefficients (MFCCs) with 13 
deltas and 13 acceleration coefficients. The Cepstral Mean 
and Variance Normalization (CMVN) pre-processing and 
semi-tied transformations are applied to the HMM-based 
acoustic models. The CMVN is used to overcome the 
undesired speech variations across the channels and 
distortion [9]. The HMM-based phone recognition system 
was created with a widely used standard Hidden Markov 
Model Toolkit (HTK) [14]. The acoustic model uses a 3-
state left-to-right HMMs. The HMMs consist of the tied-
state triphones clustered by a decision tree technique. Each 
HMM state distribution is modeled by 8 Gaussian mixtures 

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

228



with a diagonal covariance matrix. Furthermore, the optimal 
phone insertion penalties and language scaling factors were 
properly tuned to balance the number of inserted and deleted 
phone during speech decoding.  

To classify the targeted languages, the SVM-based 
classifier was implemented using a freely downloadable 
library for SVM (LIBSVM) toolkit - an integrated package 
for training SVM classifier [15]. This SVM program is a 
suitable package for classifying numerical attributes. The 
phone sequences used to train the classifier resulted with 
3201 support vectors from models. The training process was 
also aimed at maximizing the margin as well as minimizing 
the training errors. The bi-phone vector attributes were then 
scaled in the range of [0, 1]. We used the same scaling 
values on training and testing data sets. The benefit of 
scaling data sets is to speed up training and classification 
process in order to obtain the best model performance and to 
avoid numerical differences that could lead to over-fitting if 
the training data attributes are in a large range [16]. A grid 
search is a simple search technique which was used to 
estimate the SVM parameters such as C, gamma, margin-
error trade-off parameter and kernel width before training 
the classifier [4, 7]. The best kernel that we used was Radial 
Basis Function (RBF) training the classifier. We obtained 
the optimal parameter for RBF kernel and applied 5-fold 
cross-validation on the training set as well as estimating each 
grid point for the accuracy of the classifier.  

6. EXPERIMENTAL RESULTS 

We initiated our experiments with a baseline LID system. In 
subsequent experiments we first evaluated the experimental 
results of the baseline LID system before comparing them 
with the results of the integrated LID system applied with 
two phoneme similarity techniques for mapping the 
phonemes of our target languages. The baseline LID system 
was developed using a directly combined phoneme set. We 
did not perform any specific phoneme mapping in the 
phoneme set. The phoneme set size was large with 67 
phonemes. The results evaluated on the mixed-language 
speech test set are shown in Table 2. Table 2 show the sizes 
of the phoneme set, phone error rates as well as the 
corresponding LID rates obtained.  

Table 2: The experimental results of the integrated LID 
systems and the phoneme set size. 

 Set size PER (%) LID rate (%) 
Directly Mixed 
IPA-based  
Data-driven 

67 
39 
38 

33.7 
28.7 
19.2 

85.0 
85.8 
87.3 

The initial phoneme recognition experiments were as 
follows; context-dependent HMM-based acoustic models 
with 8 Gaussian probability density functions per state were 

engaged to obtain the experimental results in Table 2. In an 
IPA-based phoneme recognition system, we retained only 
two phonemes (such as /@/ and /b/) without specific 
mapping as there were no suitable phonemes which can be 
mapped to them. Approximately 45% of the English 
candidate phonemes were mapped to the Northern Sotho 
candidate phonemes using an IPA-based phoneme mapping 
approach and 48% of the English candidate phonemes were 
mapped to their highest confusable Northern Sotho 
phonemes using a data-driven phoneme mapping approach. 
Other phonemes were just directly mapped using both IPA-
based and data-driven approach. These methods allow 
sharing of the parameters in the HMM-based acoustic 
models of the target languages [8, 9]. We report the phone 
error rate (PER) and LID accuracy. The results shows that 
PER and LID accuracy improves when the phoneme 
mapping is applied. 

The baseline SVM-based classifier was trained using a 5-
fold cross-validation which yielded an SVM accuracy of 
97.5% on trained classification models and has predicted the 
best parameter value of C =0.5 The experimental 
results of the SVM-based LID classifier were also obtained 
using RBF kernel. In Table 2, both phoneme mapping 
approaches achieved a significant improvement over the 
baseline mixed LID results. The data-driven approach was 
able to outperform the baseline LID system and the IPA-
based approach. The IPA-based approach was able to 
perform better with the PER of 5% and LID accuracy of 
0.8%. The data-driven approach was able to better the 
performance with the PER of 14.5% as well as the LID 
accuracy of 2.3%. The average LID rate for monolingual 
utterances achieved was 81%. The SVM-based classifier 
was trained using a 5-fold cross-validation and RBF kernel 
which yielded an SVM accuracy of 99.75% on trained 
classification models and has predicted the best parameter 

  

Fig. 3 represents the behavior of the PER with an 
increasing number of the Gaussian mixtures per state from 8 
mixtures up to 32 mixtures. 

 
Fig. 3: The behavior of the PER of the directly mixed LID, 
IPA-based and data-driven LID system using 8 (blue), 16 
(red), 32 (green) Gaussian mixtures per sate. 
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The triphone models were then improved by gradually 
increasing the number of Gaussian mixtures, and performing 
four iterations of embedded re-estimation after each 
increase. This procedure was continuously until the models 
had 32 mixtures per state, after which the phoneme 
recognition results no longer improved significantly on the 
test set. We further observed that our trained context-
dependent acoustic models with 16 and 32 Gaussian 
mixtures per state as they tend to better the performance. In 
Fig. 3, the blue coloured line graph represents the calculated 
PER with an application of 8 Gaussian mixtures, red 
coloured line graph illustrates the PER with an application 
of 16 Gaussian mixtures and the green coloured line graph 
represents the PER with an application of 32 Gaussian 
mixtures per state. The results show that PER improves 
when context-dependent HMM-based acoustic models with 
16 and 32 Gaussian probability density functions per state 
are engaged. As we expected, the data-driven approach 
performed better even when the Gaussian mixtures were 
increased to 16 and 32. Both phoneme mapping approaches 
give better results as compared to the baseline LID results. 
The highest performance was observed when our context-
dependent acoustic models with 32 Gaussian mixtures per 
state were engaged. The data-driven approach was able to 
achieve the PER of 7.3% outperforming even the IPA-based 
approach. We also observed that not much significant 
differences from the back-end LID classifier has been 
achieved since the LID accuracies were found to be within 
the range of 84.7% and 89.5%. 

 
7. CONCLUSION 

In our attempt to present an integration of phonotactic 
information to perform language identification on mixed-
language utterances, we proposed two successful phoneme 
mapping techniques to deal with code-switched utterances at 
the pronunciation level. The linguistic knowledge approach 
was derived on using IPA-based scheme while the data-
driven approach was based on the confusion matrix. 
Moreover, we also investigated the performance of the PER 
on increased number of Gaussian mixtures per state.  Our 
proposed IPA-based and data-driven approaches have shown 
a significant improvement on both PER and LID accuracies. 
We observed that the data-driven method outperforms the 
IPA-based approach. We achieved a better PER of 7.3% with 
a data-driven approach when the context-dependent acoustic 
models with 32 Gaussian mixtures per state were engaged. In 
future, we hope to train our system with real code-switched 
speech for further evaluation. 
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�������+����-�������.&�������������������������������#����������
��������������������������!����������������������������&
�� � ���� � �"� � ��� � ������� � ������ ����� � ���� � ������& � ���
���������"������'�����������������������������#

�������� � ��������� � ��� � ���� � ������������� � �� � ����
������� � ��!����! � �������& � � � ����� � ��� � ������
-�������� � �� � ��� � ������ � �� � ��� � ����. � �� � ��� � ���������
�������������������!��������������������������!�������
��������������������������������������������������#� ����
������� � ��!����! � �� � ��������� � �� � �� � � � ��"������
�������& � ��"�! � ��� � �"����!���� � �� � �����"�� � ��
��"�������+����!��!���/52#�����&�����������������������
������������������������������!���������������������
�����������%���������������������!��������������������
�����& ����� ������"���� � �����!# � � ��������& ������ ����
�������������������������!����������������������-�#!#�/1=&�
=<2.# �7������������ ����������������������� � �������� ����
��������������!����!������������!�������6�����"�����
����������������������������������������� �����-�#�#�������
������� � ���� � ��� � ���� � ��� � �������! � �� � �������!�
��������.&������������������������������������������������&�
������������������������+���#

)� � � � ������� ��������& ��� ����� � ��� ����������������
��������������������-����������������������.#�(��������
�� ������ �� � ��� ���������� ��� � ������������ ���������
�������!��������������������6�������������������������
���� � ��!����! � �� � ������������ � ��!����! � 	�
����!����!#�(��������������������������������������
���������������������A���������������������#�(�������������
��������� � ������ � ��� � ����� � �� � "����� � �� � ��A�����
��������� � �� � �� � ��������� � ��� � �� � � � �������� � "�������&�

8�!����0#�7�"�������������������������������������������������"�������������������������!������#�(����������
������������������������'��������������������������������������&������������������'���������������

�������������������������������������������������������������������������#
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���!����! � ��� �������� ��� � ��� �������& � ��� �������� ��� ���
�������� �����& � ����������� ��� �� ��������� ������& ��� � ����
������� � �� � ��� � � � � ����# � (�� � � �������� � �� � ���� � �����
�������������������� ������������������������������������
� � ������ � ������� � />2# � (�� � ����������! � ���������
������������������������������������������������������
�������6������'�����+����"������������������������������
���������������������� ����C������������&�����������������
����%����������������������������������#

8�����& � �� � ��������� � � � ������� � ������"� � �� � �����#�
;�A������������������������������������������������������
�������-�#�#������!���������������������.�/112#�)�����������
�����������������������������������������"������"��������
����������������������������!���������������������&����
���!�������������8<�"���������������������#�8���������
����� �8<�"���� ���� ������ ����� � ��� ������� � -��������
������! ���� � ����'���� � �� � ������. ��� � �������� � ��
��!���������������������������������������"�������������
�����������������������!���/=2#�7�������������������������
��������� � ��� � ��������� � ���������� � ���� ����� � ����� � ������
�������# � ����"��& � ���� � ������� � ��� � ��������� � ��!��!��
������������������������������%���������������!���������
�� � �� � ���������� � �� � �� � ������# � � � ��� � ���� � �� � �����
��!��!��&������������������������������&������������"���������
����� ��������!�� � �� ���� ��� �!���������� � ���������# ������&�
���"���������������"�������������"�������������!��!���
��� ���� ������ �����& � ��������� ������& � �� ����� ���� ����'�!�
�������� � ��������� � -�#!# � /1>2.# � (�� � �������! � ���������
��������������������8<6������"���������������������!
�� � � � ������ � � � ��� � 8< � ������& � �� � ��������� � ���
���������� � ��� � ��+� ��� � ��� � �����& � �#�# � ��� �8< �����������
����������������������������!�������#

���� ���� ������� ���� � ��� � �������� � �� �0& � �����!����
��"���� � �� � ��� � �� ���� � "���� � �"�� � ��� � ����� � ����
���!��������#�����������&���������������������������������
�����������������������������������&�������"���� ������
�����������#�D����������������������������������&�����
����� ��� ��������������������������������������������
���������������������������������!������������ ���#

8�!��� �0 � ����� ��� � � � � ����� � ��� ���"�������� � ����
�����6�*;��������������������������&���������'������������
�����&������������������������������������ ����������#,&�
���!����������������"������������������������������������
������� � �������� � ��� � ��# � �� � �� � �� � �����"�� � ���� � ����
�����������������'������������������������������&�������
��"������������#

����������	�

(���?�����3�"������ � -?3.������ ���� ������� �/0B2 �����
���� � ��� � ��� � �"������� � �� � ��� � �������� � ���������
��!������������#�7����"��������������������� ���������
���!�����������������������������������!��!���������
��"��������������������������������������#�)���&�����?3�
������������������������������������"�������������������
���������������������!��������������"������&�����&�������

������� � ��� � ������� � ���� � ����� � ������� � �� � ���"�������
�����������!�������#��"������!���!������������������
������������!��!�&���������"����������������������������
�����������������"����� ����!��/5& �112��������������������
��������������������!��!�#

(���?3������� ������� �0<������ ��� � ����� �����������
����������������>�����'���#�D�����������&������ ��������
=#9 � ����� � -: � ����'���. � ��"� � ��� � ������������ � ��������
����� � � � ��� �(�?� � ������� � /102# �(�?� � ��� � 9 � ��"��� � ��
������� ���� ��������� �����'�& ���!�! ��������"�� �< � -����
����� � ��"�� � �� � ���A������. � �� � ��"�� � 4 � -��!���� � ��"�� � ���
���A������.#�������������������������������!�������������
������ ���������� � -(�?� � ��"�� �=. ��� � ��������� ��������
��������� � -(�?� � ��"�� � 4.# � 7� � ��"� � �������� � ��� � ����
� ������������������������!��������!��������"���=����
��"�� � 4 � ����'� � �� � ��"�! � ��� � ���!�� � �����������&�
!�"�!�������������� ��������=���������#�(�����"���=����4�
�������� �����'� ��� � ���������������� �������������'�������
���������� � �� � ��� � ������ � ��������� � ������!�� � ��
����������!���&����!��(E�/152#

��������������

��"���� �� �������������������������� ������� �����"�������
�������������������������"���������&������������������������
������������������������������#�8����"����������������&�
��� � ��������� � ���� � ���!�� � �� � ��� � �������� � ��������
�������!���������������!����������������# �(������������
��������� � ���� � ������� � �� � ������! � �������������
�����������������������������������������������#

7� � �"������� � ��� � ���������� � �� � ��� � ������ � ���
�������!�������������&�����������8������#�(������������
������ � ���"� � �� � ��� � ������ ���� � ������� � �� � "����! � ����
�����������"����������������������������������#�8��������
����������������������������& �����������0<<�����������
"���������!���������������������������������������#�

��������������� �!"#��"$�!��%&�'$&('�!

?������� ����!�����!������������������"���������&����
�������"����!��������������������������������������������
�������#���!�����&����������!��������������������&���
��������� � ����������� � ���� � �� � ������� � �� � ��� � ���� � /1:2#�
7����& ��������&������"�������� ��������������������& �����
�����������������!��!����������!�����������������#�(���&�
����������� �������������������������������������������#

?������ � ��� � ��!��� � �����& � � � �������� � ������ � ���
"������� � �� � �� � ��� � ��������	��������� � ���������& � �����
���!�����������������������"����������������������������
/1B2# � � � ����� � �� � ������ � ��� � ���� � ���������& � �� � ������
��������������������������������������������������������
�������� � ����� � � � ��� � ������ � �� � ���� � �� � ��� � ����������
�����# �(���"���� ��������& �0#40=& ���� � ��� ����� ���� � ����
���������������������������������#��8�������������&��������
����������������������!����!������� ���������������������
���������������������&�������"������������������������!
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�� � �� � ����� � �� � �������& � �����!� � ��� ���� � �� �������"�����
�����������������������������-�#!#�/092.#

(������������������������������������������������������
��8�!����1#����������������"�������������������	����������
����������� ������� � �� � �����"� � ����������# � 8�� � ����
���� ��� � ���������& ������������! � �� ������� ��������& ����
�������������������"�����# �
�������� ����������������
����������� � �� � ��� � ���� � ���C � ��� � �� � �� � �� � ���������
���������&���������������������������������������������
�� � ��� � ������� � �������! � ������ � ��� � ��� � �����&
�������!���������������%����������"�����������#

���������)�� ��%&!#��� �'!*'+'*"&��#"�$

(�������������������������"������������������������������
��������������8�!����=#�����������������������������������
����6�� � ������"���� ������������ ��� ��� ���������� � ��� �8<&�
��!�����������������������������������������������������
��"������!����������&�����������������������������������#�(���
��
������&���������������������&����!�������&���������
�����������������& �!�"�������������!�!��������������
��������6���������������������������������������&������������
��!������������#

(�����0#�?����8��������������������������"��������������
���������������#

���	
�����	� ��
����

����� #4B1

������ #45B

���� #905

8< #=14

��� #9BB

�������������������������(�����0������"����������������
�����8����������������������������"���������#�7��������
��������������������������������������������������������������
���"�&�� ���������&����������������������&�������	
��������������
����������������������� ��	���	
��� ���
��#�(����������������
����!���������������8����������9<F&������ ���� ����"���
�����&����������=<F#

��������������� �%"�(')���#"�$

���������������������"������������������������������������
������������������"���������������������������������
��������������������������# �?�����������������!�&����
� ������ � ��� � ���������� � ���� � ��� � � �������� � �����
����������������������������������������������&���	���
������������������������������������������#�7�������
��������������6 �� �������� -����. ���� ����������& ��� ���
�����"��������������������������# �(������� �������������
����������������������������������������������'������
�������������"�#�

(��������������������������������������������!�
��� � ����������! � ���"����� � �������� � ������� � ��
������! � ��� � ���� � �������� � �� � ��� � ���"����� � ����# � ����
����������& ��������� � �� � ���� ��� � ���"����� ����� ��� ����
�����"�����8�!����=�-
	.#

��"�!����������?3����������������� ��������&�������
������� � ��� � ������� � �� � ���"���� � ��������� � ��� � ��������
��������#�7�����������������������������������������"����
�����������������������������������"�������������/0<&�12&�
���!�"������������������������!����������������������!���
������"���� � ��������& � ��� � ����� � ���� � ��!��� � ��"���
����������-�� ����������������.�/02#�

)����'�����@� � ����� � /02 � !�"�� � ������� � ��� � �����
�������&��������������������������!��������������������
��������# �(���� �8������� ���!�������#9B����#::& ���������
�����������"����!���������������"����������&�������������������

8�!����1#��������������������"���������������������
������������������������#

8�!����=#��������������������"��������������������������������
������"����!�����������������������

SLTU-2014, St. Petersburg, Russia, 14-16 May 2014

234



�����!����������� � ����# �(���8������������������������
��������������&��#9BB&�����������������!�����"�����#��(���
��������������� � ���"� � ��� � ��� � ��������� � �� � ���� � ���
������������8�!����4&����!����������������&����������!�
��� ��������� � � /02# � �� � �� ��� ������"�� � ���� � ��� ����������
������������������������������������������������������-��
��������������������������"��������������"���������.&��#�
(��� � �� � ���� ��"� �����!���� �����������������������������
����&�����������������!��������������������+����#
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Abstract

In this paper, we present an end-to-end solution to the devel-
opment of an automatic speech recognition (ASR) system in
typical under-resourced languages, where the target language
is likely to be influenced by one more embedded foreign lan-
guages. We first describe the collection and processing of
the text corpus crawled from the World Wide Web using the
Rapid Language Adaptation Toolkit. In particular, we high-
light the challenges faced when foreign languages are embed-
ded within the matrix language. Thereafter, we discuss our
speech data collection efforts in under-resourced environments.
We finally report on a strategy called transliteration that aids
to improve recognition results of our grapheme-based auto-
matic speech recognition system in the presence of embedded-
language words.

Index Terms: under-resourced languages, matrix language,
transliteration, grapheme-based ASR

1. Introduction
The development of speech systems requires a significant
amount of transcribed speech data, which in turn requires text
data for the construction of prompts, language models and
pronunciation dictionaries. For languages that are regarded
as under-resourced, it is often a difficult task to gather all
these components. We have therefore set about developing a
Web-based framework to assist in various steps of the process.
In our research, for a speech system to be developed for a
certain language, it is required that the language of interest
must at least have a standardised orthography and some
presence on the World Wide Web. Our goal is to collect text
data of sufficient quality to produce accurate overall system
performance, which implies that the data does not need to be
perfectly grammatical or monolingual.

However, most of the pages on the World Wide Web are diluted
by embedded languages such as English or French. These
languages are often the lingua franca of the countries in which
the target language is spoken, and appear in various guises
such as advertising, loan words, code-switched speech, etc.
Embedded languages are languages that are found within the
matrix or language of interest. In such cases, the text data
extracted from these web sites may be found to contain more
of the embedded language than the matrix language [1]. This
scenario leads to large amounts of text data being filtered out
during post processing, which is an undesirable outcome for
resource-scarce languages.

The approach we explore in this paper is to limit the amount
of text data lost during post processing. Since there is signifi-
cant code switching between native dialects and embedded lan-
guages, removing some of the text may take away the context
of the sentences [2]. Also, grapheme-based automatic speech
recognition (ASR) systems – which are our focus, for reasons
discussed below – trained with either of the languages men-
tioned above result in invariably poor recognition results [3].
This is more evident for the case where the majority of the
speech data are written in the orthography of another language.
To limit the loss of data and still obtain high-quality grapheme-
based ASR systems, we use a method called transliteration. The
concept of transliteration is to regularize the words from an ir-
regular embedded language to match that of the language of
interest (dominant language).

2. Background

Among the many different languages spoken around the world,
only a small number can be classified as well-resourced. For
our purposes, the languages that do not have widely-available
transcribed speech data are classified as under-resourced,
despite the fact that some of these languages have millions
of native speakers. The reasons for this can range from most
native speakers having no interest in speech technology to
accessibility problems because the native speakers live in
remote areas; most commonly, however, economic issues
determine the extent of resources available in a given language.
Corpus development is typically quite expensive and these
expenses generally prevent resource collection unless there are
sufficient commercial reasons to justify the development of
language technologies using the collected resources. For the
reasons mentioned, most African languages can be classified as
under-resourced.

However, with the emergence of mobile, inexpensive and
relatively fast computer technology, acquiring text and speech
data has become an achievable goal. Various speech tools have
been developed to take advantage of these new technological
advances. These tools drastically reduce the amount of time
and effort speech system developers require to develop ASR or
text-to-speech (TTS) systems. Although some of these tools
may work as standalone entities, some need to be combined to
create an efficient end-to-end system that is fast, intuitive and
cost effective.

For the purposes of the current research, a language must have
data on the internet, as mentioned in the Introduction. Fortu-
nately, a substantial number of the under-resourced languages
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Table 1: Shona vowel: orthography and pronunciation

Vowel IPA
a /a/
e /e/
i /i/
o /o/
u /u/

do have a significant presence on the internet. Such internet
sites can be crawled to retrieve the contents of the web pages,
and the data can then be cleaned through suitable pre-processing
stages to serve as general text corpora. The Rapid Language
Adaptation Toolkit (RLAT) [4] includes such pre-processing
amongst its numerous capabilities. RLAT permits speech sys-
tem developers to rapidly collect text data from the internet us-
ing web crawlers and web robots. For speech data recording, we
used a tool called Woefzela [5] to record prompts read out by
carefully selected respondents. The process described above is
referred to as end-to-end due the fact that it provides a complete
semi automated way to develop a speech system from scratch.

3. The Shona Language
The Shona language is a language on the Bantu branch of the
Niger-Congo language family, native to the Shona people of
Zimbabwe, southern Zambia, eastern Botswana and parts of
Mozambique. Shona is used as an umbrella term to identify
people who speak one of the Shona language dialects, namely
Zezuru, Karanga, Manyika, Ndau, and Korekore. Zezuru,
mainly spoken in Mashonaland, is regarded as standard Shona
dialect [6]. Shona is also spoken unofficially in South Africa
and is closely related to the Venda language (one of the official
languages of South Africa). The language has about 11 mil-
lion first-language speakers across Southern Africa. Shona is a
tonal language with two tones (high and low); the tones are not
indicated in the script form of the language, which uses Roman
alphabet with a fairly regular relationship between orthography
and pronunciation. The Shona language consists of five vowels
and thirty five consonants. Table 1 lists the phonetic pronunci-
ations of the vowels and Table 2 lists the consonant pronuncia-
tion.

4. Text data collection
For the purposes of text data collection, a tool called Rapid
Language adaptation Toolkit (RLAT) was incorporated into our
end-to-end system. RLAT was developed at Carnegie Mellon
University (CMU) and Karlsruhe Institute of Technology
(KIT). It permits system developers to quickly crawl and clean
text data from the internet. Even though we use RLAT for text
data collection, it can also be used for speech data collection.

To start the crawling process, we compiled a list of the 100
most frequently used Shona words and sent it to the RLAT
team at the Karlsruhe Institute of Technology, in order to create
a place holder for the target language (Shona in our case) on
the RLAT web site. Subsequently, a list of universal resource
locators (URLs) pointing to Shona websites is uploaded to the
site. RLAT then crawled the internet, starting from those URLs
and collecting documents that contain a sufficient concentration
of the 100 common words.

Table 2: Shona consonant: orthography and pronunciation

Consonant IPA Consonant IPA
b /b/ bh /b̈
ch /tf/ d /d/
dh /d̈/ dzv �/dβz/
dy /dg/ f /f/
g /g̊/ h /h/
j /dz/ k /k/
l /l/ m /m/

mbw /mbeg/ mh /m̈/
n /n/ ng /η/
p /p/ r /r/
s /s/ sv /�φs/

sw /skw/ t /t/
ty /tk/ tsv /�tφs/
v /β/ vh /v/
w /w/ y /j/
z /z/ zv /�βz/

The crawling process may take several days or weeks to retrieve
all the sites. For a more direct and robust web crawling, RLAT
permits developers to upload a text file with a list of URLs
to initiate the crawling process. Starting from the domains
shown in Table 3, we have managed to collect a total of 19
Megabytes of text data using this process. The data contained
approximately 267 000 sentences, which included over 2.6
million tokens. The crawled text data was found to contain
numerous characters and words that needed to be cleaned and
normalized.

Table 3: Shona URLs used to initiate crawling

Order URL
1 http://mudararatinashemuchuri.blogspot.com
2 http://vashona.com/shona-news
3 http://www.watchtower.org/ca/jt/
4 http://www.kwayedza.co.zw/
5 http://www.voanews.com/shona
6 http://www.viva.org/downloads/pdf/wwp2012/
7 http://faraitose.wordpress.com
8 http://16dayscwgl.rutgers.edu

4.1. Text normalization

RLAT provides a mechanism that cleans the collected raw data
by removing HTML tags and punctuation marks and convert-
ing the text to lower case. This is termed language indepen-
dent text normalization [7]. RLAT also provides the capability
to perform language dependent text normalization. This pro-
cess involves the removal of characters not occurring in the tar-
get language, digit normalization, and refined punctuation mark
removal. The process requires linguistic input from a native
speaker of the language.
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4.2. Finding and managing English words in the text corpus

In order to evaluate how prominent the language-mixing
phenomenon occurs in our data, we counted the words that
occur in any of the CMU [8], Lwazi [9] and NCHLT English [5]
pronunciation dictionaries. (The numerals were left unchanged,
to enable us to hear how native speakers call them out - we have
previously found that numeric quantities in Southern African
languages are often pronounced in English [10].) Even though
the text was crawled from Shona web sites, the data was found
to have a large portion of English content: for both word types
(i.e. each unique word is counted separately) and word tokens
(i.e. each word counted regardless of repetition) the ratio of
English to Shona was approximately 50/50. Although some
English data would be acceptable for our Shona development
process, this ratio is too high - we therefore needed to perform
additional processing. To control the amount of English text in
our corpus, we removed sentences that contain English words
only.

The rejection list consisted of 65 thousand words, mostly in
the South African dialect of English. Sentences that had a mix
of English and Shona were included in the corpus, since such
code-switched speech is commonly found in ASR applications
in under-resourced languages. After the complete English
sentences were removed, around 14% of the word tokens
and 13.4% of the word types are in English, which is a more
acceptable starting point for corpus development.

The process described allowed us to collect clean text data from
the internet for a typically under-resourced African language.
The process was efficient and cost effective. The main motiva-
tion for choosing RLAT was the ease of use and less reliance on
local internet connectivity when acquiring text data (the Karl-
sruhe server did, of course, not have connectivity issues). How-
ever the data needed a fair amount of post processing due to the
amount of the embedded language (English) found in the text.
The process managed to collect sufficient text data to generate
prompts that were used for recording which is the next stage of
our ASR development.

4.3. Prompt design and generation

The process of prompt design is an important step when
creating an ASR system: the manner in which prompts are
generated can greatly influence the accuracy of the system.
Important factors that need to be kept in mind are the domain in
which the prompts will be used, acoustic patterns in a language
and phonetic coverage of the prompts.

To match the statistics of the target language, the prompts are
generally required to cover the most frequently used words in
that domain. We achieved this by crawling text data and per-
forming a word frequency count. A Perl script running a greedy
algorithm was used to generate prompts. Since the Shona lan-
guage has a conjunctive writing style (resulting in long words),
the prompts were constrained to word tri-grams.

4.4. Prompt verification

Our prompt selection process uses statistical algorithms that do
not perform any other analysis. For this reason the prompts had
to be verified before the recording process could take place.
This is to ensure that they do not contain spelling errors or
inappropriate content such as abusive or obscene phrases. For

under-resourced languages the luxury of a spell checker to
correct the text in the prompts is not available. The verification
process under these conditions requires manual verification
from linguists or native speakers of the particular language.

After the prompts were generated, the prompt text file was up-
loaded to the Google App Engine (GAE) through a web inter-
face [1]. The prompts could then be verified on line by selecting
a checkbox corresponding to the valid prompts. The selected
prompts are saved on the database and ready for download.

5. Speech data collection
The final stage of our data collection efforts was the recording
of speech data from several native Shona speakers. For our
typically under-resourced conditions, we opted to incorporate a
mobile phone application called Woefzela [11] to facilitate the
speech data collection process. Woefzela is an open-source tool
that runs on the Android operating system. It does not rely on
internet connection to perform audio data collection, but does
require that text prompts be loaded on the phone manually. The
main reason for using the application is due to its open-source
nature and ease of use.

Previously verified prompts are downloaded from GAE via an
Android application called WDownload. WDownload works in
conjunction with Woefzela and loads the downloaded file when
the application is activated. However, before the recording pro-
cess could commence, there were several measures that were
taken to ensure that we collected high quality speech data.

5.1. Respondent processing

These measures included respondent canvassing and screening,
where a respondent is required to read out fifteen randomly se-
lected Shona sentences in the presence of a language screener.
Subsequent to the screening process, respondents have to be
registered and sign a consent form to allow their voices to be
used for our project.

5.2. Prompt recording

The last step of our speech data collection process was to get
respondents to read out 500 randomly selected prompts. The
number of prompts to be recorded was later reduced to 300
due to fatigue and loss of concentration. For this process we
employed six smart phones running the Android operating
system. The phones were running Woefzela as an added
application. It provides a practical manner to collect speech
data, especially in under-resourced environments.

The recordings could be performed in multiple sessions under
quiet conditions. Depending on how quickly the respondent
could read the prompts, the recording sessions could take be-
tween 45 minutes to an hour. After the recording process was
completed, the audio files and the associated meta-data were
automatically uploaded to GAE. Through our recording efforts,
we managed to collect over 7 hours of speech from 22 speakers,
of which 8 were female and 14 were male.

6. Automatic Speech Recognition
In order to evaluate how useful our data is for the purposes of
ASR (and to create a basic Shona recognizer for further devel-
opment), we have carried out several experiments. Most of the
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results reported below employ three-fold cross validation, with
the test and training folds selected to have no speaker overlap
and to ensure that the three test folds have approximately the
same duration of speech.

6.1. Pronunciation dictionary

The development of phone-based ASR systems for under-
resourced languages normally requires the development of an
appropriate pronunciation dictionary (lexicon). Whereas any
literate native speaker of the target language can perform the
tasks to this point, the development of such a lexicon requires
more specialized linguistic knowledge. Since such knowledge
is often hard to come by for under-resourced languages, there is
a growing awareness that grapheme-based ASR is an attractive
alternative for such languages [3]. Since Shona is characterized
by a very regular relationship between its written and spoken
forms, it is a good candidate for this approach. The dictionary
was assembled by representing the pronunciation of a word by
its sequence of letters. (A more sophisticated grapheme repre-
sentation could also be considered - we discuss this possibility
in the Conclusion, but in the remainder of this section we use
“letter” and “grapheme” interchangeably.) All the words in the
word list are acquired from the crawled text corpus.

6.2. Feature extraction

The recogniser employed a standard Hidden Markov Model
(HMM) based system. For feature extraction, 39 (13 static, 13
delta and 13 delta-delta) dimensional Mel Frequency Cepstral
Coefficient (MFCC) features were generated using HTK [12].
The MFCCs were extracted from a 25 milliseconds frame every
10 milliseconds. Eight Gaussian mixtures per HMM state were
incorporated to model the cepstral densities. A flat grapheme-
based language model was used for grapheme recognition.

6.3. Experiment 1: English + Shona

This subsection presents the results for the overall corpus. The
independent training and test sets contain both English and
Shona content. Table 4 shows the overall amount of data used
and the accuracy of the grapheme-based three-fold cross vali-
dation system with English and Shona-Only.

Table 4: Overall English + Shona results: grapheme accuracy
with a flat language model.

Language % Correct % Accuracy Data
English + Shona 70.64 59.95 7.7 hours

Shona-only 75.53 66.33 6.5 hours

Table 4 illustrates that the accuracy results improved after
English was omitted from the test and training sets. This is due
to the fact that English has a highly irregular mapping between
graphemes and phonemes. The grapheme-based recognition
results for such languages are invariably poor [13] – especially
for the case where the majority of the speech data are written in
the orthography of another language.

The Shona-Only grapheme-based system also produces accura-
cies in the range presented by [14]. Although our corpus was
limited in size and speaker variability, the grapheme accuracy
achieved is therefore acceptable. However, as Table 4 indicates,

about 1.2 hours of data was lost after removing the English con-
tent, and our recognition of embedded English content was sig-
nificantly worse than that of native Shona words. These issues
can be addressed by performing transliteration on the English
data to make it as regular as Shona [3]. The process is accom-
plished by mapping the phonetic representation of the English
words to Shona graphemes (“P-to-G” mapping).
The results that were obtained for the English + Shona data after
performing P2G mapping are shown in Table 5. In comparison
with Table 4, recognition accuracy for the same amount of data
clearly benefits from P2G mapping.

Table 5: Overall English + Shona results after transliteration
of English words

Language % Correct % Accuracy Data
Transliterated 72.87 61.42 7.7 hours

To further analyse the results from Table 5, we evaluated the
transliterated corpus quality by using Phone-based Dynamic
Programming (PDP) scores [15]. The scores were obtained
by first training a grapheme-based ASR system, then decod-
ing with a phone-loop grammar and also aligning the utterances
with the known orthographic transcriptions at a grapheme level.
Thereafter, the two grapheme strings corresponding to an ut-
terance are aligned using dynamic programming. Finally, the
alignment score obtained is utilised as a measure of both audio
and transcription quality [2]. The experiments were conducted
using a flat scoring matrix. Figure 1 depicts sorted DP scores
per utterance, where a score of 1 indicates a perfect match be-
tween the two grapheme strings. The transliteration process has
proven to improve the quality of the utterance as shown by the
transliterated graph moving above the raw data graph.

Figure 1: Dynamic programming (DP) scores of pure and
mixed Shona utterances

The figure also shows a sharp decline of the Shona graph be-
low the score of zero, which indicates the small number of bad
Shona utterances. Comparing the confusion matrices before and
after transliteration, we see that the most significant change is a
diffuse improvement in the accuracy of acoustic models, lead-
ing to a substantial reduction in falsely inserted graphemic units.
Utterances containing digits make a small contribution to the
total number of errors, but are very poorly recognised (accu-
racy less than 40% both before and after transliteration). The
usual challenge of digit normalisation is aggravated by poorly-
understood patterns of code-switching when numbers are read
out loud. Further research is required to determine which digit
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normalisation approach is most appropriate for the Shona lan-
guage and whether digit sequences are most often pronounced
in English.

7. Conclusion

We have demonstrated the use of an end-to-end system for
data collection, consisting of a set of widely-available or
open-source tools. We selected an under-resourced language,
Shona, for which no speech technology had previously been
available, and collected relevant text data via the World Wide
Web. The crawling and clean-up processes were accomplished
through a web-based tool called RLAT. Although the crawled
data contained an embedded language (English) that had equal
presence as the matrix data, we used a selection process in
order to reach a 86 % to 14% Shona-to-English ratio. The text
was used to generate prompts which could be verified on line
through a web based interface housed on GAE.

Our ASR system was trained with 7.7 hours of data that con-
tained both English and Shona. The grapheme-based system
was proven to be significantly more accurate after the English
content was removed from both the test and training sets.
However, the presence of English content in Shona speech is
a practical reality, which prompted us to explore a mechanism
that would permit us to increase the system’s accuracy in the
presence of such content. We used transliteration to perform
a phoneme-to-grapheme mapping of English phones to Shona
graphemes. The resulting system was still somewhat less
accurate than the Shona-only system, but the observed gain in
accuracy indicates that transliteration is a promising approach
in this context.

Our approach to transliteration is extremely simple: we simply
replace each English phoneme in a standard lexicon with the
Shona grapheme that most closely corresponds to it. It would
be interesting to see whether a more sophisticated strategy can
be used to achieve further gains in accuracy. Similarly, we have
treated all letters as though they are distinct graphemes; this
is known to be untrue for Shona, and it would be interesting
to see whether a linguistically motivated grapheme set will
produce improved recognition accuracies. To perform such a
comparison would, however, require word recognition, which
was not included in the scope of the current research.

The end-to-end system was designed to be as generic as possi-
ble and can be employed to develop ASR systems for all lan-
guages that have text data on the World Wide Web. RLAT has
very little reliance on internet connectivity, which makes it ideal
for both well-resourced and under-resourced conditions. Woe-
fzela, which is our open-source software together with inexpen-
sive mobile devices can be used in all environments. However,
many under-resourced languages exist in the presence of an of-
ten dominant language, which results in a lot of data loss during
post-processing. Our method of transliteration, which can be
applied to any embedded language, has proved to improve the
accuracy of ASR systems without any data loss. However, users
require reliable internet connectivity to perform prompt verifi-
cation and download prompts, which may prove undesirable for
some under-resource environments.
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ABSTRACT 

In the paper we propose to exploit existing corpora of well-
resourced languages as a basis for developing similar 
corpora of under-resourced ones. The construction of this 
type of corpora will allow finding common patterns of 
acoustic manifestation of similar functional states regardless 
of the language. The analysis of these corpora will also 
allow investigating universal and language-specific features 
reflected in speech. Two pilot experiments which may 
contribute to the proposed strategy are presented.  

Index Terms— under-resourced languages, parallel 
speech corpora, acoustics, intonation

1. INTRODUCTION 

Nowadays there are about 7000 human languages spoken in 
the world1. However, only about 20-30 of them have a 
significant digital presence. Such languages as English, 
Spanish, Mandarin, German, French and Japanese, for 
example, are characterized by information technology 
available, substantial presence on the Internet, existing 
software adapted for their use [6]. These and the next 270-
280 most widely-spoken languages account for over 90% of 
the world's speakers; the other 10% or so of the population 
speaks one of 6700 minority languages. The problem of 
availability of linguistic recourses such as written or speech 
annotated corpora, ASR and TTS applications etc., is 
especially relevant for these languages also referred to as pi-
languages or poorly-equipped languages. This concerns 
most or all the languages of the less developed countries of 
the world.  

A substantial number of papers discuss strategies for 
improving strategies for under-resourced languages. [2], [6], 
[8], [9]. They often focus on collecting parallel and/or 
comparable corpora. The term parallel corpora refers to 
speech samples of parallel texts which are true and accurate 
translations or approximate translations with minor 
language-specific variations. Typically, these are 
translations of canonical texts, legal documents, fiction 
translations, software manuals (e.g. the Bible, the Universal 

1 http://www.ethnologue.com/ 

Declaration of Human Rights etc.)2. By comparable corpora 
the samples of closely related texts reporting the same event 
or describing the same subject are meant. The parallel and 
comparable speech corpora are supposed to provide data on 
many languages with the same recording quality (sampling 
rate, microphone type, noise conditions), speaking styles 
(read, conversational), transcription and dictionary formats, 
and of the same domains. Today there seems to be a lack of 
big-size corpora of this type mostly due to fact that their 
construction involves a lot of funds. The existing ones 
provide us with mostly lexical, morphological etc., 
information. 

We propose another category of parallel/comparable 
corpora which is multilingual parallel corpora of functional 
states (e.g. emotional states, fatigue, depression etc). They 
are supposed to be collected according to same scenario 
which triggers the verbal expression of a certain state.  

The construction of this type of corpora will allow 
finding out common patterns of acoustic manifestation of 
similar functional states regardless of the language. The 
analysis of these corpora will also allow investigating 
universal and language-specific features relevant to different 
functional states and the ways they are reflected in speech. 

Moreover, the main advantage of the approach is a 
possibility to exploit the existing corpora of well-resourced 
languages as a basis for developing similar corpora of the 
under-resourced ones. 

For example, there does not exist a corpus of emotional 
children’s speech for the automatic recognition of emotion 
related user states for Russian. However, there is one for 
German [1]. It provides acoustic data on emotion reflections 
in the speech of German children. Conducting the 
perception tests on the emotion recognition of this material 
by Russian listeners, we can find out similar and different 
ways of expressing emotions by speakers of both languages. 
Thus, a parallel corpus of emotion related states for Russian 
can be designed to include only the acoustic data which are 
specific to the language. As a result, the amount of effort 
and costs is minimized. 

This approach provides also a good ground for testing 
our knowledge on emotion recognition patterns in the native 
speakers of various languages.  

2 http://rosettaproject.org/ 
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The emotion-related features and stylistic 
characteristics of speech are defined by the intonation 
means. Thus, to collect parallel multilingual corpora it is 
necessary to find out universal and language-specific 
intonation patterns of expressing various functional states 
and pragmatic meanings.  

In the paper two experiments which may contribute to 
the strategy described above are presented.  

2. PERCEPTION OF EMOTIONS IN THE SPEECH 
OF GERMAN CHILDREN BY RUSSIAN SPEAKERS  

The goal of this research was to study universal and 
language-specific means of expressing and perceiving 
emotions in the speech of Russian and German natives. The 
study was based on the speech material of Aibo Emotion 
Corpus that was kindly provided to us by our German 
colleagues [1]. The corpus included the speech of preschool 
children. Children’s emotional expression is spontaneous as 
their behavior is practically not determined by social 
conventions. That is why the emotional children’s speech is 
suitable for investigating direct correlation between acoustic 
characteristics of speech and emotional verbal reactions. 

A pilot perceptual experiment in order to investigate the 
patterns of emotional speech recognition was carried out. 

Thirty Russian adults were asked to listen to the files 
selected out of the Aibo Emotion Corpus. All the listeners 
were native speakers of Russian with no knowledge of 
German. The stimuli were short phrases that had been 
pronounced by German children in situations which evoked 
emotional verbal reactions. The subjects of the experiment 
had to make a decision which emotion was expressed in 
each phrase. They were asked to select from the list of 11 
types of emotional states. The same list of emotions had 
been used by German annotators of the corpus (Table 1) [9]. 
The Table 1 shows the frequency of state evaluations done 
by Russian (for the experiment material) and German 
listeners (the whole Aibo corpus). 

The comparison of evaluations showed a quite 
interesting tendency. In some cases a phrase that had been 
labeled as neutral (N) by the German annotators was 
consistently evaluated as surprised (S) by the Russian 
listeners. However, in most cases the Russian evaluations 
were identical to the German ones. This confirms that 
certain types of emotions have common means of 
expression in terms of acoustics in both languages while 
others differ. Thus the Russian corpus of emotion-related 
states is supposed to include samples of speech produced in 
different functional and emotional states which expression is 
specific for Russian. The acoustic characteristics of the 
emotions having common forms of expression can be 
obtained using the German data.  

Table1. Frequency of State Evaluations: Russian vs. 
German 

 Russian (111 
files) 

German (the whole 
corpus) 

State abs. 
freq. 

rel. 
freq. 

abs. 
freq. 

rel. 
freq. 

neutral (N) 611 18.5% 172,575 71,30% 
emphatic (E) 501 15.2% 39,942 16,50%
bored (B) 369 11.2% 10,413 4,30% 
surprised (S) 343 10.4% 4,416 3,10% 
touchy (T) 265 8% 5,924 2,40% 
hesistant (H) 294 8.9% 1,594 0,60% 
motherese (M) 229 6.9% 1,487 0,60%
joyful (J) 214 6.5% 1,153 0,50%
reprimanding (R) 202 6.1% 880 0,40% 
angry (A) 159 4.8% 584 0,20% 
other (O) 113 3.4% 37 0,00% 
Total 3300  1701,5 

3. PERCEPTION OF RUSSIAN NON-FINAL 
INTONATION BY FINNISH SPEAKERS 

Some contours in languages are similar both in their 
generalized form and function. Thus, rising intonation is 
thought be a universal feature of interrogation and non-
finality [3]. At the same time concrete patterns may be 
language specific. Russian rising-falling intonation, the most 
common for general questions and non-finality have always 
been considered as such. Observation over language 
behavior of foreign speakers of Russian allows us to admit 
that this pitch pattern is often misinterpreted phonetically, 
phonologically and, consequently, pragmatically.  

Unlike Russian, Finnish has a restricted range of 
intonation choice and has often been described as 
monotonous [5]. With falling intonation both for statements 
and questions, the distinctive feature remains the initial 
pitch of the utterance: in questions it is higher [11: 168-
169].  

Whether or not there are rising pitch contours in Finnish 
has been a matter of long dispute. Rising intonation contours 
used to be considered unacceptable due to the internalized 
prosodic grammar of native speakers of Finnish [5: 43]. In 
general Finnish still continues to be regarded a “level” 
rather “contour" language: for incomplete utterances Finnish 
speakers tend to use a mid- level tone, the non-low pitch 
throughout the intonation-group, with the first and the last 
on the same level [4: 27-29], But under certain specific 
circumstances, rising contours do occur in the intonation 
system of Finnish. Iivonen regarded the possibility for 
continuation rising intonation at the end of an intonation 
group, and a steeply ascending rise for echo questions [5: 
51]. [11: 170] report that “rising” tone serves as a prosodic 
politeness formula. Rising intonation is thought to be 
characteristic of the speech of people living in Northern 
Finland. At the same time there is some evidence that rising 
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intonation contours are becoming more and more popular in 
colloquial Finnish with female speakers in Helsinki area [7]. 
Along with typical level continuation intonation when the 
pitch level at the end of the non-final utterance remains 
around the middle of the F0 range, without a fall, a slight 
rise may also occur [10: 116]. In objective descriptions 
Finnish, it is now widely recognized that intonation (e.g. 
rising intonation) serves quite specific functions in Finnish 
though these distinctions are used less systematically in 
Finnish than in some other languages [14], [13]. Whether or 
not rising intonation in Finnish is “latent”, how Russian 
rising intonation contours "transplanted" into Finnish will be 
interpreted by Finnish speakers, whether or not they lead to 
misinterpretation — these issues we tried to elicit by 
conducting the perception experiment. 

For this experiment sentences containing from 2 to 4 
IPs were translated from Russian into Finnish and checked 
for accuracy by a native Finnish speaker. The experimental 
material was recorded from 4 Russian students of Finnish; 
their Finnish competence level can be estimated as pre-
intermediate, and their pronunciation as acceptable with a 
strong Russian prosodic accent. The sentences were 
composed in such a way as to induce the speakers to use one 
of the Russian non-final contours: low rising, high rising or 
rising-falling. Recordings were performed in a sound –proof 
chamber at the Department of Phonetics of Saint-Petersburg 
State University. 

Perception experiment was performed at the language 
lab of the Jyvaskyla University, in two sessions with 15 
native Finnish speakers participating (Thanks to all the 
Finnish students for their participation). 44 stimuli 
containing intonation units with three different types of non-
final intonation were selected from the material recorded 
from 4 Russian speakers of Finnish. The subjects were 
requested to read the instruction, listen to the stimuli 
presented one after another and tick the box, corresponding 
to their choice of the answers: Tone (Rising / Falling); 
Sentence type (Question-Statement(final)-Exclamation-
Other (non-final); Neutral / Emotional. The stimuli were 
presented via headphones, the subjects were not limited in 
time. The results of the perception experiment are presented 
in Table 2. 
First of all, the stimuli 5, 8, 22, 23, 34, 37 perceived as 
falling by Finnish subjects represent another type of rising 
intonation from the point of view of Russian speakers, a 
very slight lowering of the F0 in the post-tonic part is 
generally ignored. The contour itself sounds more familiar 
to the listeners as the one which is used in Finnish 
statements: due to this particular lowering of the post-tonic. 
This explains the number of “statement” judgments. The 
data also show a clear mismatch between the intonation of 
non-finality in Russian and Finnish both in the realization 
and perception of rising-falling intonation. Patterns 24, 27, 
40, 17, 18 were judged as falling by the majority of the 

subjects. At the same time, there is no agreement between 
them as regards to the sentence type. They are no more 
unanimous in their "neutral /emotional" judgments. 

Table 2. Perception of rising types of Russian non-final 
intonation by 14 Finnish listeners (%). Refusals are 
excluded. 

N F0 track Fall, 
%

Sentence type, 
%

N/E, 
%

Q S Exc O N Em 

24 
79 21 21 43 14 43 57 

27 
79 0 50 21 14 86 14 

22 
93 0 79 14 7 86 21

23 
79 0 93 0 7 86 14 

40 
100 28 64 4 4 86 14 

5
86 0 79 7 7 79 21 

8
86 50 7 43 0 7 93 

17 
71 21 21 36 14 43 50 

18 71 
28 28 28 14 57 36 

37 71 0 71 21 7 79 21 

34 71 7 57 0 36 100 0

So far we found no confirmation of the Toivanen's 
statements about the connection between the rising-falling 
shape of the contour and its affect-signaling property for 
Finnish. “With the respect to the affect-signaling property of 
the shape of the pitch-pattern, it has been established that in 
Finnish intonation a rising contour indicates that the speaker 
is uncertain. In contrast, by using a rising –falling (…) pitch 
contour, the speaker can emphasize a point very forcibly. 
Thus rise-fall often marks off a contrastive or emphatic 
focus. On the other hand, it seems that an abrupt pitch 
movement, whether downward or upward, reflects 
emotional arousal.” [11: 172]. It seems that rising-falling 
intonation in our perception experiment is not interpreted as 
such since there in no distinctive phonological opposition 
between this type of contour and the rest: the rise-fall in 
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Finnish is used only as the accentual tune. A larger 
experiment is required. Anyway, the data show that 
functionally the same meaning — non-finality in our case 
— in Russian and Finnish displays similarities and 
differences in its formal representation and consequently, 
pragmatic interpretation, which may lead to 
misinterpretation in real speech situation. This information 
may become a point of special interest in the studies of L1-
L2 contact and prosodic interference in general [12, 13].  

4. CONCLUSION 

The results of the experiments show that for any pair of the 
languages compared we can define similar and different 
forms of the acoustic manifestation of various functional 
states and means of conveying intonational meanings. These 
data can be obtained using the existing speech corpora of 
one of the languages. The results of the experiments provide 
information on, first, what material should be collected to be 
representative of the language specific features; second, the 
results of the perception experiments confirm the 
effectiveness of the use of "meaningless" for the listeners 
research material for obtaining information about universal 
and language specific means of conveying emotional and 
communicative information, and third, these data are of 
pragmatic value since they allow to predict situations which 
may lead to miscommunication in L1-L2 contact. Besides, 
intelligent use of the "foreign" language speech corpus may 
yield important valuable information about one's native 
language system. 
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ABSTRACT 
 A phonetic dictionary is an essential component of a speech recognition system or a speech synthesis system. Our work targets the generation of an automatic pronunciation dictionary for the Tunisian Arabic, in particular in the field of rail transport. To do this, we created two tools of phonetic vowelized and unvowelized words in the Tunisian Arabic. The proposed method to automatically generate phonetic dictionaries is based on rules and is presented in this article. This paper outlines the steps to create our own study corpus TTAARRIICC: TTunisian AArabic RRailway IInteraction CCorpus[1]. Then it details the phonetic and phonological exceptions of the Tunisian Arabic and illustrates some rules used for the construction of phonetic dictionary.  
 

Index Terms  Tunisian Arabic, Phonologic, Phonetic 
Dictionary, vowelized and unvowelized words. 
 

1. INTRODUCTION 
 

This work is part of the implementation of a system of 
automatic speech recognition of the Tunisian Arabic used in 
the field of railway transport. In this article, we focus on one 
of the key system components of speech recognition, namely 
the phonetic dictionary. The lack of spoken and written 
resources is one of the main problems for the treatment of 
the Tunisian Arabic. Thus, we present in this paper the 
efforts we deployed to create our own resources, as well as 
our method for automatically generating a phonetic 
dictionary for vowelized  words and unvowelized . 

This article consists of 8 sections. First, we present an 
overview of  the Tunisian Arabic. Secondly, we expose the 
related work. Then, in the section 4 we present some detail 
about our corpus TARIC . In the next section we review the 
writing system of the Tunisian Arabic. Then. We also show 
the phonological and phonetic exceptions of the Tunisian 
Arabic. In the seventh section of the article, we outline the 

principles and steps of the automatic generation of phonetic 
dictionaries. Finally, we will give the results of the 
evaluation of our tools of phonetization. 

2. THE TUNISIAN ARABIC 
 
Arabic is currently the sixth most widely spoken language in 
the world. It has a special status as an official standard 
language in the Arab world. It is important to realize that 

linguistic variety; rather, it is a collection of different 
dialects. These Dialects can be classified according to 
geographical areas as they can be classified according to 
sociological and regional differences. We can also divide 
Arabic Dialects into two major groups namely the Western 
group (the Arab Maghreb or the North African group) and 
the Eastern group (Levantine Arabic, Gulf Arabic and 
Egyptian Arabic). 

The Tunisian Arabic, generally known as the "Darija" or 
"Tounsi", is a subset of the Arabic Dialects associated with 
the Arabic of the Maghreb (the west of the Arab world). It is 
used in the daily life of Tunisian people for spoken 
communication. As for the other dialects, we can usually 
find dialects used by urban residents, farmers and Bedouins 
(residents of the desert). These various Tunisian Arabic 
differ considerably from each other. Differences affect all 
levels of the language, i.e. pronunciation, phonology, 
vocabulary, morphology, and syntax. Despite these 
differences, the Tunisian Arabic always remains understood 
by all Tunisian people. Among the phonological differences, 

/ as ' ' 
/g/, b /.  

the word " " / i:u:qif /, but farmers use the word " "   
/i:a bis/. These two words have the same semantic 
denotation. Amongst the remarkable specificities of the 
Tunisian Arabic, we note the presence of borrowed words 
from French, Berber, Italian, Turkish, English  and Spanish. 
Also, we note the presence of words which the origin is 
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Modern Standard Arabic (MSA). The presence of these 
words is the result of 1many factors and historical events that 
occurred throughout the centuries such as: the Islamic 
invasions, the French colonization, migration, commercial 
exchanges, etc [3]. 

Today, the Tunisian Arabic is becoming more and more 
often used in interviews, news, telephone conversations, 
public services, etc., and it has a strong presence today in 
blogs, forums, and user/reader commentaries on the internet. 
So, it is so important to consider the Tunisian Arabic in the 
new technologies like speech recognition systems, systems 
Human-Machine Dialogue, etc. However, the dialect suffers 
from the absence of tools and linguistic resources. Tools to 
treat the MSA are very difficult to use, given the large 
difference between the MSA and the Tunisian Arabic. Thus, 
it should be noted that our work studying the Tunisian while 
we lack  of linguistic tools for this dialect. 
 

3. RELATED WORKS 
 
In the context of automatic speech recognition, to make the 
link between the lexical level and the acoustic level,   it is 
necessary to associate each word in the vocabulary with one 
or more sequences of acoustic base units. In the related 
literature, several approaches are used to obtain the 
sequences of phonemes. We can distinguish the data-driven 
approach that typically uses learning data and the rule-based 
approach that requires linguistic expertise [5], [6], [9], [10], 
[7], [12], [13]. In what follows, we will further explain each 
of these approaches. 
 
3.1 The Data-driven Approach 
 
The general idea of this approach is to use a dictionary of 

. Probabilistic approaches 
based on joint models [11] or on approaches based on 
machine translation [2] can capture machine learning links 
between graphemes used to write the words and phonemes, 
units of sound used to represent the pronunciation of a word. 
These statistical techniques require training data. When 
these data are sufficient in number, they allow obtaining 
interesting results while minimizing human expertise. In the 
absence of data, these approaches are not applicable. 
 
3.2 The Rule-based Approach 
 
The construction of an automatic rule-based phonetic system 
requires a good knowledge of the language and its phonetic 
rules which, moreover, must not contain too many 
exceptions: the automatic phonetic transcription using 

                                                 
1 To represent phonemes, we use the symbols  the 
International Phonetic Alphabet  
(http://fr.wiktionary.org/wiki/Annexe:Prononciation/arabe) 

linguistic knowledge does not require innovative techniques, 
but rather a significant expertise in the tongue [5] [6]. 
The advantage of this approach is that it allows better 
control of the quality of the construction of pronunciation 
dictionaries: if there is an error, it is possible to add a new 
rule. Further, the development cost can be compared to the 
cost necessary for the construction of the training data 
manual used by the statistical approach. 

4. CORPUS STUDY: THE TUNISIAN ARABIC 
RAILWAY INTERACTION CORPUS 

 
In addition to the lack of tools to deal with the Tunisian 
Arabic, lack of linguistic resources is also evident. To build 
an automatic speech recognition system, we need a corpus of 
audio recordings and their transcription. So, face this 
situation, we are obliged to create our own study corpus 
TARIC. 
The creation of a corpus is done in three phases: 1) the 
production of audio recordings, 2) the manual transcription 
of these recordings and 3) the standardization of these 
transcripts. For ample information about the steps for 
creating of TARIC, you can read this article [1]. 
Table 1 presents some statistics of the TARIC corpus. 
 

Number 
of hours 

Number of 
dialogues 

Number of 
statements 

Number 
of words 

20 h 4,662 18,657 71,684 

TABLE 1 - Statistics of TARIC 
 

During the analysis of TARIC, we noticed that foreign 
words represent 20% of the vocabulary. Here are some 
examples of foreign words in the Tunisian Arabic: the word 
" " "Ticket" /tika:i:/  is of French origin, or the word 
" " "Trinou" "/tri:nu:/ is of Italian origin. One can also 
note the presence of words of English origin like the word 
" " "Ok"  
Also, we noticed that some foreign words are used with 
modifications in relation to their origins. Thus, a foreign 
word undergoes an enclitic addition from Arabic. Here are 
some examples of words:  

" /sIprimIha:/ "delete" is a word 
borrowed from the French; it underwent the addition of the 
enclitic Arabic " " / ha :/ "her",which is attached to the 
word.  

" / rIzirvIlI /, which means " make a 
reservation for me ", is a word borrowed from French, it 
underwent the addition of the enclitic Arabic " " / ll / "me" 
that is attached to the word. 
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5. THE WRITING SYSTEM OF THE TUNISIAN 
ARABIC 

The Tunisian Arabic is written in script from right to left. 
The alphabet consists of thirty-one letters: i) twenty-five of  
these are consonants taken from MSA, ii) three consonants  
are the result of the presence of foreign words : ' ' /V/, ' ' 
/G/ and ' ' /P/ and iii) three letters represent the long 
vowels. 

Each letter can appear in up to four different shapes, 
depending on whether it occurs at the beginning, in the 
middle, or at the end of a word, or even in isolation. The 
letters are most of the time connected to each other 
graphically and there is no capitalization.  

A distinguishing feature of the MSA and its dialects writing 
system is the presence of short vowels called diacritics. 
These diacritics are not represented by the letters of the 
alphabet but they are marked by short strokes placed either 
above or below the consonant. We can distinguish nine 
diacritics: (a) three short-vowel diacritics; (b) three 

vowel and the marker /n/ -This type of diacritic is rarely 
used in the Tunisian Arabic-, (c) one consonant lengthening 
diacritic (called Shadda) which repeats the previous 
consonant; (d) one diacritic for marking when there is no 
diacritic (called Sukun). 
 
6. PHONOLOGIC AND PHONETIC EXCEPTIONS OF 

THE TUNISIAN ARABIC 
 

In this section we will present the phonetic and phonological 
exceptions of the Tunisian Arabic.  
There are several specific phonologic and phonetic features 
in the Tunisian Arabic. We cite below a few of these 
phonetic features:   

 Short vowels are frequently omitted. For example, the verb 
"write" is pronounced in MSA «  » /kataba/ but in the 
Tunisian Arabic, we say " " /ktib/. 
 Most words in the Tunisian Arabic 
the short vowel is neglected when it is located at the end of 
a syllable [4]. 
 The intervention of the consonant " " / / in the Tunisian 
Arabic occurs all over the country in rural and in urban 
areas. This appears especially in the interrogative voice of 
the dialect. 
 Strong sound of the consonant " " /t/. 
 In the Tunisian Arabic, the consonant " " /q/ has a double 
pronunciation. In the rural dialects, it is pronounced ' ' /g/. 
In the urban dialects, the consonant " " is pronounced /q/, 
but there are some exceptions. 

 There are many consonants in the Tunisian Arabic that can 
be pronounced in many different ways. Below we 
represent some of them:   

 
/s  
  is realized as 

 
 The consonant / / can be pronounced in two 

/ /  /. 
 / /  can be pronounced in two 

/ /  . 
 In the Tunisian Arabic  " " / /,, at the 
beginning of a word, is pronounced in different ways.    
 In the Tunisian Arabic  " " / /,  is omitted 

when it is located at the end of a word. 
 Generally, the "Hamza" " " / /,  is omitted when it is 
located in the middle of a word.  
 -
exceptions.  
 There are letters that are not taken into account. The "alif" 
in the word " " / :/  " they exit" does not 
correspond to a sound (silence).  
  Long vowels become short vowels. For example, "

" / fItran / "on the train" " " / fi tran /.  
 We noted the elimination of a consonant in certain words. 
For example, " " /ma:na raf /  "I don't know" can 
be pronounced " " /ma:na ra /.  In this example, the 
consonant " " / f / is eliminated. 
 The Tunisian Arabic has a new phoneme  /EY/ which does 
not exist in MSA as in the word, " " /HH R EY M/ 
"cover". 
  The numbers have a specific characteristic:  

 the numbers between "three" and "nine" accept a 
double pronunciations which undergoes elimination 
of some consonants and a change of vowels; 

 the numbers from "Eleven" also accept two 
pronunciations, one of which requires the addition 
of the phoneme "N" at the end of the number.  

 We noted the addition of the phoneme / E IH / to support 
the pronunciation of the first silent consonant of a word. 

 
7. BUILDING A PHONETIC DICTIONARY 

 
We created two phonetic tools: one for vowelized words and 
the other for unvowelized words. In the following sections, 
we explain the general principle of automatic phonetics then 
we show the specificities of the two phonetic tools. 
 
7.1. General principle of phonetics 
 
To automatically generate a pronunciation dictionary, we 
have shown, from our corpus TARIC, a set of phonetic rules 
and a lexicon containing exceptions.  
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The Tunisian Arabic is characterized by the presence of 
numerous phonetic exceptions. Indeed, one can find a word 
that can be pronounced in two or more ways. 
The process for phonetic vowelized and unvowelized words 
occurs in two phases: the consultation of the base lexicon of 
exceptions and applying the phonetics rules. 
 
7.1.1. The lexicon of exceptions 
 
There are words that cannot follow our set of phonetic rules; 
it is necessary to define a lexicon of exceptions. This lexicon 
is consulted before the rules are applied. If the word is 
among the exceptions, it is encoded directly in phonetic 
form. Otherwise, we must apply the rules to generate its 
phonetic form. In our lexicon, we have more than 30 
exceptions. Our basic lexicon of exceptions has been 
validated by three experts (native speakers). 
  
Examples of exceptions: 

" /Half/ can be pronounced in three 
different ways: " "   " " / nis " /nif /. 
 
7.1.2. Phonetic rules 
 
We have developed a set of phonetic rules that must be 
provided for each letter. Each rule attempts to match certain 
conditions relating to the context of the letter and provide a 
phoneme or phoneme sequences and sometimes silence. Our 
rules have also been validated by three experts. The total 
number of rules is about eighty [1]. 
Each rule is read from left to right and follows this format 
[1]: 
 
{Right-Condition} + {Graph} + {Left-Condition} => Replacement 

 
 
7.2. Phonetization of vowelized words 
 
During transcription of our corpus, we chose vowelized 
words according to the pronunciation of the speaker. The 
presence of these vowels permits a substantial decrease in 
the degree of phonetic ambiguity. 

We noticed that the words which are vowelized in the 
Tunisian Arabic generally end with Sukun (silent consonant) 
or a long vowel.  

To automatically generate the phonetic form of a word, the 
application of phonetic rules is done in the direction of 
reading of the word, ie it starts with the first letter of the 
word and the order of the letters are respected. Below is an 
example of a phonetic vowelized word:  
The word " / "Eleven" belongs to the basic 
numbers, therefore it accepts a double word pronunciation 
with one ending with the phoneme "N".  

The rules used are:  
 
R1: {C =   
When a consonant is followed by "Sukun" then we always 
obtain phoneme of the consonant. 
 
R2: { / d / } + { VL = Fatha alif} =>  {Phoneme = D AE:}  
 
When a consonant is followed by a long vowel 'alif and 
Fatha ",  so we obtains the two phonemes: the corresponding 
one of the consonant "D" and the other of the long vowel 
"AE". 
 
R3: {   
When a consonant is followed by "Sukun" then we always 
obtain phoneme of the consonant. 
Phonetics forms as follows:  "  
 1. HH D AE: SH 
 2. HH D AE: N SH 
 
7.3 Phonetization of unvowelized words 
 
Starting from three principles: (a) a word in the Tunisian 
Arabic ends with either a silent consonant (with Sukun) or a 
long vowel, (b) each long vowel is always followed and 
preceded by a silent consonant (c) a word cannot have two 
successive consonants that carry a vowel (long or short) with 
the exception of words with "Shadda" (Doubling of 
consonants). Phonetic rules for unvowelized words can be 
divided into two groups: support and secondary rules. 

The support rules are applied in a first step. The majority of 
these rules are at the origin of  the production of phoneme of 
the long vowels in the word, which facilitates the application 
of secondary rules in a second time. The secondary rules are 
at the origin of the production of phoneme of the short 
vowels and "Sukun". 

Unlike vowelized words, the application of phonetic rules 
does not comply with an order well defined and therefore 
does not follow the reading direction of the word. 

In fact, the phonetic starts by locating in the word at least 
one of these four consonants (" " / a :/ "Alif", " " / a :/ "Alif 
Maksoura", " " / i :/ "Ya" and " " / u :/ "Alif and Waw") to 
apply the rules support. These rules permit to give a 
phonétisation of long vowels. Then  and based on the 
principle that "every long vowel is always followed and 
preceded by a silent consonant", secondary rules are applied 
in order to add the phonemes short vowels or "Sukun". 

In the absence of one of these four consonants, the phonetic 
transcription is based on two principles:  the word ends with 
a silent consonant (with Sukun) and second, one cannot have 
two successive vowels consonants bearing. 
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8. EVALUATION 
 

The phonetic system was tested on a corpus consisting of 
400 words collected from Tunisian blogs of various field 
(politics, sports, culture, scientific ...). The corpus was in the 
first instance standardized by CODA : conventional 
orthographic for the Arabic Dialect" [8].  
The evaluation of these two phonetic tools (with and without 
vowels) is done as follows:  
(i) we did the manual phonetization of our test corpus then 
(ii) we did the automatic phonetization  of the same corpus 
using our tools, (iii)  next we used the tool Sclite to test our 
tools in terms of phonemes and words. This evaluation 
procedure is the same for the vowelized and unvowelized 
corpus.  
 The following table shows results obtained for the phonetic  
 corpus with and without vowels. 

Test corpus  Error rates in phoneme 

vowelized 0 % 

unvowelized 12.9 % 
TABLE 2 - Results of the evaluation 

 
As presented in Table 2, the system of phonetic of a 
Tunisian Arabic is 100% performer for vowelized texts.   
Concerning non vowelized text, phonetisation is a more 
complex task where our system can provide several variants 
of phonetic. The error rate of 12.9% phoneme presented in 
Table 2 is the first proposal of the system. 
 

9. CONCLUSION 
 
This paper describes our effort to create two tools for the 
automatic phonetization of vowelized and unvowelized 
words used in the Tunisian Arabic in the field of railways. 
The tools generate a pronunciation dictionary based on 
phonetic rules of Tunisia. Each rule tries to match certain 
conditions relating to the context of the letter and to provide 
a replacement. The total number of rules is about 80.  
To cope with the lack of linguistic resources in the Tunisian 
Arabic, we were compelled to create our own corpus 
TARIC. The creation of TARIC is done  in three phases, 
namely, production of audio recordings, manual 
transcription of these records and standardization of these 
transcripts.  
Also, this article gives a description of the Tunisian Arabic  
writing system and the phonetic and phonological 
exceptions.   
The phonetic system was tested on a corpus consisting of 
400 words (vowelized and unvowelized), the error rate of 
vowelized words is 0 % and 12.9% for unvowelized words. 
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ABSTRACT 
 
We aim to develop a Speech-to-Speech translation system 
between Modern Standard Arabic and Algiers dialect. Such 
a system must include a Text-to-Speech module which itself 
must include a Grapheme-to-Phoneme converter. Algiers 
dialect is an Arabic dialect concerned by the most problems 
of Modern Standard Arabic in NLP area. Furthermore, it 
could be considered as an under-resourced language because 
it is a vernacular language for which no substantial corpus 
exists. In this paper we present a grapheme-to-phoneme 
converter for this language. We used a rule based approach 
and a statistical approach, we got an accuracy of 92% VS 
85% despite the lack of resource for this language. 
 

Index Terms  Modern Standard Arabic (MSA), 
Algiers Dialect, Grapheme-to-phoneme conversion, 
Statistical Machine Translation. 
 

1. INTRODUCTION 
 
Grapheme-to-Phoneme (G2P) conversion or phonetic 
transcription is the process which converts a written form of 
a word to its pronunciation form. G2P conversion is not a 
simple deal, especially for non-transparent languages like 
English where a phoneme may be represented by a letter or 
a group of letters and vice-versa [1]. 

Unlike English, Arabic is considered as a transparent 
language; in fact, the relationship between grapheme and 
phoneme is one to one, but note that this feature is 
conditioned by the presence of diacritics. The lack of 
vocalization generates ambiguity at the phonetic level and 
consequently at the lexcial, syntactic and semantic levels. 
For exapmle the word  /ktb/, can have different 
phonetic transcriptions1 such as /kataba/, /kutiba/, /kutubun/, 
/kutubi/, /katbin/... Algiers dialect obeys to the same rule: 
without diacritics, G2P conversion will be a difficult issue to 

                                                 
1 We use SAMPA Speech Assessment Methods Phonetic Alphabet 
for phoeneme representation. 

resolve. That is why we first dedicated our efforts to 
develop an automatic diacritizer system for this language.  

Most of works on G2P conversion have used two 
approaches: the first one is a dictionary-based approach, 
where a phonetized dictionary contains for each word of the 
language its correct pronunciation. The G2P conversion is 
reduced to a lookup of this dictionary. The second approach 
is rule-based[2][3][4], in which the conversion is done by 
applying phonetic rules, which are deduced from 
phonological and phonetic studies of the considered 
language or learned on a phonetized corpus using  a 
statistical approach based on significant quantities of 
data[5],[6]. 

For Algiers dialect which is a non-resourced language, 
a dictionary based solution for a G2P converter is not 
feasible since a phonetized dictionary with a large amount 
of data is not available. The first intuitive approach (regards 
to the lack of resource) is a rule-based one, but the 
specificity of Algiers dialect had led us to a statistical 
approach in order to consider all features related to this 
language.  

 
2. ALGIERS DIALECT 

 
Algiers dialect is one of the most important dialects of 
Algeria; it represents the dialectal Arabic spoken in Algiers 
and its periphery. Algiers dialect simplifies the 
morphological and syntactic rules of the written Arabic. It 
uses the Arabic alphabet which includes 28 letters (14 solar 
consonants which assimilate the  of a preceding definite 
article  and 14 lunar consonants which do not assimilate it) 
and three non Arabic letters  /G/ ,  /V/ and  /P/. It uses 
all Arabic diacritics except the Tanween doubled case 
endings see [7] for more details. 

 
2.1. Writing System 

 
Algiers dialect is a spoken language without conventional 
writing rules. No writing system is adopted for it by 
scientific community of the country. In fact, the absence of 
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writing system for Algiers dialect is due to the lack of 
resources such as corpora for this language. Working on this 
issue (lack of resources) began with a corpus construction 
which has taken us to adopt a writing system. The main idea 
for elaborating writing rules is based on the fact that Algiers 
language is an under-resourced Arabic language, so we 
adopted the Arabic writing system when it is possible. That 
means when writing a word in Algiers dialect we look if 
there is an Arabic word close to this dialect word: if it 
exists, we adopt the Arabic writing for the dialect word; 
otherwise, the word is written as it is spoken. It should be 
noted that Algiers dialect is written from right to left (like 
Arabic language). 

 
2.2. Issues of G2P Conversion for Algiers Dialect 
 

Algiers dialect G2P conversion obeys to the same rules as 
MSA. Indeed, Algiers dialect could be considered as a 
transparent language since alignment between grapheme and 
phoneme is one to one when the input text is vocalized. This 
transparency conducts us to adopt a rule-based approach to 
build a G2P converter. Furthermore, Algiers dialect contains 
borrowed words from foreign languages (mainly French). Its 
vocabulary contains many French words used in everyday 
conversation. French borrowed words could be divided into 
two categories: the first one includes French words 
phonologically altered such as the word  (famille, 
family) and the second one includes words which are 
pronounced as in French like the word  (sûr, sure). 
This last category constitutes a serious deal for G2P 
conversion since these words do not obey to Arabic 
pronunciation rules.  
 

Dialect 
word 

Dialect phonetic 
transcription French word Meaning 

 /ku:zina/ Cuisine Kitchen 
 / t a:bla/ Table Table 

 / Connexion Connection 
  Devise Currency 

Table 1.   Examples of French words used in Algiers dialect 

In the examples of Table1, although the first two words 
are French, they are phonetized as Arabic words. The french 

On the other side, the last 
two words are phonetized as French words since they are 
pronounced as in French by Algiers dialect speakers. In 
order to take account of this word category, the French 
phonemes like /  Algiers 
dialect phonemes. Note that, depending on the speaker, we 
can found different words related to the same meaning 
falling into both categories. An example of this, the word 

 (family), which is a french word (famille) 
phonologically altered is widely used in Algiers dialect, but 

 with French pronounciation 
is used. 

3. RULE BASED APPROACH 
 
As mentioned above the rule-based approach for G2P 
conversion applied to Algiers dialect requires a diacritized 
text. Hence, we implemented ADAD, the Automatic 
Diacritizer of Algerian Dialect texts which then can be 
converted into their phonetic forms by applying the 
established rules mentioned in Section 3.2. 
 
3.1. Automatic Diacritic Restoration  
 
ADAD[7] is based on a statistical approach; we used 
available tools for machine translation where source and 
target were respectively undiacritized and diacitized texts. 
We considered diacritization as a Machine Translation 
problem; we built a Statistical Machine Translation system 
based on parallel corpora of diacritized and undiacritized 
texts. We used a trigram language model trained on 
diacritized texts, a phrase table with undiacritized and 
diacritized entries. This choice is due to the fact that this 
approach does not require any linguistic knowledge or 
resources except vocalized corpora. First, we experimented 
our solution on MSA diacritized corpora Tashkeela2 and 
LDC Arabic Treebank (Part3, V1.0) [8], we got motivating 
results: a DER (Diacritization Error Rate) of respectively 
4.1% and 5.7%, and precision rate of 93.1% and 96%.  

 
Figure 1. Iterative Diacritization Process 

For dialectal side, we vocalized by hand a part of 
Algiers dialect corpus and we used it for training our 

                                                 
2 http://sourceforge.net/project/tashkeela 
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system, the results achieved a DER of 12.8% and precision 
rate of 98% despite the very little size of this corpus. 
Considering this interesting precision rate, we used an 
iterative process to vocalize the rest of the dialectal corpus. 
We begin by automatic vocalization of a small amount of 
data, then we proceed to the correction of errors (by hand). 
This task is not time consuming regarding the high precision 
rate of the system. The vocalized text obtained constitutes 
the input to the training corpus then we restart training 
process, and proceed to automatic vocalization of another 
portion of the corpus, and so on (see  figure 1). 
 
3.2. Rule Based G2P Conversion  

 
After the diacritization step described above, the text is 
converted into phonemes by applying a set of rules detailed 
in the following. It should be noted that most of these rules 
are those adopted also for Arabic [2] [3] and are applicable 
only for Arabic words and foreign words phonologically 
altered in our corpus.  

Let us consider: BS is a mark of the beginning of a 
sentence, ES is a mark of the end of a sentence, BL is a 
blank character, C is a consonant, V is a vowel, LC is a 
lunar consonant, SC is a solar consonant, and LV is a long 
vowel. A conversion rule can be written as follows: 

 
LFT + GR + RGT    /PH/ 

 
The rule is read as follows: a grapheme GR having 

respectively as left and right context LFT and RGT is 
converted to the phoneme PH. Left and right contexts could 
be a grapheme, a word separator, the beginning or the end of 
a sentence or empty. 
 
3.2.1. ,  and  rules 
In Algiers dialect, the letters  /D/,   /D / and  /T/ are not 
used, they are in most cases pronounced respectively as the 
graphemes  /d/,  /d / and  /t/. 

 
{C, V} +  + {C,V}  /d/ 

{C, V} +  + {C,V}  /d / 
{C, V}+  +  {C,V}  /T/ 

 
3.2.2. Foreign letters rule 
Algiers dialect alphabet corresponds to Arabic alphabet 
extended to three foreign letters g, v and p. 
 

{C, V} +  + {C,V}  /g/ 
{C, V} +  + {C,V} /v/ 
{C, V} +  + {C,V}  /p/ 

 
3.2.3. Definite article rule 
When the definite article  is followed by a lunar 
consonant (which does not assimilate the  the  is not 
pronounced. 

 
{ LC}+ +{BL,BS}   /l/+/LC/ 

Example:   (the moon)   /laqmar/ 
 
This rule is the same as in MSA with the difference that 

in MSA the  is pronounced if the definite article is in the 
beginning of the sentence.  

When the definite article  is followed by a solar 
consonant the is not pronounced and the consonant 
following it is doubled (gemination). 
 

{SC}+ +{BL,BS}  /?a/+/SC/ +/SC/ 
Example :   (the roof)  /?assqaf/ 
 
3.2.4. Words Case-ending 
Words case ending in Algiers dialect is the Sukun (Absence 
of diacritics), so the last consonant of a word should be 
pronounced without any diacritic.  

 
{BL,ES}+C+{C,V}   /C/ 

{BL,ES}+ +C+{C,V}   /C/ 
Example:   (before)  /qbal/ 
 
3.2.5.  Long vowel rules 
When ,  and  occur in a word preceded respectively by 
the short vowels ,  and , their relative long vowels are 
generated. 

{C + }+  +{C}  /a:/ 
Example :   (a cup)   /ka:s/ 

 
{C+ }+ +{C}  /u:/ 

Example:   (beans)  /fu:l/ 
 

{C+ }+ {C}   /i:/ 
Example:   (a well)  /bi:r/  
 
3.2.6. Glottal stop rule 
In Algiers dialect, when a word begins with a Hamza, its 
phonetic representation begins with a glottal stop. In the end 
of a word the Hamza is not pronounced. 

 
{C,V}+ +{BS,BL}   /?/$ 

  Example:  (stop talking)   /?askut/ 
 

{BL,ES}+ +{C,V}     /Null/ 
Example:  ( sky)   /sm?/ 

It should be noted that the hamza in the middle of the 
word is replaced by the long vowels  or  in Algiers dialect. 
For example the Arabic words  (a well) and  (a 
poleax) correspond respectively to /bi:r/ and /fa:s/  
 
3.2.7.  Alif Maqsura rule  
Alif Maqsuraa  (which is always preceded by a fatha /a ) 
at the end of a word is realized as the short vowel /a/. 

 
{BL,ES}+ + { +C}    /a/ 
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Example:  (he threw)   /rmaa/  
 
3.2.8.  Alif Madda  rule 
Alif madda is realized as alef /?/ with the long vowel /a:/. 

{C}+ +{C}    /?a:/ 
Example:  (he trusted)    /?a:man/  
 
3.2.9.  Words ending with   
The  is not pronounced in Algiers dialect unlike in MSA 
where it is realized with the two phonemes /t/ and /h/ 
(depending on the word position). 
 

{BL,ES}+ +{C,V}   /Null/ 
 Example:  (a girl)  / t afla/  
 
3.2.10. Words ending with  
The  is not pronounced in Algiers dialect when it is 
preceded by . 

 
{BL,ES}+ +{ }   /Null/ 

Example: (his book)  /kta:bu/ 
 
3.2.11.  Words containing the sequences  
When a  is followed by a  , the  is pronounced as /m/ 
 

{  }+ +{C,V}  /m/ 
 Example:  (a foretop)    /mambar/ 
 
 
3.2.12.  Gemination rule 
When the Shadda   appears on a consonant, this consonant 
is doubled (geminated)  
 

{V }+  +{C }  /CC/ 
 Example:  (sugar)    /sukkur/ 

 
It should be noted that most of these rules could be 

applied for other Algerian dialects and Arabic dialects close 
to them such as Tunisian and Moroccan ones.  

 
4. STATISTICAL APPROACH 

 
The rule based approach that we adopted in our research 
didn't take account of French words used in Algiers dialect 
and pronounced the same way as in French language. 
Statistical approaches are the best solution to tackle this 
kind of issues. Again, we considered this situation as a 
machine translation problem in which the source language is 
the text (a set of graphemes) and the target language  is its 
phonetic representation (a set of phonemes). 
This system uses Moses package [9], Giza++ [10] for 
alignment and SRILM [11] for language model training. 

The main motivation of using a statistical approach is 
that we can include French phonemes in the training data.  

To build this system, the first component is a parallel 
corpus including a text and its phonetic representation. 

Actually, this resource is not available, so we created it by 
using the rule-based converter described above.   

This system operates at a grapheme and phoneme level, 
we split the parallel corpus into individual graphemes and 
phonemes including a special character as word separator in 
order to restore the word after conversion process (see 
example below). 

 
        

Null /t/ /u/ /k/ Null /s/ /a/ /n/ 
   

5. EXPERIMENTS 
 
5.1. Experimental Material  
 
We used an Algiers dialect corpus constructed by hand. It 
consists of more than 6K sentences including 10.7k different 
words. This corpus is a collection of movies and TV shows 
and some everyday recorded conversations which we 
transcribed into text (in Arabic script) by hand by adopting 
writing rules. Initially, this corpus was not vocalized, we 
proceeded to vocalize it as explained in section 3.1. 
The corpus is consisting of three categories of words: 

1. Arabic words. 
2. French words phonologically altered and their 

pronunciation is realized with Arabic phonemes. 
3. French words for which the pronunciation is 

realized with French phonemes.  
 
5.2. Results for Rule Based Approach 

 
We applied phonetization rules exposed above on a corpus 
of Algiers dialect containing only Arabic words (8993 
words) and French words phonologically altered (801 
words), the system accuracy was 100%. In addition to 
Arabic words, French words in the second category are 
correctly phonetized because their phonetic realization is 
close to Algiers dialect. For example the word 
(kitchen, original French word is 
borrowed French word phonologically altered is correctly 
converted as /ku:zina/, while a word in the third category as  

 (connection, original French word connexion) is 
incorrectly converted to /ku:niksju:n/ since it is realized 
/ / with French phonemes. Considering these 
words(906 words), the system accuracy decreases to 92%. 
The issue of these words is that we cannot introduce rules 
for French words written in Arabic script, since the 
relationship between Arabic graphemes and French 
phonemes is not a one-to-one. For example, the graphemes 

 in a French word written in Arabic script could 
correspond to the French phonemes /y/, /u/,/ / or /O/ (see 
some examples in Table 2). 
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Dialect word 
French 

phonetic 
transcription 

French 
word Meaning 

 sy  Sûre Sure 
 p  Port Port 
 sud  Soudeur Welder 

Table 2. Examples of mappings between Arabic graphemes " " and 
French phonemes 

 
5.3. Results for Statistical approach 
 
In order to evaluate the statistical approach, we needed a 
parallel corpus (text and its phonetic representation) which 
was not available. To build this resource we proceeded as 
follows: we used the rule-based system described below to 
convert Arabic words and French words phonologically 
altered (category 1 and 2) into Arabic phonemes. Whereas 
French words (of category 3) were identified and 
transliterated into Latin script by hand and then converted to 
French phonemes by using a free French converter. For 

then converted to / /.  
For test, we split randomly the parallel corpus into three 

datasets: training data (80%, 8560 words), tuning data (10%, 
1070 words) and testing data (10%, 1070 words). Note that 
the test set includes 913 words of category 1, 77 words of 
category 2 and 80 words of category 3. 

First we tested the statistical approach on a test set 
containing only Arabic words and French words 
phonologically altered (category 1 and 2). We got an 
accuracy of 93%. Then we proceeded to a test on a corpus 
including the three words categories, system accuracy 
decreases to 85%. This result is due to the increase of 
hypothesis number of each grapheme because of introducing 
French phonemes in the training data.   
for example in some Arabic words (category 1) are 
phonetized as the French phonemes /y/ or / / instead of the 
Arabic long vowel /u:/, the phoneme / / instead of /u:n/. 
Whereas, some words in category 3 are phonetized with 
Arabic phonemes by substituting for example the phonemes 
/y/, /u/,/ / or /O/ by the /u: /, and /  /  by /a:/. 
 
5.4. Discussion 

 
In Table3 we summarize the achieved results. At first 
glance, and regarding the accuracy rate, we could deduce 
that rule-based approach is more efficient than statistical 
approach. 

  Statistical approach Rule-based approach 

Test set Words of 
cat. 1 and 2 

Words of 
cat.1, 2 
and 3 

Words of 
cat. 1 and 2 

Words of 
cat.1, 2 
and 3 

Accuracy 
Rate 93% 85% 100% 92% 

Table 3. Results Summary 

Rule-based approach does not take account of French 
words of category 3; it achieves efficient results only for 

Arabic words and French phonologically altered words 
(category 1 and 2). The results of statistical approach must 
be analyzed regarding the small amount of training data. 
Accuracy rate of 85% could be easily improved by 
increasing the size of training data. 

On another side, a hybrid approach could be adopted: 
instead of using one corpus including all categories of words 
for training the statistical G2P converter, we can use two 
corpora:  the first one including words of categories 1 and 2, 
could be processed by rule-based approach. The second is a 
parallel corpus including words of category 3 with their 
French phonetization used for training the statistical G2P 
converter. Unfortunately, we have not sufficient data to test 
such a converter, since our corpus includes only about 1k 
words of category 3. 

 
6. CONCLUSION 

 
We presented two approaches to build a G2P converter for 
Algiers dialect which is an under-resourced language. The 
first approach is rule based; it gives perfect results for 
Arabic words and French words phonologically altered. 
Unfortunately, Algiers dialect includes a big proportion of 
French words pronounced as in the original language. This 
category of words could not be phonetized with a rule-based 
approach since the relationship between Arabic grapheme 
and French phoneme is not a one-to-one process. We used 
the statistical approach to overcome this problem. Regarding 
the small amount of training data, we can consider that the 
results are acceptable. 

To improve the statistical G2P converter, French words 
pronounced as in the original language must be processed in 
a separate corpus. That is why we have to develop a module 
for identifying these words. We can use the rule-based 
approach for Arabic and French words phonologically 
altered. This hybrid approach could carry out better results. 

 In terms of resources, this work allowed us to build a 
phonetized dictionary for Algiers dialect; at our knowledge 
no such resource is available at this time for this language 

.  
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